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Preface
The seventeenth event of the International Conference on Machine Learning and Data
Mining MLDM 2021 was held in New York (www.mldm.de) running under the umbrella of the World Congress “The Frontiers in Intelligent Data and Signal Analysis,
DSA2021” (www.worldcongressdsa.com).
After the peer-review process, we accepted nineteen high-quality papers for oral
presentation. Seventeen papers are published in the proceedings book.
http://www.ibai-publishing.org/html/proceedings_2021/proceedings_mldm_2021.php
The topics range from theoretical topics for classification, clustering, association rule
and pattern mining to specific data-mining methods for the different multimedia data
types such as image mining, text mining, video mining, and Web mining. Extended
versions of selected papers will appear in the international journal Transactions on
Machine Learning and Data Mining (www.ibai-publishing.org/journal/mldm).
The tutorial days rounded up the high quality of the conference. Researchers and
practitioners got an excellent insight in the research and technology of the respective
fields, the new trends and the open research problems that we like to study further.
A tutorial on Data Mining, a tutorial on Case-Based Reasoning, a tutorial on Intelligent Image Interpretation and Computer Vision in Medicine, Biotechnology, Chemistry and Food Industry, and a tutorial on Standardization in Immunofluorescence
were held before the conference.
We would like to thank all reviewers for their highly professional work and their
effort in reviewing the papers. We would also thank the members of the FutureLab
Artificial Intelligence IBaI-2 (www.futurelab-ai-ibai-2.de), who handled the conference as secretariat. We appreciate the help and understanding of the editorial staff at
ibai-publishing house, who supported the publication of these proceedings
(http://www.ibai publishing.org/html/proceeding.php).
Last, but not least, we wish to thank all the speakers and participants who contributed to the success of the conference. See you in 2022 in New York at the next World
Congress (www.worldcongressdsa.com) on “The Frontiers in Intelligent Data and
Signal Analysis, DSA2022”, which combines under its roof the following three
events: International Conferences on Machine Learning and Data Mining, MLDM
(www.mldm.de), the Industrial Conference on Data Mining, ICDM (www.datamining-forum.de), and the International Conference on Mass Data Analysis of Signals
and Images in Medicine, Biometry, Drug Discovery Biotechnology, Chemistry and
Food Industry, MDA.
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Abstract. Mathematical morphology plays an important role in image
analysis as it enables locating and detecting shapes as well as noise filtering. This paper shows how many of the important properties in mathematical morphology hold in a much more general setting of symbolic or
non-numeric sets. This includes the operations of dilation, erosion,
opening and closing. For example, dilation of a union is the unions of
dilations. Dilation is a union preserving operation. Erosion of an intersection is an intersection of erosions. Erosion is an intersection preserving
operation. If A is a subset of B, then the dilation of A is a subset of the
dilation of B and the erosion of A is a subset of the erosion of B. There is a
duality between dilation and erosion. Openings are formed by an erosion
followed by dilation. Closings are formed by a dilation followed by erosion.
Openings and closings are idempotent: doing it more than once is the same
as doing it once.
Keywords: set operator · union preserving operator · intersection preserving operator · set dilation operator · set erosion operator · dual operator · adjoint operator · opening operator · closing operator.

1

Basic Definitions and Properties

We do not review papers of mathematical morphology or its extensions to lattices. See([1–24]). There is not enough space to do that and describe our exciting
generalization of mathematical morphology. There is so much to say. We begin
with basics.
Definition 1. A universal set is a finite set that contains arbitrary non-numeric
elements. We designate whatever universal set we are working with by U . Subsets
of U will be denoted by capital letters. Individual elements of U will be denoted
by lower case letters.[21]
For example, we may have U = {a, b, c, d, ...p, q}
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Definition 2. The power set of U is the collection of all subsets of U, including
the empty set, is denoted by P(U ).
For example given a universal set U = {a, b, c}, there are eight possible
subsets: ∅, {a}, {b}, {c}, {a, b}, {a, c}, {b, c}, {a, b, c}.
Definition 3. A set operator F is a function F : P(U ) → P(U ). We follow the
convention that set operators will be denoted by calligraphic upper case letters
such as A and B.
Definition 4. The operator composition of a set operator F with another set
operator G where F : P(U ) → P(U ) and G : P(U ) → P(U ) will be denoted by
G F and it means first apply F and then apply G. As appropriate, if we are
composing one set operator with another acting on a set A, we may write it as
G(F(A)).
Proposition 1. Set operator composition is associative.
F
1.1

(G

H) = (F

G)

H

Increasing and Decreasing Operators

Definition 5. A set operator F : P(U ) → P(U ) is said to be increasing if and
only if A ⊆ B implies F(A) ⊆ F(B). The operator F is said to be decreasing if
and only if A ⊆ B implies F(A) ⊇ F(B).[16]
Example 1. Given a universal set domain U = {a, b, c}. Let A : P(U ) → P(U )
be an increasing operator, and B : P(U ) → P(U ) be a decreasing operator with
following mappings as shown in Table1.
Table 1: Illustrates an increasing operator A and a decreasing operator B defined
on the power set of {a, b, c}
S
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

A(S)
S
{a}
∅
{a, b}
{a}
{a, c}
{b}
{a}
{c}
{a, b, c} {a, b}
{a, b}
{a, c}
{a, c}
{b, c}
{a, b, c} {a, b, c}

B(S)
{a, b, c}
{a, b}
{b}
{a, b, c}
{b}
{a}
{b}
∅

Proposition 2. Let F1 : P(U ) → P(U ) and F2 : P(U ) → P(U ) be increasing operators. Let G1 : P(U ) → P(U ) and G2 : P(U ) → P(U ) be decreasing
operators. Then
– F1
– G1

F2 and F1 G1 are increasing operators.
G2 and G1 F1 are decreasing operators.

Proposition 3. Let F be an increasing operator on U and let A, B ⊆ U . Then
F(A ∪ B) ⊇ F(A) ∪ F(B) and F(A ∩ B) ⊆ F(A) ∩ F(B)
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Expansive and Contractive Operators

A set operator is able to take a set and produce a related set that includes the
original set. That kind of set operator is called an expansive operator. The set
operator that takes a set and produces a related set that excludes some of the
original set is called a contractive operator. Simply, we say that the expansive
operators produce sets which are super sets, the contractive operators produce
sets which are subsets.
Definition 6. An operator F : P(U ) → P(U ) is said to be an expansive if and
only if A ⊆ F(A). The operator F : P(U ) → P(U ) is said to be contractive if
and only if F(A) ⊆ A.[16]
Example 2. Given a universal set domain U = {a, b, c}. let C : P(U ) → P(U )
be expansive operator and D : P(U ) → P(U ) be contractive operator with the
following mapping as shown in Table 2.
Table 2: Illustrates an expansive operator C and a contractive operator D defined
on the power set of {a, b, c}
S
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

C(S)
S
{b}
∅
{a, b}
{a}
{a, b}
{b}
{a, c}
{c}
{a, b, c} {a, b}
{a, b, c} {a, c}
{b, c}
{b, c}
{a, b, c} {a, b, c}

D(S)
∅
∅
∅
{c}
{b}
{c}
{b, c}
{b, c}

Proposition 4. Let F : P(U ) → P(U ). If F is expansive, then F(U ) = U . If
F is contractive, then F(∅) = ∅.
Proposition 5. Let F1 : P(U ) → P(U ) and F2 : P(U ) → P(U ) be expansive
operators. Then the composition F1 F2 is an expansive operator.
Proposition 6. Let F1 : P(U ) → P(U ) and F2 : P(U ) → P(U ) be contractive
operators. Then the composition F1 F2 is a contractive operator.
1.3

Union Preserving Operators

If an operator operates on a union of two sets, and produces a result that can
be obtained by taking the union of the operation on each of the sets, such an
operator is called a union preserving operator.
Definition 7. Let F : P(U ) → P(U ). F is called union preserving if and only
if
F(A ∪ B) = F(A) ∪ F(B)
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The union preserving operators have the diagram as shown in Fig.1. It is
clear that the union preserving operator has the same structure as a morphism.
A

F

F∪

B

F(A)
∪

F

F(B)

Fig. 1: Diagram of union preserving operators
Example 3. Given a universal set domain: U = {a, b, c}. Let F : P(U ) →
P(U ) be a union preserving operator as shown in Table 3a. The union preserving
property implies that the entire mapping F : P(U ) → P(U ) can be specified in
terms of the subsets of singleton elements and the empty set. In the other words,
we can use the singletons and the empty set to determine the whole mapping of
the universal set as shown in Table 3b.
Table 3: (a) Illustrates a union preserving operator F defined on the power set of
{a, b, c}. (b) Illustrates the set operator of (a) using only the rows of singletons
and the row of empty set to determine any row of the whole table shown in (a).
(a)
S
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

F(S)
{a}
{a, b}
{a, c}
{a}
{a, b, c}
{a, b}
{a, c}
{a, b, c}

(b)
S
∅
{a}
{b}
{c}

F(S)
{a}
{a, b}
{a, c}
{a}

Using the union preserving property, any row of the full Table 3a can be generated
from the table portrayed by Table 3b. For example:
F({a, b}) = F({a} ∪ {b}) = F({a}) ∪ F({b}) = {a, b} ∪ {a, c} = {a, b, c}
This means that we never need to store the whole table and whenever we have
to perform dilation or erosion we can do it using the rows of table of the empty
set and the singletons.
Proposition 7. Let F1 : P(U ) → P(U ) and F2 : P(U ) → P(U ) be union
preserving operators. Then F1 F2 is union preserving.
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Proposition 8. Let F : P(U ) → P(U ). If F(A ∪ B) ⊇ F(A) ∪ F(B), then F
is an increasing operator. If F(A ∩ B) ⊆ F(A) ∩ F(B), then F is an increasing
operator.
Proposition 9. Let F : P(U ) → P(U ) be a union preserving operator, then F
is an increasing operator.
1.4

Intersection Preserving Operator

If an operator is applied to any intersection of two sets, and it produces a result
that can be obtained by taking the intersection of the operation on each of the
sets, then the operator is called an intersection preserving operator.
Definition 8. Let G : P(U ) → P(U ). G is called an intersection preserving
operator if and only if
G(A ∩ B) = G(A) ∩ G(B)
Similar as the union preserving operator, the intersection preserving operator
also has the same structure as a morphism.
Example 4. Given a universal set domain: U = {a, b, c}. Let G : P(U ) → P(U )
be an intersection preserving operator as shown in Table 4.
Table 4: Illustrates an intersection preserving operator G defined on the power
set of {a, b, c}
S
G(S)
∅
∅
{a}
∅
{b}
{c}
{c}
∅
{a, b}
{c}
{a, c}
{b}
{b, c}
{c}
{a, b, c} {a, b, c}

Proposition 10. Let G1 : P(U ) → P(U ) and G2 : P(U ) → P(U ) be an intersection preserving operators. Then G1 G2 is an intersection preserving operator.
Proposition 11. Let G : P(U ) → P(U ) be a intersection preserving operator,
then, G is an increasing operator.
1.5

Set Dilation Operators and Set Erosion Operators

Expansive union preserving set operators are called set dilation operators. Contractive intersection preserving set operators are called set erosion operators.

6
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Definition 9. An operator D : P(U ) → P(U ) is called a set dilation operator
on U if and only if D is
– Expansive: A ⊆ D(A)
– Union preserving: D(A ∪ B) = D(A) ∪ D(B)
Definition 10. An operator E : P(U ) → P(U ) is called a set erosion operator
on U if and only if E is
– Contractive: E(A) ⊆ A
– Intersection preserving: E(A ∩ B) = E(A) ∩ E(B)
In mathematical morphology, dilation with a structuring element containing
the origin, constitutes an instance of a set dilation operator, it is expansive
and union preserving; erosion with a structuring element containing the origin,
constitutes an instance of a set erosion operator, it is contractive and intersection
preserving.
1.6

Dual Operators

Definition 11. Let F : P(U ) → P(U ). An operator G : P(U ) → P(U ) is called
the dual operator to F if and only if G(A) = F(Ac )c .
In mathematical morphology, dilation and erosion are dual. Similarly, we
have the flowing dual operators as shown in the Table 5.
Table 5: Shows a summary of dual operators’ propositions
Operator F(A) Dual Operator G(A) = F(Ac )c
Expansive
Contractive
Increasing
Increasing
Union preserving
Intersection preserving
Set Dilation
Set Erosion

1.7

Closing and Opening Operators

Definition 12. An operator T : P(U ) → P(U ) is called a closing operator on
U if and only if T is
– Expansive: A ⊆ T (A)
– Increasing: A ⊆ B implies T (A) ⊆ T (B)
– Idempotent: T (T (A)) = T (A)
An operator Q : P(U ) → P(U ) is called an opening operator on U if and only if
Q is
– Contractive: Q(A) ⊆ A

The Generalization of Mathematical Morphology to Non-numeric Sets
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– Increasing: A ⊆ B implies Q(A) ⊆ Q(B)
– Idempotent: Q(Q(A)) = Q(A)
[16][25][26]
Example 5. Given a universal set domain U = {a, b, c}. Let T : P(U ) → P(U )
be a closing operators, and Q : P(U ) → P(U ) be an opening operator with the
following mappings shown in Table 6.
Table 6: Illustrate a closing operator T and an opening operator Q defined on
the power set of {a, b, c}
S
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

T (S)
S
Q(S)
∅
∅
∅
{a}
{a}
∅
{a, b}
{b}
{b}
{a, c}
{c}
{c}
{a, b}
{a, b}
{b}
{a, c}
{a, c}
{c}
{a, b, c} {b, c} {b, c}
{a, b, c} {a, b, c} {a, b, c}

Proposition 12. Let E be set erosion operator and let D be its dual operator,
then D E is an opening operator and E D is a closing operator.
Definition 13. Let Q : P(U ) → P(U ) be an opening operator and T : P(U ) →
P(U ) be a closing operator. Let A ⊆ U . Then,
– A is open with respect to Q if and only if A = Q(A)
– A is closed with respect to T if and only if A = T (A)[18]
A set A is closed with respect to the operator producing the closing. For
example, given two different closing operators T1 , and T2 , a set A is closed with
respect to T1 , but may not be closed with respect to T2 . This behavior does
not quite happen in the real analysis when we talk about a closed set because
there is only one closing operator in real analysis, which has the concept of
neighborhoods, and which defines the closed or open sets in a geometric way.
Similarly, a set A is open in accordance with the certain operator.
Proposition 13. Let T be a closing operator on U . If B is a closed set with
respect to T and A ⊆ B. Then T (A) ⊆ B.
Proposition 14. Let Q be an opening operator on U . If B is an opened set with
respect to Q and A ⊆ B. Then Q(A) ⊆ B.
Proposition 15. Let Q be an opening operator on U and let T be a closing
operator on U .Then Q(∅) = ∅ and T (U ) = U

8
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Proposition 16. Let Q be an opening operator on U and let T be a closing
operator on U . Let A ⊆ U . Define C(A) = {X | T (X) = X and X ⊇ A} and
O(A) = {X | Q(X) = X and X ⊆ A} Then C(A) 6= ∅ and O(A) 6= ∅.
The closing operator on a given set can be expressed as an intersection of
sets related to the given set.
Proposition 17. Let T be a closing operator on U . For any A ⊆ U define
C(A) = {X ⊆ U | X = T (X) and X ⊇ A}. Then,
T (A) =

\

X

X∈C(A)

The opening operator on a given set can be expressed as an union of sets
related to the given set.
Proposition 18. Let Q be an opening operator on U . For any A ⊆ U define
O(A) = {X ⊆ U | X = Q(X) and X ⊆ A}. Then,
Q(A) =

[

X

X∈O(A)

Proposition 19. Let Q be an opening operator on U and let T be a closing
operator on U . Let A ⊆ U . Define O(A) = {X ⊆ U | X = Q(X) and X ⊆ A}
C(A) = {X ⊆ U | X = T (X) and X ⊇ A}.
If for every Y ⊆ U , Q(Y ) = T (Y c )c , then C(A) = {X | X c ∈ O(Ac )} and
O(A) = {X | X c ∈ C(Ac )}.
Proposition 20. Let T : P(U ) → P(U ) and Q : P(U ) → P(U ) be dual operators: Q(A) = T (Ac )c . Then,
– Q is an opening operator if and only if T is a closing operator.
– A = T (A) if and only if Q(Ac ) = Ac .
In mathematical morphology, a set has no holes and no outliers with respect
to a structure elements S if and only if A • S = (A ⊕ S) S = A = (A S) ⊕ S =
A ◦ S . For the general set operator, no holes and no outliers with respect to a
closing operator T and its dual opening operator Q satisfies T (A) = A = Q(A).

2

Inverse

In mathematical morphology, we know that dilation and erosion are dual, and
can use its duality to construct closing and opening. However, applying the dual,
we have to deal with the complement set, which may be very large. If we do it
by through the inverse, we may avoid large complement sets problems.
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Inverse of Union Preserving Operator

For any union preserving operator, we can define its inverse, which is analogous
to the pseudo inverse of matrix algebra.
Definition 14. Let F : P(U ) → P(U ) be a union preserving operator. Then we
define its inverse by
[
F −1 (A) =
X
{X | F (X)⊆A}

Example 6. Based on Example 3, the union preserving operator F has the the
mapping of F −1 as shown is Table 7:
Table 7: Illustrate F −1 of the union preserving operator F defined on the power
set of {a, b, c} in Example 3
U
F −1 (U )
{a}
∅ ∪ {c} = {c}
{a, b}
∅ ∪ {c} ∪ {a} ∪ {a, c} = {a, c}
{a, c}
∅ ∪ {c} ∪ {b} ∪ {b, c} = {b, c}
{a, b, c} ∅ ∪ {a} ∪ {b} ∪ {c} ∪ {a, b} ∪ {b, c} ∪ {a, c} ∪ {a, b, c} = {a, b, c}

Proposition 21. Let F : P(U ) → P(U ) be a union preserving operator. Then,
–
–
–
–
–
2.2

F −1 is an increasing operator.
F −1 (A ∪ B) ⊇ F −1 (A) ∪ F −1 (B)
F F −1 (A) ⊆ A and F −1 F(A) ⊇ A
F −1 F F −1 (A) = F −1 (A) and F F −1
F F −1 and F −1 F are idempotent.

F(A) = F(A)

Inverse of Intersection Preserving Operator

Definition 15. Let G : P(U ) → P(U ) be an intersection preserving operator.
Then we define its inverse G −1 by
\
G −1 (A) =
X
{X | G(X)⊇A}

Example 7. Based on Example 4, the intersection preserving operator G has
the the mapping of G −1 as below in Table 8.
Table 8: Illustrates the G −1 of the intersection preserving operator G defined in
Table 4
U
G −1 (U )
∅
∅ ∩ {a} ∩ {b} ∩ {c} ∩ {a, b} ∩ {a, c} ∩ {b, c} ∩ {a, b, c} = {a, b, c} = ∅
{b}
{a, c} ∩ {a, b, c} = {a, c}
{c}
{b} ∩ {a, b} ∩ {b, c} ∩ {a, b, c} = {b}
{a, b, c}
{a, b, c}
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Proposition 22. Let G : P(U ) → P(U ) be an intersection preserving operator.Then
–
–
–
–

G −1 is an increasing operator.
(G G −1 )(A) ⊇ A and G −1 G(A) ⊆ A
G −1 G G −1 = G −1 and G G −1 G = G
G G −1 and G −1 G are idempotent.

Proposition 23. Let F : P(U ) → P(U ) be a union preserving operator. Let
G : P(U ) → P(U ) be a intersection preserving operator.Then
– F −1 is an intersection preserving operator
– G −1 is an union preserving operator.

2.3

Inverse of Set Dilation and Set Erosion Operator

Proposition 24. Let D : P(U ) → P(U ) be a set dilation operator. Let E :
P(U ) → P(U ) be a set erosion operator. Then
– D−1 is a set erosion operator.
– E −1 is a set dilation operator.
– If A ⊆ U and B = D−1 D(A). Then C ⊇ B and D(C) = D(A) imply
C = B.
– If A ⊆ U and B = E −1 E(A). Then C ⊆ B and E(C) = E(A) imply C = B.

3

Theorems of closing and opening operators

In mathematical morphology, dilation and erosion can define the closing and
opening. Similarly, for any set, the union preserving operator and the intersection
operator can construct the closing and opening.
Theorem 1. Let F : P(U ) → P(U ) be a union preserving operator. Then F −1
F is a closing operator.
Theorem 2. Let G : P(U ) → P(U ) be an intersection operator. Then G −1
is an opening operator.

G

Example 8. Instance Illustrating Theorem 1 and 2 Applying Theorem 1
with union preserving operator F and its inverse F −1 in the Examples 3,6, and
applying the Theorem 2 with intersection preserving operator G and its inverse
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G −1 in the Examples 4,7, we can define F −1
9.
Table 9: Illustrates F −1
operator
A
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

F and G −1
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G as shown in Table

F is a closing operator and G −1

G is an opening

F(A) F −1 (F(A))
A
G(A) G −1 (G(A))
{a}
{c}
∅
∅
∅
{a, b}
{a, c}
{a}
∅
∅
{a, c}
{b, c}
{b}
{c}
{b}
{a}
{c}
{c}
∅
∅
{a, b, c} {a, b, c}
{a, b}
{c}
{b}
{a, b}
{a, c}
{a, c}
{b}
{a, c}
{a, c}
{b, c}
{b, c}
{c}
{b}
{a, b, c} {a, b, c}
{a, b, c} {a, b, c} {a, b, c}

It is clear that F −1 F is expansive, increasing, and idempotent, making it a
closing operator. Similarly, G −1 G is contractive, increasing, and idempotent,
making it a opening operator.
Adding the expansive and contractive properties to the Theorem1 and Theorem 2, we have the new theorems:
Theorem 3. Let D : P(U ) → P(U ) be a set dilation operator. Then D−1
is a closing operator.
Theorem 4. Let E : P(U ) → P(U ) be a set erosion operator. Then E −1
an opening operator.

D
E is

Example 9. Instance Illustrating Theorem 3 Given a universal set U =
{a, b, c}. Let D : P(U ) → P(U ) be a set dilation operator as shown in Table 10a.
Given that D is a set dilation operator, it is a union preserving operator. We
can define its inverse D−1 as shown in Table 10b. Now, we define the mapping
D−1 D(A) as shown in Table 10c.
Table 10: (a)Illustrates a set dilation operator D defined on the power set of
{a, b, c}.(b)Illustrates the inverse D−1 of the set dilation operator D defined in
Part(a) is a contractive operator.(c)Illustrates D−1 D is a closing operator.
(a)
A
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

D(A)
∅
{a, b}
{b, c}
{a, c}
{a, b, c}
{a, b, c}
{a, b, c}
{a, b, c}

(c)
(b)
U
D−1 (U )
∅
∅
{a, b}
∅ ∪ {a}
{a, c}
∅ ∪ {c} = {c}
{b, c} S
∅ ∪ {b} = {b}
{a, b, c} {X | X⊆A} X = {a, b, c}

A
∅
{a}
{b}
{c}
{a, b}
{a, c}
{b, c}
{a, b, c}

D(A) D−1 (D(A))
∅
∅
{a, b}
{a}
{b, c}
{b}
{a, c}
{c}
{a, b, c} {a, b, c}
{a, b, c} {a, b, c}
{a, b, c} {a, b, c}
{a, b, c} {a, b, c}
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It is clear that D−1
closing operator.

D is expansive, increasing, and idempotent, making it a

Example 10. Instance Illustrating Theorem 4 Given a universal set U =
{a, b, c}. Let E : P(U ) → P(U ) be a set erosion operator as shown in Table
11a.Given E is an intersection preserving operator, we can define its inverse
E −1 as shown in Table 11b. Now, we define the mapping E −1 E(A) as shown
in Table 11c.
Table 11: Illustrates a set erosion operator E defined on the power set of {a, b, c}.
Illustrates the E −1 of the set erosion operator E defined in Part(a). Illustrates
an opening operator defined by E −1 E(A).
(a)

(c)

A
E(A)
A
E(A) E −1 E(A)
(b)
∅
∅
∅
∅
∅
U
E −1 (U )
{a}
∅
{a}
∅
∅
T
∅
X
=
∅
{b}
∅
{b}
∅
∅
{X | X⊆A}
{c}
∅
{c}
∅
∅
{b} {a, b} ∩ {a, b, c} = {a, b}
{a, b}
{b}
{b}
{a, b}
{c} {a, c} ∩ {a, b, c} = {a, c} {a, b}
{a, c}
{c}
{a, c}
{c}
{a, c}
{a, b, c}
{a, b, c}
{b, c}
∅
{b, c}
∅
∅
{a, b, c} {a, b, c}
{a, b, c} {a, b, c} {a, b, c}

It is clear that E −1 E(A) is contractive, increasing, and idempotent, making,
it an opening operator.
We can see that for each set dilation operator, we can find a corresponding
operator that is a set erosion operator, and visa-versa. If we are given a set
dilation operator, we can find its dual, which is a set erosion operator, then by
the Theorem 4, we can define an opening operator. In the other case, if we are
given a set erosion operator, we can find its dual, which is a set dilation operator,
then by the Theorem 3, we can define a closing operator. Based on these ideas,
we have the following theorems:
Theorem 5. Let D : P(U ) → P(U ). If D is a set dilation operator, and its dual
E(A) = D(Ac )c is a set erosion operator. Then E −1 E is an opening operator.
Theorem 6. Let E : P(U ) → P(U ). If E is a set erosion operator, and its dual
D(A) = E(Ac )c is a set dilation operator. Then D−1 D is a closing operator.
Example 11. Instance Illustrating Theorem 5
Let D : P(U ) → P(U ) be the set dilation operator which we defined in Table
12(a) of the example of Theorem 3. If we will take the complement of set A, and
apply the operator D on the set Ac , then take the complement of D(Ac ), we find
that (D(Ac ))c is a set erosion operator as shown on Table 12(a). Given that E is
a set erosion operator, it is an intersection preserving operator. We can define

The Generalization of Mathematical Morphology to Non-numeric Sets

13

its inverse E −1 as shown in Table 12(b). Now, we define the mapping E −1
as shown in Table 12(c).

E(A)

Table 12: (a)Illustrates a set erosion operator defined by (D(Ac ))c . (b)Illustrates
the E −1 of E(A) = (D(Ac ))c , which is a expansive operator. (c)Illustrates an
opening operator defined by E −1 E(A).
A

Ac

D(Ac ) (D(Ac ))c

∅

{a, b, c} {a, b, c}

∅

{a}

{b, c} {a, b, c}

∅

{b}

{a, c} {a, b, c}

∅

{c}

{a, b} {a, b, c}

∅

{a, b}

{c}

{a, c}

{b}

{a, c}

{b}

{b, c}

{a}

{b, c}

{a}

{a, b}

{c}

{a, b, c}

∅

∅

{a, b, c}

E −1 (U )

U
∅

T

{X | X⊆A}

X =∅

{a}

{a, c} ∩ {a, b, c} = {a, c}

{b}

{a, b} ∩ {a, b, c} = {a, b}

{c}

{b, c} ∩ {a, b, c} = {b, c}

{a, b, c}

{a, b, c}

E −1

A

E(A)

∅

∅

∅

E(A)

{a}

∅

∅

{b}

∅

∅

{c}

∅

∅

{a, b}

{b}

{a, b}

{a, c}

{a}

{a, c}

{b, c}

{c}

{b, c}

{a, b, c} {a, b, c}

{a, b, c}

It is clear that E −1 E(A) is contractive, increasing, and idempotent, making
it an opening operator.
Definition 16. Let F : P(U ) → P(U ) and G : P(U ) → P(U ). The operator F
is called the left adjoint to the operator G and G is called the right adjoint of the
operator F if and only if for every pair of subsets A, B ⊆ U ,
F(A) ⊆ B if and only if A ⊆ G(B)
Proposition 25. Let F be a set dilation operator and G its dual. If F is the
left adjoint to G, then F −1 = G.
Proposition 26. Let F be a set dilation operator and G its dual. If F is the
left adjoint to G, then
(F

G)

F G F = F and G
(F G) = F G and (G

F G=G
F) (G F) = G

F

Proposition 27. Let F be a set dilation operator and G its dual. If F is the
left adjoint to G, then G −1 = F.
In mathematical morphology, dilation and erosion with the same structuring
element are adjoint and inverse of each other. Similarly, if the set dilation operator with its dual are adjoints, then the duals are inverses. Then, we can have
the following new theorems.
Theorem 7. Let F : P(U ) → P(U ) be a set dilation operator. Let G : P(U ) →
P(U ) be its dual, a set erosion operator. If F is the left adjoint to G, then G F
is a closing operator.
Theorem 8. Let F : P(U ) → P(U ) be a set dilation operator. Let G : P(U ) →
P(U ) be its dual, which is a set erosion operator. If F is the left adjoint to G,
then F G is an opening operator.
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Conclusion

We have shown how the important properties in mathematical morphology hold
in a general setting of symbolic or non-numeric sets. We developed many set
operators, including increasing operators, decreasing operators, expansive operators, contractive operators, union preserving operators, intersection preserving
operators, set dilation operators and set erosion operators, dual operators, and
adjoint operators.
The composition of the set erosion operator with its dual, the set dilation operator is contractive, increasing and idempotent, is an operator called an opening
operator. It is an operator that has the property of producing open sets. With
such an operator, we can take a set that has paper shred garbage nearby or
touching the set and operate on it to remove the garbage. This happens for arbitrary sets just in the analogous way that the opening operator of mathematical
morphology produces that subset of the original set where every point in the
subset is an interior point.
The composition of the set dilation operator with its dual, the set erosion
operator is expansive, increasing and idempotent, is an operator called a closing
operator. With such an operator, we can take a set that has even many small
holes and operate on it to produce a set for which the holes are eliminated. This
happens for arbitrary sets just in the analogous way that the closing operator of
real analysis produces a set that includes the original set plus all its limit points.
Additionally, the original set dilation operator, has for its dual the set erosion
operator, so it is the case that the closing operator has for its dual the opening
operator. The composition of a closing operator with an opening operator is
idempotent. Similarly the composition of an opening operator with a closing
operator is idempotent. With the above properties, there is enough structure in
a set dilation operator and its dual, to produce operator compositions that can fill
holes and gaps in the observed data and eliminate paper shred garbage, thereby
changing the observed data set into one whose pattern is closer to the pattern
in the underlying population from which the observed data set was sampled.
We intend to apply set operators to text processing, working with dictionaries, thesaurus, and nets such as wordnet, and work on document understanding.
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Abstract. Ceramic insulators are important to electronic systems, designed and installed to protect humans from the danger of high voltage electric current. However, insulators are not immortal, and natural
deterioration can gradually damage them. Therefore, the condition of
insulators must be continually monitored, which is normally done using UAVs. UAVs collect many images of insulators, and these images
are then analyzed to identify those that are damaged. Here we describe
AdeNet as a deep neural network designed to identify damaged insulators, and test multiple approaches to automatic analysis of the condition
of insulators. Several deep neural networks were tested, as were shallow
learning methods. The best results (88.8%) were achieved using AdeNet
without transfer learning. AdeNet also reduced the false negative rate to
∼7%. While the method cannot fully replace human inspection, its high
throughput can reduce the amount of labor required to monitor lines
for damaged insulators and provide early warning to replace damaged
insulators.

1

Introduction

Power line insulators change over time because they are continuously exposed
to the weather, including heat, sun, and moisture. Deterioration can eventually
damage insulators so they no longer function. Therefore identifying damaged
insulators is a critical safety task. However, changes in characteristics such as
color do not necessarily indicate that the insulator is nonfunctional. Therefore,
identifying damaged insulators requires a diverse dataset of different types of
damaged and undamaged insulators, at different ages and under different conditions. In this research, we explore various techniques to classify the condition
of electrical insulators in power lines.
Automatically detecting anomalies in image data has a broad range of applications [2, 7]: automatically identifying product/equipment defects, medical
diagnostics [30, 36], quality checks at factories, and routine maintenance procedures. Models have been developed that can provide accurate image data.
While most deep learning frameworks classify images well, detecting outliers
and anomalies is more challenging. Training data for such tasks is often unbalanced because the number of anomaly samples, in many cases, is lower than
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the number of regular samples. Additionally, in some cases, the distinguishing
characteristics of regular samples and anomalies are subtle; cracks, flashovers,
scratches, and the like are difficult to identify. An effective anomaly detection
model must, therefore, learn to identify these details as distinguishing characteristics.
We developed a deep learning architecture, named AdeNet, to identify damaged power line insulators without pre-training. AdeNet also eliminates data
augmentation overhead as discussed in [16]. As a result, our model requires less
computation and storage, making it more suitable for the computing capabilities
of mobile/embedded devices such as unmanned aerial vehicles (UAV). Analysis
on the device can be used to decide to acquire additional data while the UAV is
still on its mission. AdeNet compares favorably with state-of-the-art deep learning (DL) architectures and shallow learning (SL) techniques. Our experimental
results also show that the ROC score is not the best performance metric for an
imbalanced dataset. A harmonic mean of recall and precision as expressed by
the F1 score is a better choice.

2

Related Work

Detecting anomalies or outliers in image data is important research for computer vision. This task is often characterized by a number of challenges, so it
differs from typical supervised machine learning. One of these challenges is that
anomaly samples are far fewer than regular samples.
Many methods have been proposed to address this challenge at both the
data and algorithm levels. In [3], a comprehensive real-world dataset is curated
for unsupervised detection of anomalies. A common approach is to train the
classifier solely on the normal samples with the hope that the architecture will
be robust enough to capture the intrinsic characteristic features of the normal
class and thus can identify abnormal characteristics by inference [22]. Notable
state-of-the-art methods include AnoGAN [25, 24], L2 and SSIM Autoencoder
[4, 3], CNN Feature Dictionary [19], GMM-Based Texture Inspection Model [5],
and Variation Autoencoder
Because untreated damaged insulators are inherently dangerous, automatic
monitoring of power line insulators have been substantially researched [20, 18]. A
basic approach for detecting insulators in aerial images used morphology analysis
with Otsu threshold followed by a support vector machine (SVM) classifier [33].
Another approach detected edges and corners represented through MultiScale
MultiFeature descriptors [13]. Lattice detection has also been tested with good
results in detecting anomalies in insulators in power lines [37].
In the specific context of automatically detecting damaged insulators, Structural Similarity [35] can determine the degree of distortion in damaged insulators from undamaged ones. However, as shown in our experiment, this approach
works well if the distortion is digital or artificial, not the result of natural degradation. Circular GLOH-Like descriptors were used for detecting and classifying
insulators [17]. A simple method based on shape and the distribution of bright-
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ness was proposed as a way to automatically identify cables damaged by lightning
[11]. Common deep neural network architectures such as SSD [14] and ResNet
[9] have also been used to identify damaged power lines in aerial images [20].
[17] proposed an effective and reliable method of detecting anomalies in insulators using a deep learning technique for aerial images. In the proposed deep
detection approach, the single shot multibox detector (SSD), a powerful deep
meta-architecture, using two-stage fine-tuning could automatically extract multilevel features from aerial images, thus obviating manual extraction. Inspired by
transfer learning, a two-stage fine-tuning strategy was implemented with separate training sets. In the first stage, the basic insulator model was obtained
by fine-tuning the COCO model with aerial images, including different types of
insulators and various backgrounds. In the second stage, the basic model was
fine-tuned using training sets with specific insulator types and specific situations. After the two-stage fine-tuning, the well-trained SSD model can directly
and accurately identify the insulator in aerial images.
According to [15], the insulator is important to a transmission line, and
detecting defects in insulators relies heavily on insulator position. Traditional
methods of insulator recognition depend on color features and geometric features. These methods are influenced illumination and background, among other
things, resulting in poor generalization. [15] proposed a method where insulators
were recognized using deep learning algorithms. First, [15] constructed a training
dataset that had three categories: insulator, background, and tower. Second, [15]
initialized the convolution neural networks as a six-level network and adjusted
training parameters to train the model. Finally, the trained model was used to
predict the candidate insulator position. With the help of a non-maximum suppression algorithm and the line fitting method, [15] identified the exact location
of an insulator.

3

Proposed Approach

Paradigms of automatic image classification can be broadly divided into DL and
SL. DL often requires more difficult training and a large training set, but it has
the advantage of being non-parametric. It is often achieves more accurate than
SL. SL requires fewer training samples and is normally less prone to overfitting.
However, image features from each image can be computationally expensive, and
the resulting machine learning model is not always as accurate as models based
on deep learning. In this research, we attempted both DL and SL to compare
the two approaches to automatically detecting damaged power line insulators.
3.1

Shallow Learning Approach

For shallow learning, we tested the Udat shallow learning image analysis tool [27],
which implements the Wndchrm method [29, 21]. Udat works by first extracting
a large set of 2841 numerical image content descriptors from raw pixels and
transforming the raw pixels [26]. The numerical image content descriptors are
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shape, edges, textures, polynomial approximation, statistical distribution of pixel
values, and others for a comprehensive numerical representation of the image
[28]. Detailed information about the Wndchrm algorithm can be found in [29,
21, 26, 28].
Once the numerical image content descriptors are computed for all images,
the values are then used for mature classification algorithms like Random Forest,
Support Vector Machine, Gradient Boosting, and Naive Bayes.
3.2

Deep Learning Approach

In deep learning, multiple layers of mini-algorithms, called neurons, work together to draw complex conclusions. We chose the AdeNet architecture and compared it with several deep neural network architectures, from the basic LeNet-5
to more complex ResNet-101, VGG19, and MobileNetV2.
MobileNetV2 MobileNetV2 [23] is a mobile architecture based on Convolutional Neural Networks (CNNs). The basic building block is a bottleneck depthseparable convolution with residuals. Our implementation of MobileNetV2, taken
from tensorflow-keras applications, has 398, 690 trainable, and 14,000 non-trainable
parameters. The total size of the model is 5.7MB.
AdeNet AdeNet is a deep learning architecture implemented with three layers of CNNs, each with batch normalization, maxpooling, and ReLU with no
dropout. One fully connected layer comes before the softmax layer. Figure 1
shows the architecture. It contains the initial fully convolutional layer with 32
filters. We always used kernel size 3×3 as is standard for modern networks.
The trained model size was 1.3MB with 102,082 trainable parameters and 448
non-trainable parameters.

4
4.1

Methodology and Experimental Design
Dataset

The dataset was provided by Black and Veatch, consisting of 1696 JPEG images
of power lines with the dimensions of 5280×3956 and a resolution of 72x72. We
randomly divided the entire dataset into 80% training and 20% test sets. Each
image is annotated with a bounding-box around the objects of interest: the
insulators. The insulators are broadly categorized as damaged (positive class)
and undamaged (negative class). Table 1 shows the number of samples in each
class after cropping out the insulators.
The dataset presents a number of interesting challenges: within class variations, class imbalance, noisy background, and varying orientations and scales.
Using within class variations as an example, in our experiments, we classified
as damaged any insulator with flash-over or that was broken, missing, or fried.
This leads to skewness of samples within each class as well.
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Fig. 1. AdeNet Deep Learning Architecture
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Table 1. Number of samples of damaged and undamaged insulators in the dataset.
Dataset
Damaged Undamaged #images
Train + Validation 1417
2836
1484
Test
290
835
212

4.2

Data Pre-processing

Figure 2 shows an example of a power line image. The electrical insulators were
then cropped out of images for feature extraction, giving us a total of 4253
images for training and validation as well as 1125 images for testing. Figure 3
shows samples of damaged insulators, and figure 4 shows samples of undamaged
insulators. For SL, we used Udat to extract the 2900 most informative image features from the insulators. Udat uses statistical techniques like Radon transform
features, Chebyshev Statistics, and Multi-scale Histograms for image feature extraction. For DL, because insulators varied in scale, we padded them to the max
dimension in each batch during training and testing.

Fig. 2. An example of a power line image.
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Fig. 3. Damaged insulators (top) and transistors (bottom)

Fig. 4. Undamaged insulators (top) and transistors (bottom)
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Fig. 5. Model comparison of the ROC curve on insulator dataset

Fig. 6. Grad-CAM heatmap visualizations
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Results and Discussion

The different methods were applied to the dataset described in Section 4.1. For
training and testing, we used mostly 5-fold as the different classifiers for crossvalidation. Each split was trained with 10 or 20 epochs. For transfer learning, we
used models pre-trained on the ImageNet dataset. We used a batch size of 16 for
training and testing. Most of our DL experiments were run on Tesla P100-PCIE
on Google Colab. The DL models were built using TensorFlow [1].
The results are shown in tables 7 and 8. For the analysis of the results, the
table gives accuracy, F1 score, precision, recall, and ROC area under the curve
for each classifier. The measurements are the average of all folds.
We found that MobileNetV2 sometimes performed better if trained using
more epochs, starting with saved model weights. The performance often dropped
if the F1 score for the initial 10 epochs reached 91% in the damaged class. The
model often inverted performance from one class to favor another if the results
for the first 10 epochs were skewed. As tables 3 and 4 show, the model had fewer
false negatives when trained for fewer epochs. This is crucial for this situation.
Without transfer learning, MobileNetV2 was highly influenced by the class
imbalance because most data were classified as negatives. Likewise, LeNet-5
[12], EfficientNetB7 [32], VGG19 [31], and ResNet-101 [9] models all classified
most data as negatives. All models other than LeNet-5 were pre-trained on the
ImageNet dataset [6]. Table 7 shows their performance on different validation
percentage splits.
Our experimental findings showed that all MobileNetV2 model performance
on the test set correlated with results from the validation set. For example, if
a model did well on the positive class in validation, it also performed well on
the positive class in the test. We ran all the five models on the test set, and the
results showed that MobileNetV2 performed better on 20-epochs-models on the
test set. We reported the average of the five models in Table 8.
Comparing AdeNet with similar simple DL architectures like LeNet5 revealed
that an overly simple network was not optimal, but a carefully engineered simple
architecture that balanced between simple and complex designs, like ResNet-101
and VGG19, worked. The confusion matrices in tables 2, 3, 4, 5 and 6 reveal that
AdeNet was significantly better at classifying both classes of the dataset. This
was confirmed by high F1 scores in table 8. F1 score is a better performance
metric for evaluating models developed for imbalanced datasets. Consider, for
instance, random forest with high ROC score, but poor F1 score (see table 2).
Due to small number of samples in [3]’s transistor category, AdeNet performed poorly with and without fine-tuning because the entire dataset was classified as negatives, i.e., undamaged transistors. Borrowing intuition from [34], we
experimented with freezing two, ten, and thirteen layers of pre-trained AdeNet
on the insulator dataset to see how well it transferred to the transistor detection task. This reinforced the conclusion that a DL model performs better with
more data. However, SL with Udat achieved an accuracy of 92.8% (10-foldcross-validation split) on validation data with roughly half of the damaged class
miss-classified.
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With Grad-CAM, we used heatmap to visualize the model’s attention on the
insulator while making predictions as shown in Figure 6. Grad-CAM uses the
penultimate (pre-dense) convolutional layer containing spatial information that
is completely lost in dense layers. The model’s reasoning did make some sense
from the human visual system perspective. The area that constituted damage
in the insulators were located where the heatmap was most intense, i.e., heavily
red.
Figure 5 compares the ROC curve for the models using the Black and Veatch
insulator dataset. The curve shows that MobileNetV2 was slightly better than
AdeNet. This plot was based on one model. Table 8 shows that, on average,
AdeNet outperformed MobileNetV2.
A major hyper-parameter tuning task was to determine how long to train
a deep neural network. We experimented with using early stopping and fixed
epochs, finding that performance was much the same. However, with callbacks,
training time was significantly reduced.
Of the tested classifiers, the best shallow learning classifier was Random
Forest. However, its confusion matrix (see Table 2) revealed that the classifier
did not do well in classifying the damaged class, making it the worst classifier
for this task.
Table 2. Confusion matrix for Random Forest on test set
Actually Damaged
Actually Undamaged

Predicted Damaged Predicted Undamaged
11
279
2
833

Table 3. Confusion matrix for MobileNetV2 after 20 epochs for test set

Actually Damaged
Actually Undamaged

Predicted Damaged Predicted Undamaged
991
459
1063
3112

Table 4. Confusion matrix for MobileNetV2 after 10 epochs for test set

Actually Damaged
Actually Undamaged

5.1

Predicted Damaged Predicted Undamaged
724
726
312
3863

Ablation Studies

We inspected parts of the architecture and parameters for analysis.

Title Suppressed Due to Excessive Length
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Table 5. Confusion matrix for AdeNet after 10 epochs for test set

Actually Damaged
Actually Undamaged

Predicted Damaged Predicted Undamaged
947
503
257
3918

Table 6. Confusion matrix for AdeNet after 20 epochs for test set

Actually Damaged
Actually Undamaged

Predicted Damaged Predicted Undamaged
1026
424
213
3962

Batch Normalization We observed no significant differences in model performance with or without batch normalization [10] possibly because AdeNet is
not exceptionally deep. We could thus further reduce the parameter by ∼1%.

6

CONCLUSION

In this research, we addressed the task of detecting damaged electrical insulators
in power line images, an important safety task. Detecting damaged electrical
insulators has been a labor-intensive task requiring substantial experience and
careful examination of the images.
The new architecture, AdeNet, based on a deep convolutional neural network
has the advantage of requiring little energy, allowing it to be used on low-energy
devices like UAVs, which are often used to acquire the data for identifying damaged insulators. The low energy allows AdeNet to make decision on the UAV,
which can then be used to acquire more data of suspect insulators during a mission, without going back to a site and re-using the UAV. Like intuition in [8, ?],
we found an architecture that is not as simple as LeNet5 and not as complex as
ResNet (just the right mix of simplicity and complexity) that also performs well
in detecting anomalies in damaged insulators in power lines.
In comparing the proposed method and other solutions, including shallow
learning, we found that deep learning outperforms shallow learning architectures. Within DL architecture, fine-tuning the pre-trained CNN models did not
improve the performance in all cases. We demonstrated this through experiments with our AdeNet architecture. Experimental results also showed that our
architecture, without pre-training, outperformed all other deep neural networks.
This makes AdeNet suitable for mobile/embedded devices that have storage and
computation constraints.
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Table 7. Classification accuracy, F1, precision, recall, and ROC area under the curve
when using different methods on varying validation set.
Dataset
Classifiers
val
Random Forest
val
MultiLayer Perceptron
val
Gradient Boosting
val
LeNet-5
val
AdeNet + 10 epochs
val
EfficientNetB7
val
VGG19
val
ResNet-101

Acc
0.86
0.82
0.87
0.68
0.86
0.63
0.67
0.59

F1 Precision Recall ROC Area #folds
0.85 0.86
0.86
0.92
10
0.82 0.82
0.82
0.86
10
0.46 0.70
0.53
0.53
5
0.83 0.87
0.81
0.81
5
0.36 0.36
0.49
0.49
5
0.40 0.44
0.50
0.50
5
0.40 0.35
0.51
0.51
5

Table 8. Classification accuracy, F1, precision, recall, and ROC area under the curve
when using different methods on test data (average of 5 folds cross validation).
Learning
Shallow
Shallow
Shallow
Shallow
Shallow
Deep
Deep
Deep
Deep

Classifiers
Random Forest
Random Tree
Naive Bayes
MultiLayer Perceptron
Support Vector Machine
MobileNetV2 + 10 epochs
MobileNetV2 + 20 epochs
AdeNet + 10 epochs
AdeNet + 20 epochs

Acc
0.79
0.69
0.56
0.77
0.72
0.82
0.70
0.86
0.89

F1 Precision Recall ROC Area
0.64
0.79
0.62
0.82
0.60
0.60
0.60
0.60
0.56
0.64
0.67
0.76
0.69
0.69
0.68
0.79
0.65
0.65
0.66
0.66
0.72
0.77
0.71
0.73
0.63
0.76
0.70
0.71
0.81
0.85
0.80
0.80
0.84 0.87
0.83
0.83
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Abstract. In situations where there is interest in finding a collection of past
records that are similar (but not identical) to a record at hand, we describe a
general approach that can be both effective and practical. We use a search engine based on locality-sensitive hashing to compare new records with similar
records having been submitted in the past. To detect multiple similarity patterns
while at the same time keeping the number of model parameters low, a learned
aggregation model is used to distinguish similar records from unrelated records.
The search results are scored by a neural network and aggregated with the 3−Π
uninorm function to produce a propensity score for each new record.
Keywords: Locality-Sensitive Hashing, Learned Aggregation, Record Linkage.

1

Introduction

Many business workflows rely on the assumption that for a given transaction, a transaction that is similar to it has not happened in the past. Examples would be the opening of redundant email accounts, sales accounts, or e-commerce accounts.
Comparisons of the new record against several months’ worth of previous records
can be made in real time. This is implemented with a normal hash table that can look
up exact matches to previously-submitted fields in O(1) “constant time”.
In other cases, if uniquely identifying data have been changed by even a small
amount, the records cannot be matched with a normal hash table. Changing a single
digit in a phone number, for example, is enough for an exact match search to return
no results.
In section 2, we begin with a motivating example behind the applicability of the
technique, and describe, in general, a use case that could benefit from this technique.
In section 3, we describe the Locality-Sensitive Hashing technique itself, and discuss some time-space complexity properties.
In section 4, we describe machine learning options and the choice of selecting
Learned Aggregation
In section 5, we describe the overall algorithm end-to-end
In section 6, we describe the deployment architecture used to implement the Locality-Sensitive Hashing, including model training and real-time scoring
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In section 7, we present our results, comparing true-positive to false-positive
rates, and optimized model scoring threshold among others
In section 8, we present some concluding remarks

2

Motivating Examples: Data Mining for Variability
Patterns

Certain SQL queries can be written to mine for statistics about various patterns. These
queries can give insight into how often certain patterns are found, and manual inspection of the groupings can reveal the character of the data.
In one example, we look for records where the same properties First Name, Last
Name, and Email are associated with multiple distinct property Phone Number. In a
certain date range, there were 134k groupings of First Name/Last Name/Email associated with 2 different Phone Numbers, 16k with 3 different Phone Numbers, and so on.
In one case, there were 98 different Phone Numbers associated to a single First
Name/Last Name pair.
Manual inspection of these groupings reveals that various combinations can occur
that make small and large changes to the same underlying record. This can be described as “property permutation”.
Other patterns may exist in the data, and in the remainder of this paper we outline
information retrieval and machine learning methods that can automatically learn those
patterns, and then recognize them in real time as new records arrive.

3

Min-Hash Locality-Sensitive Hashing

Min-Hash Locality-Sensitive Hashing (Min-Hash LSH) is a technique for searching
through a database for records that are similar to a query. The term “LSH” by itself is
a hashing technique that tends to map similar documents to the same bitmap. This is
in contrast to normal hashing functions, which will produce very different hash values
for documents that are very similar as long as they are not exactly identical (Fig. 1).
This property of LSH is useful for finding similar documents, because if we want to
search through a large database for documents that are similar to a query, the bitmaps
can be indexed, so we only need to search through the very small number of documents that share the same bitmap with the query.
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Fig. 1 - Architecture for Generating a Training Set

A locality-sensitive hashing function is a function that divides a high dimensional
space into separate regions. Points that are close to each other will tend to fall into the
same region, but it is not guaranteed because points that are very close to each other
may nevertheless be unluckily separated by a boundary between two or more regions.
The boundary problem can be overcome by using several different randomized LSH
functions. Each function will divide space in a different way. Thus, statistically, two
records that are close to each other will tend to fall into the same region for a high
percentage of the hash functions.
The bitmap of an LSH value, for example “1001000001000001...”, may be long
and is potentially sparse. The term “min-hash” refers to performing a specific permutation of the bits and making note of the first (“minimal”) index that has a “1” value.
This index serves as a compact signature of the hash value in Min-Hash LSH. Many
different random permutations functions (we use P = 128 permutations) are needed to
give a more accurate signature of a document. It can be shown that the Jaccard similarity between a query and another document is equal to the average Jaccard similarity
between their signature vectors. The error in the average Jaccard similarity scales as
1/√𝑃. With P = 128, the uncertainty in the Jaccard similarity is 8.5%.
In our application, the “documents” are short strings of single properties (for example first name, last name, email). LSH works by estimating the Jaccard similarity
between documents. Documents are treated as sets of elements, and the Jaccard similarity between two sets is the intersection divided by the union J(A, B) = (A ∩ B/A ∪
B). Therefore, we need a way to break down each string into a set of elements. In
general, this procedure is called shingling. The simplest way to shingle a string is to
treat each individual character as a single element, but this discards too much information about what is contained in the string. A method more suitable for these short
strings to run a sliding window over the string and treat n-grams (e.g. ordered groupings of 3 characters) as the elements of the sets.

4

Machine Learning options

The simplest possible machine learning option would be to send the features of all the
neighbors to a logistic regression model or neural network model. Results from the
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early sorting function suggested that choosing the top 30 neighbors was optimal. At
14 features per neighbor, that is 420 features for logistic regression. The ideal model
should be able to completely ignore irrelevant neighbors (i.e. neighbors that have
nothing to do with the identity in the query), while collecting useful statistics about
the neighbors and patterns within the neighbors that are relevant. Logistic regression
is too shallow to achieve this, and complexifying the model with a neural network
would only drive the number of parameters even higher. However, it may be possible
to use these types of models given a large enough training set.
Long short-term memory (LSTM) neural networks are another option. These have
been used for aggregation of non-sequential data in the GraphSAGE algorithm [1].
Empirically, LSTMs produced a low performance model in our prediction task.
Another option is to do some feature reduction by aggregating the neighbors with
standard statistical aggregation functions like Max and Mean, and then send the reduced feature set to a deep learner such as boosted decision trees or neural nets. This
strategy performed better than LSTM but was still not good enough to make a model
with a sufficiently high true positive to false positive ratio.
The optimal model that was studied was Learned Aggregation. This model applies
the same neural network to each neighbor individually, and then aggregates them with
a special aggregation function. The full stack consisting of the neural network and
aggregation function is learned at the same time, such that the neural network learns
the optimal way to feed values to the Uninorm aggregator [2]. A logistic regression
model was found to perform similarly to the Learned Aggregation model and is being
used in production.

5

Algorithm

1. Use LSH to find all records (“neighboring records”) that have similar fields to the
new record (“query record”).
2. For each neighbor, a feature vector is computed. The feature vector encodes string
similarities between the query and neighbor’s property fields, boolean flags that
indicate whether or not certain strings have an exact match, and a time similarity
value that increases as the query and neighbor timestamp get closer together. There
is also a weighted sum that attempts to score the overall similarity (“sum score”)
between the query and the neighbor based on the similarity values. Higher weights
are given to uniquely identifying properties (Phone Number, Email) relative to the
weights given to non-unique features (e.g. First Name, Last Name).
3. The neighbors are sorted by sum score and the top N (N=10) neighbors are chosen.
4. Each neighbor vector is summarized to a single number by a neural network with 2
fully connected layers with leaky rectified linear unit activations, and a fully connected sigmoid output layer (8-6-1).
5. The scalar neighbor scores are aggregated by the 3−Π function [2]. Other uninorms
are possible but have not been tested yet. The 3-Pi function is an example of a uninorm with neutral element 0.5.
6. The final response is a sigmoid of the 3-Π function, with two parameters.
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The 3-Π uninorm is:
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The model training architecture is shown in Fig.2. In model training, the entire truth
set containing record information is stored as an in-memory dictionary with record ID
as key for fast exact match searches. For nearest neighbor searches, we initially stored
the record ID as key for each LSH neighbor in Redis and then looked up record info
from the in-memory dictionary by the ID during feature generation. However, we
found that those record information lookups took a long time because of the large
number of dictionary lookups for nearest neighbors.

Fig.2. - Architecture for Generating a Training Set

To achieve faster performance, we redesigned nearest neighbor searches by concatenating all the fields in a record needed for feature generation and storing the concate-
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nated string as key in Redis. Because internally, datasketch [2] separates each nearest
neighbor lookup into two lookups (first to an intermediate key and then to the actual
data), the data is not duplicated by the 128 different hash functions. It enables storing
a large amount of information in the key without substantially increasing memory
usage. With this new design, we completely eliminated record lookups and reduced
the time to generate a training set by over 30%.
We use multiprocessing to calculate LSH indexes and insert them to Redis. Multithreading is used to perform parallel exact match and nearest neighbor searches. With
parallel processing, the training set generation time was reduced from several days to
around 6 hours and could be further reduced if we use more Redis nodes1.
6.2

Real-time Scoring in Production

The production architecture is shown in Fig.3. The architecture consists of four Web
Service components which interact with each other via RESTful API calls: Record
Source, LSH Orchestration, Domain Orchestration and LSH Prediction. Record
Source is the client Web Service that sends record requests to LSH Orchestration.
LSH Orchestration first looks up exact matches from Main Redis via Domain Orchestration, then it searches for LSH neighbors from LSH Redis. Similar to model training, LSH Redis stores the information of LSH neighbors as keys and returns a string
of concatenated fields in LSH lookups. The results of exact matches and LSH lookups
are combined to produce the model features. LSH Orchestration sends the features to
LSH Prediction service for scoring and then returns the score to Record Source.

1

The multithreading library in Python uses the same process and memory space for multiple threads. It

is lightweight and ideal for I/O bound operations. The multiprocessing library uses multiple processes with
a separate memory space for each process. It is more suitable for CPU bound operations.
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Fig.3. - LSH Production Architecture

Record information stored in Main CMLP Redis is used by multiple models, not just
the LSH model. In order to search for exact matches at a fast speed, we added secondary indexes to the required attributes. With secondary indexes, we are able to retrieve all records that match a particular attribute in O(log n) time.
For nearest neighbor searches. we modified the datasketch library to make it work
with the existing domain orchestration architecture. The orchestration uses Flask and
creates a master Redis client and a read-only Redis client at system startup. The master client supports both reads and writes, which can only be performed on the master
node in Redis; whereas, the read-only Redis client supports only read operations, but
it can read from a local slave node, offering much faster read performance. In order to
achieve fastest nearest neighbor searches, we pass both Redis clients to datasketch,
using the read-only client for read operations and the master client for write operations.
With the above-mentioned and some other techniques, the runtime performance of
the LSH model improved substantially. Table 1 compares runtime metrics before and
after performance enhancements. The metrics in the production environment are similar to those in the performance environment, with percent scored consistently above
95.
Table 1. - Runtime metrics before and after enhancements
Model

Requests/sec

Failure
(%)

Before
After

2.8
7

4
1

7

Rate

Average
Response
Time (sec)
2.7
1.7

90th Percentile
Response
Time (sec)
5.9
2.7

Missing SLA
(%)
30-40
2-3

Model Results

The low occurrence rate of true matches makes this a challenging problem because
the false positive rate needs to be very low. Expected results from the model are
promising due to the rate of True Positives (TP) and False Positives (FP) (Fig. 4).
Gains should be proportional to TP - FP. This value reaches a maximum at the 98.1%
score threshold. This means that TP- FP is expected to be maximized if we mitigate
those records that have the highest 1.9% of modeled positive scores.
This result is based on a 2-month history of records stored in memory. The training
and testing queries are from 2 days’ worth of records from April 2019.
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Fig. 4 - Model ROC curve

Error! Reference source not found. shows Precision vs. Recall. Precision is the
fraction of model-positive results that were truly positive, TP/(TP+FP). False negatives (FN) are cases which are predicted to be non-positive, when in fact they were
truly positive. Recall is defined as the fraction of truly positive cases that were recognized as positive by the model, TP/(TP+FN).
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Fig. 5 - Model Precision vs. Recall

Fig. 6 depicts True Positive minus False Positive counts vs. model score percentile
threshold, scaled to one month of records.
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Fig. 6 - True Positive minus False Positive Counts

Fig. 7 depicts True Positive minus False Positive counts vs. model score, scaled to
one month of records.

Fig. 7 - True Positive minus False Positive Counts

Fig. 8 depicts the lift over a random guess model. The model has the most lift in the
top 1.9% scores.

41

Fig. 8 - Model Lift over a Random Guess Model

Fig. 9 shows the normalized distribution of the neighbors’ neural network scores prior
to aggregation. The blue distribution highlights neighbors whose query is not positive,
while the red distribution is for positive queries. The neural network has learned to
score neighbors of non-positive queries above 0.5, which promotes a stable accumulated state. “Suspicious” neighbors are in the non-compensating regime and are “remembered.”

Fig. 9 - Normalized Distribution of Neural Net Neighbor Score

8

Conclusion

We have deployed the LSH system described above in production for several
months. In addition to using it for identifying similar documents, those predictions
have served as a feature in other models, where several models have observed a significant lift due to the discriminating power of the LSH feature. We are encouraged
by this, and our future plans are to expand on this system by adding more features for
near-neighbor lookups.
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Appendix: Learned Aggregation
This section is a condensed version of key concepts in [3].
We need to aggregate the neighbors retrieved from each query. One way to do this
is to employ a binary aggregation function A : Y2 → Y that operates on two scores
and outputs a single score that is on the same scale (e.g. 0.0 to 1.0). If A is associative
and commutative, then we will get the same result no matter how the neighbors are
ordered. We can define an ordering on the aggregation functions themselves: Given
aggregation functions A and B, then A <= B if A(y1, y2) <= B(y1, y2) ∀ y1, y2 in [0, 1].
An aggregation A is called “conjunctive” if A <= min. This is a generalization of
logical conjunction, i.e. “p AND q”.
An aggregation A is “disjunctive” if A >= max. This generalizes logical disjunction, i.e. “p OR q”.
All aggregations that are between the min and max functions are called “generalized averaging operators.” Triangle norms (t-norms) generalize logical conjunction. A
t-norm is a monotone increasing, associative and commutative mapping with neutral
element 1 and absorbing element 0. This means T(a,1) = a and T(a,0) = 0. Examples:
• min (this is the largest t-norm)
• T(a,b)=ab
• Lukasiewicz t-norm: T (a, b) = min(a + b, 1)
A t-conorm S is a monotone increasing, associative and commutative mapping [0,1]2
→ [0,1] with neutral element 0 and absorbing element 1. Thus S(a,0) = a and S(a,1) =
1. Examples:
• max (this is the smallest t-conorm)
• S(a,b) = a + b - ab
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• Lukasiewicz t-conorm S(a,b) = max(a + b - 1,0)
If T is a t-norm, then S defined by S(a, b) = 1 − T (1 − a, 1 − b) is a t-conorm. The tnorms and t-conorms differ only by their neutral element and absorbing element. The
absorbing element 0 of t-norms implies “The t-norms aggregate very strictly and are
fully non-compensatory: it is not possible to compensate for low evaluations by adding high ones.” While t-conorms behaves in exactly the opposite way: “aggregation
via t-conorms is fully compensatory.”
Uninorms have an arbitrary value e as the neutral element. Definition of uninorm:
A uninorm U is a monotone increasing, associative and commutative [0, 1]2 → [0, 1]
mapping with neutral element e in (0,1), i.e. such that U(a,e) = U(e,a) = a for all a in
[0,1].
Properties of uninorms: For values exceeding e, they behave like t-conorms. For
arguments below e, they behave like t-norms. In the other cases (just one argument
below e, or just one argument above e), it behaves like a generalized averaging function.
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Abstract. While data sharing accelerates scientific progress, sharing clinical
datasets that ensures participants/subjects privacy is challenging. Currently this
is achieved via deidentification by removing or substituting the identifying
attributes. Considering the time and effort required for the deidentification
process, the risk of re-identification, and amidst increasing data sharing requests
and scrutiny, we will explore synthetic patient data generation as a potential
privacy solution for clinical trial data. In this paper, we will describe our
algorithm and show the results obtained using Wasserstein Generative
Adversarial Network (WGAN) to generate synthetic patients from 2
randomized clinical trials (RCT). We will show the methodology can support
variability in data types and distribution under relatively low sample size. We
studied the utility of the generated synthetic data using descriptive statistics and
hypothesis testing by reproducing the trial’s original primary analyses results
and comparing them to the original ones for both trials. These preliminary
results show that GANs may become an important tool in preserving patient
privacy and accelerating clinical research and ultimately help put lifesaving
drugs on the market faster.
Keywords: Generative Adversarial Network; Synthetic Data; Virtual Patients;
Clinical Data Sharing; Data Privacy

1

Introduction

Sharing of clinical datasets that contain personally identifiable information remains
challenging. The most common methods to ensure participant’s privacy is
deidentification. De-identification is achieved by removing or substituting the
identifying attributes which is a time-consuming process that needs expertise and
considerable effort. Loss of data utility also occurs as data may be grouped or
truncated in the process. With data privacy landscape changes (e.g. General Data
Protection Regulation - GDPR [1], Health Insurance Portability and Accountability
Act [2] and California Consumer Privacy Act [3], the risk of residual reidentification,
and the data utility loss, de-identification is generally viewed as risky and ineffective.
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With increased needs for sharing clinical datasets, the demand for scalable methods
to enable privacy and value preserved data access is increasing. Recent developments
in Deep learning and machine learning provides exciting new avenues to address data
privacy challenges and synthetic patient data creation is considered one such method.
In 2019, Jones et al. demonstrated that private virtual patients generated from
Generative Adversarial Networks (GAN)s could provide the same results as the
original data for simple statistical analysis and machine learning methods [4]. In this
paper we will look at the more challenging problem of reproducing the primary endpoint statistical analysis results of 2 clinical trials using GAN generated synthetic
patients to assess the viability of the method.
GAN models were first introduced by Goodfellow et al. in 2016 [5]. GAN consists
of two neural networks (Generator and Discriminator) competing each other until
reaching Nash equilibrium. Since its introduction, multiple improvements have been
proposed to GANs, that are otherwise challenging to train. Mirza et al. proposed
Conditionals GAN (CGAN) to address the problem of blurred border by taking the
label information of the original data into consideration while training [6]. The metric
of original GAN and CGAN used to evaluate the model was not indicative of
convergence and to address this problem, in 2017, Arjovsky et al. proposed
Wasserstein Generative Adversarial Network (WGAN), which used the Wasserstein
Distance instead of JS-convergence criteria [7]. With Wasserstein Distance, the
‘distance’ between two distributions: original and generated could be estimated.
Arjovsky et al. introduced WGAN with gradients penalty (WGAN-GP) to improve
convergence, by solving challenges brought by weight clipping that most gradients
would aggregate at the value of the threshold and meanwhile satisfy the Lipchitz
constraint [8]. In 2018, Mescheder proved that WGAN and its variants could achieve
Nash-equilibrium with instance noise while training. [9].
RCT data are wide tabular dataset that are relatively smaller in size, in comparison
to image/video data with which GAN methods have shown successful synthetic data
creation. Recent research on applying GANs to tabular data showed that, unlike
image data or video data, tabular data is harder for GANs to train due to increase data
type complexity and imbalanced non-Gaussian distributions. In 2018, Camino and his
fellows came up with a model that could handle multi-categorical inputs and outputs
by adding a Gumbel-Softmax layer according to the dimension of each categorical
variables after splitting the output, which became the most popular approach to deal
with multi-categorical data in GANs [10]. In the same year, Xu et al. published a
paper that improved the GAN performance on tabular data by combining Gaussian
Mixture Model (GMM) with the original structure, mapping the original data to some
higher dimensional space [11]. Two years later, they further proposed Conditional
Tabular GAN (CTGAN) by changing their base model to WGAN [12]. In 2019,
Beaulieu-Jones and his fellows applied Auxiliary Classifier GAN (ACGAN) to partial
RCT data and proved that ACGAN with differential privacy could generate RCT data
(continuous type only) and get similar median as the original data [4]. Then Xie and
his fellows proved that models based on WGAN could also generate continuous RCT
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data well [13]. In 2020, Camino and his fellows proposed a method based on under
sampling ratio and oversampling ratio (USR and OSR) that could oversample
minority class of the imbalanced data [14]. In the same year, Karras et al. put forward
an efficient method to train the deep generative models with limited data [15].
In addition to GANs, other machine learning models have also been used to
generate synthetic clinical data. In May 2020, Goncalves et al. compared probabilistic
models, classification-based imputation models, and generative adversarial neural
networks in clinical data creation but failed to achieve this with GANs [16]. In
November, Tucker et al. showed that they could generate clinical data of high quality
with probabilistic graphical modeling and resampling [17]. Then Emam et al. showed
that high-utility clinical data could also be generated by sequential trees [18].
In this paper, we applied WGANs to RCT data with multiple endpoints. We
proposed a model based on WGAN-GP that could handle both categorical and
continuous data on RCT data with different sample sizes. We used both descriptive
statistics and hypothesis testing to understand the utility of virtual patients generated
from these models.
In section 2, we introduced our methodology and results in section 3. In section 4,
we discussed the results and propose future work followed by conclusion in section 5.
1.1

Data

Since data privacy also applies to use, to protect data privacy or the RCT patients, we
used deidentified, analysis ready datasets from two trials with different sample sizes
and different primary endpoint hypothesis testing results (reject/not reject the null
hypothesis). These results were regenerated on the de-identified data for comparison
with the synthetic data results.
a)

ORIGIN trial data

From ORIGIN trial data [19], we included 12537 patients whose treatment group
were recorded and 14 variables. Seven variables were continuous or ordinal while the
remaining 7 were categorical. The fourteen variables included two endpoints.




Endpoints: Endpoint 1 (Composite of first occurrence of cardiovascular [CV]
death, nonfatal myocardial infarction (MI) or nonfatal stroke (glargine vs
standard care)) is a subset of endpoint 2 (Composite endpoint first occurrence of
CV death, or nonfatal MI, or nonfatal stroke, or revascularization procedure, or
hospitalization for heart failure (glargine vs standard care)).
Other variables: gender, age, previous CV event (yes or no), diabetes diagnosis,
treatment group and double-blind treatment group and measurements of baseline
BMI, duration of diabetes, HbA1c, FPG, day to the event / censored for endpoint
1, day to the event/censored for endpoint 2 and two endpoints.
b) CARE-MS II trial data
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From CARE-MS II trial data [20], we used 798 patients and 14 variables
(including one endpoint). Four variables were categorical while the remaining 10
were continuous or ordinal. The fourteen variables included one endpoint.



Endpoint: time to first relapse observed
Other variables: gender, age, ethnicity, weight, height, and treatment group and
measurements of baseline BMI, expanded disability status scale score, time since
initial episode, time since last episode, number of episodes in preceding 1 year,
number of episodes in preceding 2 years, time to event/censored for the endpoint.

Nearly all continuous variables in our datasets had non-Gaussian distributions and
we applied quantile transformation to them. Quantile transformation is a data
preprocessing method that transforms the features to follow a uniform or a normal
distribution. For a given feature, this transformation tends to spread out the most
frequent values of this attribute according to the number of quantiles (the number of
landmarks used to discretize the cumulative distribution function) we want to
compute. After the transformation, we then applied min-max normalization to the
data. For categorical data, we applied one hot encoding.
1.2

Model

Our model architecture is based on WGAN-GP [8], which replaced the GAN
original JS-convergence metric with Wasserstein Distance. In our architecture, a
simple dense layer was used to build the neural networks, which made our model
relatively fast to train. Categorical data distributions in our data were imbalanced. The
imbalanced category distribution of endpoints would highly influence the
performance of our WGAN because most of our evaluation methods were based on
data stratified by resulting endpoints (censorship event/non-event). If the WGAN
could not learn properly from the minority category (event), the statistical difference
in stratified data would be significant. In our model, we addressed the imbalanced
data distribution problem by making balanced minibatches while training and set the
stopping criteria (see section 2.3) to get reasonable synthetic patient data from one
train. We also added instance noise [9] on the Discriminator to slow the learning
process of discriminator to balance the strength of discriminator and generator. The
description of our improved WGAN algorithm is shown below in algorithm 1:
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Algorithm 1 WGAN with gradient penalty. We use values of λ = 10, 敬潃潬潃 =
փ敬փ潬 潃tփ敬. ,
8, α = 0.001, β1 = 0, β2 = 0.9, m = 128,
փ敬փ潬 潃tփ敬..

Require: The gradient penalty coefficient λ, the number of critic iterations per
generator iteration 敬潃潬潃 , the batch size m, Adam hyperparameters α, β1, β2.
Require: initial critic parameters
01: while

04:
05:

敬潃潬潃

do

for 潃 = 1, ..., m do

Sample real data
latent variable

敬



.

, a random number

06:
07:
08:

1.3

.

has not converged do

02: for t = 1, ...,
03:

, initial generator parameters

潃

1

∇

∼

[ , 1].

1

Evaluation while training

During the training of WGAN, Discriminator and Generator are competing against
each other, so that, in one given epoch the Generator might have the upper hand while
in the next epoch, the Discriminator would have the upper hand. Thus, the model
would not converge to an optimal point, but converged to Nash equilibrium when the
model training concluded. We trained each WGAN for 20000 epochs totally but
conducted the evaluation of synthetic data after each epoch to ensure that all the
generated tables met the acceptance criteria. If a generated table satisfied all the
criteria, that table was saved during the training process.
For ORIGIN trial data, the acceptance criteria were:
a)

The median error across variables in the baseline table (for example, median
of age) is no larger than 1% and maximum error is less than 20%.
b) We used 16 points of the Kaplan-Meier curves (KM curve) of original table
and generated table, and the acceptance criteria was at least 10 of those 16
points had percentage error no larger than 1%.
For CARE-MS II trial data, since the sample size is smaller than ORIGIN trial, we
tested Wilcoxon Rank Sum Test for continuous variables and Chi-Square Test for
categorical variables after each epoch. Therefore, for CARE-MS II trial data, the
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acceptance criterion was that p-values for Wilcoxon Rank Sum Test/ Chi-Square Test
across all variables were greater than 0.05.
1.4

Pooling and Sampling

With the randomness of the training process, each train would generate slightly
different synthetic table that may match different parts of the survival curve but rarely
the whole curve. Therefore, to make synthetic patients similar to original patients’
population, we pooled and sampled after training four WGANs, and selected three
tables with most similar data distributions to the original data (e.g. with most sampled
points that had percentage error smaller than 1% compared with the sampled points of
the original data). A fourth table used to better match the middle part of the synthetic
KM curve was also selected. This is because middle part of the generated KM curve
was frequently different than the original one. We pooled these four tables and
randomly selected samples of size equal to the original dataset 1000 times to match
the prevalence in the original table and checked the performance of statistical
hypothesis test and KM curve.
1.5

Evaluation

The below analyses were conducted to determine the utility of synthetic data
generated though our algorithm by comparing the results produced from original deidentified data to those from synthetic patient data.
1.
2.
3.

4.

1.6

Compare distributions with significance p value set at 0.05 (Wilcoxon Rank
Sum Test for continuous variables and Chi-Square Test for categorical
variables).
Compare percentage error between variables to check if the error stays lower
than a pre-defined acceptance criterion of 1%.
Visual inspection of KM curves in time to event analysis by treatment groups
(Insulin Glargine and Standard Care) for selected endpoints to evaluate
whether the 95% confidence intervals of the real data curves and 95%
confidence intervals of the synthetic data curves are overlapping.
Perform hypothesis test of the difference between the treatment groups in
synthetic data to check if the same conclusion is achieved as the original
analysis.
Computational environment

We trained the WGANs in an environment with up to 8 NVIDIA Tesla V100
GPUs, each pairing 5,120 CUDA Cores and 640 Tensor Cores.
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2

Results

2.1

ORIGIN trial data

We compared the baseline table data distributions (Figure 1) between original patients
(Red) and synthetic patients (Blue). The data distributions for variables were similar
(p value for Wilcoxon Rank Sum Test or Chi-Square Test are > 0.05). When the
baseline characteristics table for the trial was reproduced with synthetic data, for all
variables except for the variable duration of diabetes, the percentage error was less
than 1%.

Fig. 1. Data distribution across variables of synthetic and original data from ORIGIN trial data

Table 1 summarized results from hypothesis testing for treatment effect (glargine
vs. standard care) using Cox proportional hazard model, stratified by double-blind
treatment (n-3 PUFA or placebo), by baseline diabetes diagnosis (IFG/IGT, newly
diagnosed diabetes or established diabetes), and by previous cardiovascular event (yes
or no). We produced the log-rank test stratified by double-blind treatment (n-3 PUFA
or placebo), by baseline diabetes diagnosis (IFG/IGT, newly diagnosed diabetes or
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established diabetes), and by previous cardiovascular event (yes or no). The hazard
ratios and p values for synthetic data prompted the same conclusion as original data to
not reject the null hypothesis. The KM curves for this analysis can be found in Figure
2.a and Figure 2.b. For endpoint “composite of first occurrence of cardiovascular
death, nonfatal myocardial infarction (MI) or nonfatal stroke (glargine vs standard
care)” the KM curves were overlapping. For the endpoint “composite endpoint first
occurrence of CV death, or nonfatal MI, or nonfatal stroke, or revascularization
procedure, or hospitalization for heart failure (glargine vs standard care)”, the KM
curves were overlapping.
Table 1. Results from hypothesis testing on original and synthetic data for ORIGIN trial data

Hazard ratio (CI)
p value

Endpoint

Composite of first occurrence of
cardiovascular death, nonfatal
myocardial infarction (MI) or
nonfatal stroke (glargine vs
standard care)
Composite endpoint first
occurrence of CV death, or
nonfatal MI, or nonfatal stroke, or
revascularization procedure, or
hospitalization for heart failure
(glargine vs standard care)

Original data

Synthetic data

1.00 (0.97, 1.04)

1.00 (0.96, 1.04)

0.85

0.86

1.00 (0.96, 1.04)

1.02 (0.98, 1.07)

0.95

0.28

Fig. 2.a. KM curve for original patients and synthetic patients of endpoint composite of first
occurrence of cardiovascular death, nonfatal myocardial infarction (MI) or nonfatal stroke
(glargine vs standard care) stratified by treatment group from ORIGIN trial data.
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Fig. 2.b. KM curve for original patients and synthetic patients of endpoint composite endpoint
first occurrence of CV death, or nonfatal MI, or nonfatal stroke, or revascularization procedure,
or hospitalization for heart failure (glargine vs standard care) stratified by treatment group from
ORIGIN trial data.

2.2

CARE-MS II trial data

The distributions for all variables can be found on Figure 3. The data distributions of
the categorical and continuous variables are similar (p value for Wilcoxon Rank Sum
Test or Chi-Square Test greater than 0.05).

Fig. 3. Histogram data distribution across variables of CARE-MS II trial data

54

Table 2 summarized the results for hypothesis testing using Cox proportional
hazard model by the treatment group. The hazard ratios and p values for synthetic
data prompted the same conclusion as original data to reject the null hypothesis. The
KM curve for this analysis can be found on Figure 3 and the confidential intervals
were overlapping.
Table 2. Results from hypothesis testing on original and original data for CARE-MS II trial
data

Hazard ratio (CI)
p value

Endpoint

Time to first relapse
observed

Original data

Synthetic data

0.67 (0.56, 0.79)

0.64 (0.54, 0.76)

<0.0001

<0.0001

Fig. 4. KM curve for original patients and synthetic patients stratified by treatment group from
CARE-MS II trial data

2.3

Computational Cost

To complete one WGAN simulation with 20000 epochs, it took 7.5 hours when using
ORIGIN trial data and 1 hour when using CARE-MS II trial data.

3

Discussion

In this study we explored the feasibility to generate synthetic patient data using
WGANs for RCT data sharing. WGAN could learn the data distribution across
variables with different data types and sample sizes and generate accurate synthetic
patient data based on our testing methodology.
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The Wasserstein distance accurately indicated the stage of training. Ouyang et al.
proposed a training strategy that could automatically decide to train discriminator or
generator for next steps according to loss change ratio to improve the accuracy and
avoid overfitting [21]. Our work with RCT data could be further improved using that
method to improve our stopping rule.
We ran two WGANs parallelly to balance the training speed and training volume.
The computational time for WGANs could be further reduced by using a cluster of
GPUs.
In this work we used analysis ready de-identified data from two RCT with different
sample sizes (~ 12k and 798), and only a limited number of endpoints were used (two
endpoints from ORIGIN trial data and one endpoint from CARE-MS II trial data).
This work needs to be further expanded by adding the full dataset with multiple
endpoints.
In our study we used reproduction of primary statistical analysis to assess the
utility of the synthetic data. With inclusion of multiple endpoints, further complex
multivariate analysis can be conducted to determine the full utility of synthetic data
beyond the primary analysis we reproduced in this study.
In our work we did not use methods to guarantee privacy. Abadi and his team has
provided a way to introduce differential privacy (DP) to deep learning models and
evaluate the privacy budget using epsilon (a metric of privacy loss) [22]. In their
methods, Beaulieu-Jones and his fellows applied DP to ACGAN and demonstrated
that the private model produced synthetic data has similar utility as the original data
and the model without DP [4]. With private models, another assessment that should
be performed is the evaluation of the risk of disclosure (not performed in this work).
Emam et al. proposed a measurement that computed the disclosure risk after matching
the samples using quasi-identifiers [23].

4

Conclusion

We demonstrated that WGANs can be used to generate synthetic patient data with
similar distribution to the original data with RCT data with different samples sizes
Multitude of methods were used to test the similarity of synthetic patient data to
original patient data. The primary statistical analysis could be reproduced with high
accuracy using the generated synthetic data.
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Abstract. Learning from data with missing values has become a commonly faced challenge in real-world applications. This paper emphasizes
on a specific scenario that a subset of training feature dimensions becomes unavailable during the prediction stage. In this certain case, most
of the existing approaches suffer from the vacancy of designated feature
dimensions, thus not capable of providing quality results. This paper
proposes a novel neural-based learning framework to leverage the knowledge obtained during training to alleviate the influence from missing of
certain features during prediction. Our solution incorporates two knowledge transferring strategies allowing models to learn from decaying features as well as from a teacher network trained with full information.
Experiment results show promising outcomes comparing with the stateof-the-art imputation-based solutions.
Keywords: Machine learning · Data mining · Missing data · Knowledge
distillation.

1

Introduction

Machine Learning (ML), mainly supervised learning, models have been extensively studied and implemented for real-world applications. A typical working
flow of supervised learning systems looks like: first, train model parameters on
available data (that is, the training set) given a designated optimization objective, then perform model prediction on demand (or predicting on a testing set).
Specifically, predictions are generated by the learned mapping function from
features to labels.
However, ML models sometimes suffer from the incompleteness of data in
real-world scenarios. There has been many works focusing on handling missing
data features [2, 6, 11, 16, 18, 20, 21]. Different from most of the existing works
that consider arbitrary data missingness or missing at random with certain distributions [14, 17], this paper considers a particular scenario that, to our knowledge, has not yet been addressed previously: a known subset of feature dimensions are unavailable during prediction, but they are available during training.
Fig. 1 demonstrates an illustration of the scenario.
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Fig. 1: An example of unavailable feature dimensions when performing model
prediction. As shown above, in training data (a), all six features are available.
However, in test data (b), feature dimensions f2 and f5 are missing (not available) for all the data samples.

We have realized that such a situation can happen in the real world for at
least two reasons. First, some ML applications demand very fast or even real-time
response, such as web searching, high-speed trading, real-time bidding (RTB),
and decision-making for robots. Since they demand fast response, features that
require a longer time to produce will not be available in the prediction phase,
despite being available in the training dataset. Taking real-time bidding as an
example, the model usually needs to decide within 0.1 seconds (or even less)
how much it shall bid for the user. However, some content-based features (e.g.,
the deep embeddings of the websites this user just visited) or statistical features
(e.g., the average visiting counts of the web pages this user visited in the past
week) can take a more extended amount of time to generate, and thus only being
available for training but not for prediction.
Another real-world scenario happens due to privacy or security concerns,
particularly in application domains like finance, medical, or healthcare-related
ones. For instance, a bank might want to use machine learning models to determine whether to offer a loan to a person. Although features relevant to this
person’s medical record or tax payment history can be very beneficial for the
model to make decisions, candidates might not be willing to provide them on
the spot due to privacy/security concerns. On the other hand, the information
can be available for people who have already been offered or rejected a loan
(i.e., available in training). It would be a waste to completely ignore them in
building a model. Note that we assume that which feature dimensions are available is already known in advance, which is reasonable since we usually know
in advance which features take time to generate and which features might be
privacy-sensitive.
To handle this situation, the most straightforward solution is simply ignoring those feature dimensions during the model training process (e.g., training
with only f1 , f3 , f4 , f6 in Fig. 1), thus the unavailability of particular features
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Fig. 2: An illustration of multi-task learning for tackling the problem of unavailable test features. Assume the input feature f1 and f2 (marked in grey) are
unavailable at prediction phase. All the features except f1 and f2 are fed into
input layer during training, and the auxiliary tasks are to predict f1 and f2 ,
respectively, via multi-task learning.

will not affect model predictions. However, doing so prohibits us from leveraging
the potentially helpful information in building the model. Another commonly
employed solution for this scenario is to perform data imputation on those specific dimensions. In other words, we can still train a model using all features;
and during prediction, we first fulfill the missing values and then used the imputed data to perform prediction. This strategy has two potential drawbacks.
First, such a two-stage framework requires an even longer time to generate the
prediction results, which conflicts with one of the original goals to perform fast
prediction. Second, the error on the imputation stage will be propagated to the
second stage, which can affect the performance of the trained model.
Apart from conventional strategies, we propose a simple yet novel baseline
using a multi-task learning framework as a potential solution to tackle this problem. As shown in Fig. 2, the original task can serve as target task while auxiliary
tasks are to predict the features which are unavailable. The goal is to learn a
representation generally helpful for the target task via multi-task learning. Note
that to train a multi-task framework of n tasks, we normally need n − 1 hyperparameters to specify the relative importance of each task in the joint objective
function. This can become a major concern during training when the number of
tasks (i.e., unavailable features) grows since the search space of hyper-parameter
can become untraceable. Nevertheless, here we consider this solution as one of
the baselines to be compared with later on.
In this paper, we develop a generic neural-network-based framework to make
the best usage of the unavailable features for training. Our learning framework
consists of two parts: (i) a self-knowledge-transfer component and (ii) a teacherstudent transfer framework. For the first part, we develop a decaying scheme on
the targeted weights in neural networks to gradually transfer the information
carried by the unavailable features to the available ones. For the latter part,
we establish a teacher-student network structure to distill the knowledge from

62

C-C. Lin et al.

the full-feature trained teacher network to the target student network using
only available features. The experiments show significantly superior results of
our framework compared to methods described above, including state-of-the-art
approaches handling missing/incomplete features.
The main contributions of this paper can be summarized in three-fold:
– We propose the challenge of handling unavailable features during model prediction, and highlight two usage scenarios in the demand of fast prediction
and privacy-concern prediction.
– Bypassing the requirement of performing missing feature imputation, we
propose a novel knowledge-transferring framework to handle this situation
based on a deep neural network structure.
– We evaluate our method on several benchmark datasets to demonstrate the
effectiveness of the proposed solution.

2

Methodology

This section introduces our solution to tackle the problem that combines two
ideas: (a) self-transferring and (b) teacher-student transferring models.
2.1

Self-Transfer via Weight Decaying

First, we establish a self-transfer strategy, training a single neural network model
utilizing a weight decay mechanism to gradually decay and transfer the information carried by the unavailable features to the model weights for the available
features. It forces the model to learn relatively robust and meaningful intermediate representations gradually throughout the decay process.
Fig. 3-b illustrates the idea of our weight decay mechanism designed to be
applied to the input features that are unavailable during the model prediction
phase. The connection weights between the first layer and the next layer are
gradually reduced by consistently multiplying a scalar r (which is between zero
and one) in each training iteration. Therefore, in the earlier training stage, the
model does utilize the information from unavailable features. However, progressively the responsibility is shifted to the available ones due to the decay of weights
for unavailable features. Eventually, the values of the unavailable feature nodes
become irrelevant since their associated weights have been decayed to zeros.
One realization of the weight-decay strategy is shown in Algorithm 1. The
multiplier r starting from 1 is decreased by a fixed value T1 at each iteration
until it becomes 0. For example, we can set T to 5,000 to let the weight decaying
process take 5,000 steps to finish. We will cover the analysis of decay steps in
Section 3.5.
Since the weight-decay method starts from the model trained with full features, the information from the features, which are unavailable at the prediction
phase, can be leveraged in the process. During the weight decaying process, the
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Algorithm 1 FirstLayerWeightDecay
Require: Given trained network weight W (0) = {Wi }L
i=1 with the full feature dimensions F; the unavailable subset of feature dimensions D ⊂ F ; the number of decay
steps T .
Ensure: New network weight W̄ using only available feature dimensions F \ D.
1: r ← 1.
2: k ← 0.
3: while r > 0 do
4:
r ← r − T1 .
5:
for d ∈ D do
6:
Set a multiplier r to W1 [d, x] of W (k) , ∀x.
7:
end for


8:
W (k+1) ← NetworkFineTuning W (k) .
9:
k ← k + 1.
10: end while
11: return W̄ := W (k) .

model should adapt to the situation in which the features are becoming unavailable due to the shrinking of corresponding weights. In the end, the information
initially extracted from the features are completely transferred to other parts of
the model. Finally, the model no longer relies on the unavailable features during prediction. Note that such a weight-decay mechanism can itself serve as a
stand-alone solution.

2.2

Teacher-Student Framework for model-wise knowledge
transferring

Previously, we consider training a model while adopting the networks to the decayed features become unavailable eventually. Here we consider another strategy
using model-wise transferring that distills information from the model utilizing
full-information to the model that can use only partial information.
Based on this idea, we first train a model that utilizes the complete feature
set. It can be considered as a more accurate model because of the accessibility
to the omniscience information. On the contrary, another model is trained only
on available features, which is supposed to be inferior. However, in reality, it is
the only model to be used during prediction. Our goal then becomes to improve
the quality of the less-capable model through learning from the more potent
omniscience model.
Here, we adopt the framework of student-teacher networks originally proposed for knowledge distillation [7] to achieve the purpose. The model that
utilizes only available features is considered as the student network, while the
model that utilizes all features is regarded as the teacher. In particular, the
teacher distills the knowledge of complete data to the student via the distillation loss, guiding the student to align in the output probability distribution.
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The distillation loss is defined as cross-entropy loss of the teacher’s and student’s
output probability distributions p and q,
X
H(p, q) = −
p(x) log q(x).
x∈X

Fig. 3-(a+c) illustrates the concept of the knowledge transferring framework.
The teacher model is firstly trained on the training data of full feature information (complete training data). We then fixed the teacher model for distilling
the knowledge to the student via the distillation loss. Student is trained on training data of only available features (incomplete training data) with two losses: (1)
distillation loss from teacher’s output probability distribution (soft labels), and
(2) prediction loss from the ground truth label (hard labels). Eventually, only the
student model is used for prediction since it does not require the unavailable features. Note that the teacher and the student share the same model architecture.
There is a trade-off λ between distillation loss and student loss when training
the student. It affects how much the knowledge is transferred from the teacher
to the student. The total loss of training the student is defined as:
LTotal = λLDistill + (1 − λ)LStudent ,
where LDistill is the distillation loss and LStudent is the student loss. That is, if λ
is set to be large, the student will consider the information from the teacher more
than the information from the (incomplete) ground truth data. We observe that
setting the λ to be above 0.5 yields the best performance in general, implying
that the knowledge from the teacher plays an important role when unavailability
occurs. The analysis of the λ will be shown in Section 3.5.
2.3

Integrating the self-transfer and model-based transfer strategies

Finally, we would like to discuss how to integrate the two proposed ideas into one
single framework. In a nutshell, we first conduct the weight-decay mechanism to
train a student model that requires only available features to perform prediction,
then fine-tune this network using the guidance from the teacher network, which
is trained using the entire dataset. Such integration allows the student network
to observe the unavailable features before starting to learn from the teacher,
which allows it to converge to a better local-optimal point. Fig. 3 illustrates our
design of the integration.
Overall, the complete process can be stated in four steps:
1. Train the teacher model on complete training data.
2. Pre-train the student model with the weight-decay mechanism.
3. Transfer the knowledge from the teacher model to the student model with
the teacher-student framework.
4. Predicting using only the fine-tuned student model.
We will later evaluate the effectiveness of these two individual strategies as
well as their combination.
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Fig. 3: An illustration of our integrated learning framework of self-transfer and
model-based transfer strategies to tackle the issue of unavailable test features.

Table 1: Datasets for model evaluation.
Instances
Features

3
3.1

Avila
20, 867
10

Adult
48, 842
14

Hepmass
10, 500, 000
27

Eye
14, 980
15

Letter
20, 000
16

Spam
4, 601
57

Experiments
Experiment Setups

We consider six real-world datasets from UCI Machine Learning Repository [12],
Avila, Adult, Hepmass, Eye, Letter and Spam, to quantitatively evaluate the
performance of our proposed methods in comparisons with baselines and stateof-the-art imputation methods. Table 1 shows the properties of the datasets.
In particular, we evaluate the performance using several missing rates on features, including 20%, 40% and 60%. Note that the original data of Avila, Adult,
Hepmass, Eye, Letter and Spam are fully observed. We randomly drop features
and repeat the experiments. The results come from the average of 20 different
random droppings.
Comprehensively, we have four different hypotheses to verify:
1) Is our framework better than existing imputation-based solutions?
2) Is our framework better than the multi-task learning model as Fig. 2 shown?
3) Can the two proposed ideas, self-transferring and model-based transferring,
be integrated seamlessly to further improve the performance?
4) How to set and how sensitive are the hyper-parameters?
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Fig. 4: Overall results on Avila, Adult, Eye, Letter and Spam with missing ratio
0.2, 0.4 and 0.6.

In all the experiments, we perform 5-fold cross-validation and conduct each
experiment 20 times. We report average categorical accuracy as the performance
metric across 20 experiments.
For classification tasks, we adopt fully-connected networks with 3 dense layers
of dimension 32 and an SGD optimizer with learning rate 0.01. This is used as the
final-stage classification model for two imputation baseline models, multi-task
baseline model and our student network, to assure fair comparison.
Reproducibility
The source codes for the experiments, including a Python implementation of
the proposed model, can be found in our public GitHub repository https://
github.com/lwchang1012/UnavailableFeatures_MLDM2021/ .
3.2

Comparison with Imputation-based Methods

We consider state-of-the-art imputation methods GAIN [21] and MisGAN [11] as
the major competitors and mean (mode) imputation for numerical (categorical)
data as the baselines. Note that we do not compare with the other imputation
methods such as [2, 18, 16, 20, 6] since in the literature they are not as strong
as GAIN and MisGAN. For the mean (mode) imputation, we replace missing
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values in the testing data with the mean value of corresponding features in
training data. To compare these imputation methods against ours, we evaluate
their performance of post-imputation prediction.
Note that MisGAN and GAIN rely on randomly masking training data since
they assume random missing during training. In our scenario, we then allow the
mask to focus only on the absence of unavailable features to boost their performance. For hyperparameter tuning of them, we try four different obs prob settings {0.01, 0.2, 0.5, 0.8} and corresponding p miss settings {0.99, 0.8, 0.5, 0.2}.
As shown in Fig. 4, the proposed method outperforms the baselines for all
cases. Full represents when all the features are available during prediction, which
can serve as the upper-bound of this task. Drop is when we only utilize the
observed variables during training and prediction time, which can serve as the
lower-bound of our proposed methods.
The mean (mode) imputation seems to perform worst among all the methods,
which is reasonable. Both GAIN and MisGAN do not perform well either. The
possible reason is that there is still a gap between the imputed missing values
and the real values under the specific missing scenario, and the error propagated
from imputation can hurt the training performance. They can even perform
worse than Drop for some cases. For the case of missing ratio 0.4 on Spam, all
the methods, including ours, perform worse than simply dropping the features.
One possible reason is that the room for improvement (about 2%) upon the case
is not enough for the more complex methods to show their effect.
Note that the models’ performance decreases when increasing the number of
unavailable features, and the performance of mean (mode) imputation degrades
the most. However, the results show that the proposed method is the most robust
against more missing features than others.

3.3

Comparison with Multi-task Learning

This is a comparison between two non-imputation frameworks. Fig. 2 illustrates
the idea of multi-task learning where there are two unavailable features. Note
that the number of auxiliary tasks in multi-task learning is equivalent to the
number of unavailable features, bringing computation challenge to the optimization in practice as search space for hyper-parameters (one for each task) grows
polynomially. Thus, we only perform grid-search for multi-task learning given
2 most important features unavailable. The importance of a specific feature is
measured by the gap between the accuracy when the feature is removed from
training. There are two hyper-parameters to set given two auxiliary tasks, and we
perform grid-search to report the best performance of hyper-parameter selection.
The results are shown in Table 2. We can observe that the multi-task learning
is sometimes comparable to the best imputation-based model. However, there is
still a gap between the knowledge-transfer-based methods. Nevertheless, such a
framework suffers a serious drawback as the polynomial growing of the hyperparameter search space when there are more missing features.

68

C-C. Lin et al.

Table 2: Overall results on Avila, Adult, Eye and Letter with missing two most
important test features.
Methods
Avila
Upper-bound Full
.8757 ± .0767
Lower-bound Drop
.6741 ± .0785
Ours
Weight-decay + Teacher-student .7887 ± .0336
Multi-task Multi-task
.6834 ± .0281
MisGAN
.7123 ± .0122
Baselines GAIN
.7157 ± .0117
Mean (Mode)
.5671 ± .0859

3.4

Accuracy
Adult
Eye
.8567 ± .0025 .9508 ± .0031
.8356 ± .0018 .9154 ± .0040
.8461 ± .0016 .9298 ± .0046
.8296 ± .0016 .9215 ± .0027
.8295 ± .0027 .9208 ± .0048
.8294 ± .0038 .9181 ± .0051
.7721 ± .0092 .6902 ± .0117

Letter
.9427 ± .0042
.8877 ± .0154
.9001 ± .0036
.8957 ± .0052
.8902 ± .0082
.8927 ± .0067
.5137 ± .0265

Comparison among different knowledge transferring strategy

We then perform experiments to compare our proposed strategies: weight-decay
mechanism, teacher-student framework, and the combined. As shown in Fig. 5,
In a nutshell, each strategy generates significant improvement, and their combination can achieve the best performance in general.
3.5

Discussions with hyper-parameter analyses

Here we provide some in-depth analyses of the proposed model.
Weight-decay Mechanism We analyze the proposed weight-decay mechanism by
setting different decay steps. Remind that the model weights for unavailable
features are gradually decayed to zero within decay steps. The number of decay
steps is inversely proportional to the decay rate. We show the results in Fig. 6(a)
of different decay steps in Avila dataset as a demonstration 1 . The performance
shows that the decay ratio is not critically sensitive, though tuning it up can
still improve the performance.
Teacher-Student Framework Here are two hyper-parameters, the temperature τ
and the weight λ ∈ [0, 1] between the distillation loss and the student loss in our
teacher-student framework. Empirically, when the student model is relatively
small compared to the teacher model, lower temperatures work better. Since our
teacher model and student model share the same model architecture, we set τ
to a default value of 1. λ affects how much the knowledge is transferred from the
teacher to the student. If the λ is set to be large, the student will consider the
information from the teacher more than the information from the ground truth
data and vice versa. Note that if λ is set to 0, it is essentially the same as Drop
method which only utilizes available features during training. We investigate the
1

More experiment results on different datasets can be found in the supplementary document. https://github.com/lwchang1012/UnavailableFeatures_
MLDM2021/blob/main/docs/MLDM_2021_Supplementary.pdf
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Fig. 5: Comparisons among weight-decay, teacher-student network learning and
their combinations on Avila, Adult, Eye, Letter and Spam with missing ratio
0.2, 0.4 and 0.6.

impact of a teacher on a student by setting different λ. As shown in Fig. 6(b), the
best results are achieved at λ above 0.5 on average, implying that the knowledge
from the teacher plays an important role when missingness occurs.

4
4.1

Related Work
Missing Data Imputation

Data with missing values is a well-researched topic in statistics. Most of the early
work on missing data, including definitions, multiple imputation, and subsequent
analyses are attributed to the works of Little and Rubin [13].
Missing data can be categorized into three types: (1) the data are missing
completely at random (MCAR) (there is no dependency on any of the variables),
(2) the data is missing at random (MAR) with dependency on the observed
variables, (3) the data is missing not at random (MNAR) with dependency on
both observed variables and unobserved variables; thus, data missing cannot be
fully accounted for by the observed variables.
The problem of unavailable test features can be the case of MNAR. One way
to deal with the problem is by imputation. That is, we need to impute the values
of the unavailable test features then predict on the test data with observed values
and imputed values using the model trained on complete training data.

C-C. Lin et al.

0.8

0.8
Accuracy

Accuracy

70

0.7

0.6

0.7

0.6
2

4

6
4

decay steps (10 )
(a) Analysis of weight-decay mechanism
with different decay steps on five datasets
with missing ratio 0.2 (blue), 0.4 (red)
and 0.6 (brown).

0.2

0.4
0.6
lambda (λ)

0.8

(b) Analysis of the teacher-student
framework with different λ on five
datasets with missing ratio 0.2 (blue), 0.4
(red) and 0.6 (brown).

Fig. 6: Hyper-parameter sensitivity analyses on Avila dataset.

Current state-of-the-art imputation methods are based on discriminative and
generative models. For example, GAIN is a method for imputing missing data
by adapting the GAN framework. In GAIN, the generator’s goal is to accurately
impute missing data, and the discriminator’s goal is to distinguish between observed and imputed components. The discriminator is trained to minimize the
classification loss (when classifying which components were observed and which
have been imputed), and the generator is trained to maximize the discriminator’s
misclassification rate. Thus, these two networks are trained using an adversarial
process. To achieve this goal, GAIN builds on and adopts the standard GAN
architecture. To ensure that the result of this adversarial process is the desired
target, the GAIN architecture provides the discriminator with additional information in the form of hints. This hinting ensures that the generator generates
samples according to the actual underlying data distribution. In GAIN, theoretical results are shown under the MCAR assumption.
On the other hand, MisGAN is a GAN-based framework for learning from incomplete data. The proposed framework learns a complete data generator along
with a mask generator that models the missing data distribution. The masks
are used to mask generated complete data by filling the indicated missing entries with a constant value. The complete data generator is trained so that the
resulting masked data are indistinguishable from real incomplete data masked
similarly. Specifically, they use two generator-discriminator pairs (Gm , Dm ) and
(Gx , Dx ) for the masks and data respectively. In MisGAN, they focus on missing
completely at random (MCAR) cases, where the two generators are independent
of each other and have their own noise distributions. Further, they equip the
framework with an adversarially trained imputer to impute missing data. Although the work focus on the MCAR case, MisGAN can be easily extended to
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cases (e.g., MAR, MNAR) where the output of the data generator is provided
to the mask generator.
The imputation approaches mentioned above have a common unifying theme:
they mainly focus on MCAR case, where the missingness occurs completely at
random. They attempt to learn an imputer adversarially to impute the missing
values. Once the missing values are imputed, they can use the model trained with
complete data to predict on test data with observed and imputed values. We refer
to the procedure as two-stage method: (1) impute missing values, (2) predict on
data with observed and imputed values. However, the imputation methods still
suffer from the gap between the imputed values and the real values. Hence, the
performance of the final target task will also degrade to some extent when the
missingness occurs.
In this paper we proposed a completely different approach from two-stage
methods for tackling the issue of unavailable test features. Instead of focusing
on the imputation of missing values, we directly consider the final target task and
transfer the information of unavailable features to learn robust and meaningful
intermediate representations for final prediction.
4.2

Self-supervised Learning Methods

Self-supervised learning has opened up a huge opportunity to better utilize unlabeled data as it has been widely used in natural language processing [10] and
computer vision [4, 9]. Self-supervised learning empowers us to exploit a variety
of labels that come with the data. To make use of unlabeled data, one way is
to set the learning objectives properly to get supervision from the data itself,
which is why it is called self-supervised learning. With an self-supervised loss
function from self-supervised task, we are aim to learn an intermediate representation with the expectation that this representation can carry good semantic or
structural meanings and can be beneficial to a variety of practical downstream
tasks. For example, we might rotate images at random and train a model to
predict how each input image is rotated. Further, we expect the model to learn
high-quality latent variables for real-world tasks, such as constructing an object
recognition classifier with very few labeled samples.
On the other hand, we consider utilizing self-supervised learning techniques
to tackle the problem of unavailable test features. We realize it by multi-task
learning, in which the original task can serve as target task while auxiliary tasks
are to predict the features which are unavailable at the prediction phase. Note
that the number of auxiliary tasks is proportional to the number of unavailable
features for prediction. The goal is to learn a representation generally helpful
for target tasks through multi-task learning. To the best of our knowledge, it is
the first attempt to tackle the issue of unavailable test features via multi-task
learning.
4.3

Knowledge Distillation

Knowledge distillation is a well-known method for model compression, in which
a small model is trained to mimic a pre-trained, large model with respect to the
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model capacity. This training setting is sometimes referred to as teacher-student,
where the large model is the teacher and the small model is the student. It was
first pioneered by [1], and a generalized version was proposed by [7]. It has been
successfully used in several applications such as object detection [3], acoustic
models [5, 15] and natural language processing [8, 19].
The distillation method transfers knowledge from a pre-trained, cumbersome
(teacher) model to a small (student) model by using the distribution of output
class probabilities produced by the teacher model as “soft labels” along with the
standard ground-truth labels as “hard labels” for training the student model.
This method was originally developed to tackle the stringer constraints on
computational resources. Therefore, it has a smaller number of parameters in the
student model to reduce the usage of storage and computation. In our scenario
of unavailable test features, the constraint is not the number of parameters but
the completeness of input features. The model trained on complete training data
can be treated as teacher as it gains complete knowledge of input features. The
model trained on limited input features can be treated as student. We can utilize
the knowledge distillation technique to transfer the knowledge from the teacher
network to the student network to help the student learn in the same way as the
teacher under the constraint of the incompleteness of input features.

5

Conclusion

In this paper, we proposed a novel and effective learning framework for the scenario of unavailable prediction features. Unlike the common practices utilizing
imputation-based solutions to fill the data before conducting model prediction,
we proposed a unified end-to-end, knowledge transfer-based solution to achieve
better performances than conventional approaches and state-of-the-art methods.
Future work includes more in-depth studies to understand the pros and cons between imputation-based and non-imputation solutions for prediction tasks suffering from incomplete data.

References
1. Buciluundefined, C., Caruana, R., Niculescu-Mizil, A.: Model compression. p.
535–541. KDD ’06, Association for Computing Machinery (2006)
2. Buuren, S.v., Groothuis-Oudshoorn, K.: mice: Multivariate imputation by chained
equations in r. Journal of statistical software pp. 1–68 (2010)
3. Chen, G., Choi, W., Yu, X., Han, T., Chandraker, M.: Learning efficient object
detection models with knowledge distillation. In: Guyon, I., Luxburg, U.V., Bengio,
S., Wallach, H., Fergus, R., Vishwanathan, S., Garnett, R. (eds.) Advances in
Neural Information Processing Systems. vol. 30, pp. 742–751. Curran Associates,
Inc. (2017)
4. Doersch, C., Zisserman, A.: Multi-task self-supervised visual learning. In: Proceedings of the IEEE International Conference on Computer Vision (ICCV) (2017)
5. Fukuda, T., Suzuki, M., Kurata, G., Thomas, S., Cui, J., Ramabhadran, B.: Efficient knowledge distillation from an ensemble of teachers. In: Interspeech. pp.
3697–3701 (2017)

Learning to Predict With Unavailable Features via Knowledge Transferring

73
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Abstract. Semantic text matching is a fundamental technology for many
natural language tasks. Semantic text matching highly depends on how
two texts are represented and compared. Most of the recent text matching methods either use Transfer Learning or employ Deep Learning. In
this paper, we present a method to take into account both Transfer
Learning as well as Deep Learning. To this end, we use Transfer Learning to obtain a dense representation of texts from transformer-based
sentence encoders. We employ Deep Learning to improve these representations in a supervised manner. Further, to enhance the performance
of text matching tasks, we incorporate self-aware context and Ensemble
Learning. Self-aware context provides a better and rich representation of
texts that help to achieve superior performance in text matching. Ensemble Learning integrates embeddings from multiple transformers to
get a robust representation of texts. To demonstrate the effectiveness of
our method, we perform our experiments on four different natural language tasks. Experimental results show that the proposed method yields
state-of-the-art performance on these tasks.

Keywords: Natural Language Processing, Text Similarity, Sentence-level
Semantics, Data Mining

1

Introduction

Semantic text matching is an important research direction of Natural Language
Processing. Semantic text matching is used in Natural Language Understanding,
Question-Answering, Paraphrase Identification, and so on. It has gained huge
popularity over the last few years. Semantic text matching is usually employed
to find the similarity between two texts. Many Deep Learning and Transfer
Learning based methods have been proposed in recent years to effectively find
the similarity between texts. These methods provide a better representation of
texts compared to traditional Bag-of-Words representation.
Many Deep Learning-based methods have been proposed to find the semantic similarity such as Siamese-based methods [19,22,23], Attention-based methods [7,27,30], Compare-Aggregate-based methods [1,35,36]. In these methods,
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two texts are generally represented as vectors using existing word-based embedding techniques, and these embeddings are passed to the neural network and
finally are compared using different similarity metrics.
With the introduction of Transformers [33] in the year of 2018, there are several Transfer Learning-based methods have been proposed [2,4,15,39]. Transfer
Learning-based methods have an advantage over Deep Learning-based methods
as Transfer Learning can provide a finer representation of texts with a limited
amount of data used for fine-tuning. Transfer Learning-models such as BERT [4],
Universal Sentence Encoder [2] can capture context aware representations. These
methods are able to distinguish between ‘bank’ in ‘river bank’ and ‘bank’ in
‘money bank’. Recently, it has been shown that Transformers-based methods
have performed better for finding similarity between texts [25,24].
We take advantage of both Transformer-based methods and Deep Learningbased methods. We provide a better initial representation of texts using Transformers and train a Deep Learning model using these representations to create better representations. We propose self-aware context that helps in capturing more context and achieving a better performance. We also propose an
ensemble-based method that ensembles the representation of texts from different
transformer-based models. Our proposed method achieves state-of-the-art performance on multiple tasks such as Duplicate Question Prediction, Paraphrase
Identification, Plagiarism Detection, and Correct Answer Prediction. Our key
contributions are as follows:
– We propose a novel method based on Transfer Learning and Deep Learning
to match two texts by measuring the semantic similarity between texts.
– We propose the concept of self-aware context to provide a rich context for a
text.
– We present ensemble-based representation to get a more robust representation of a text.
– We perform our experiments on four tasks, namely duplicate question prediction, paraphrase identification, plagiarism detection, and correct answer
prediction. Our proposed method achieves state-of-the-art performance.
The rest of the paper is organized as follows. In Section 2, we present the
related work. We present our methodology in Section 3. We proceed by describing
the experimental evaluations in Section 4. Finally, in Section 5, we conclude our
work.

2

Related Work

Determining semantic similarity between two texts is a highly active research
area in Natural Language Processing. Many methods have been proposed to
determine semantic similarity between texts [4,5,19,22,39]. We can classify these
methods into three categories: (a). Feature-based methods (b). Deep Learningbased methods (c). Transfer Learning-based methods.
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2.1

Feature-based Methods

Traditional methods to find semantic similarity used many linguistic tools, feature engineering, and knowledge resources [5,6,34]. Character-based and stringbased matching techniques were very popular methods. For character-based techniques [6], longest common subsequence (LCS) and n-gram based methods were
frequently used in literature. For string-based matching techniques, cosine similarity, euclidean distance, and jaccard similarity were commonly used techniques.
Corpus-based and knowledge-based methods were also used in literature to find
similarity between texts [17,34]. Latent Semantic Analysis and Mutual Information are a few popular methods used for corpus-based similarity, and WordNet
is a popular knowledge-based similarity method. However, all these methods
are not able to capture long dependency in texts and heavily depend on external sources or feature engineering. Also, these methods are not able to capture
context-aware representation from a text and fail to capture the semantic meaning of texts.
2.2

Deep Learning-based Methods

Recently, Deep Learning-based methods have become very popular for text mining. These methods have shown superior performance on NLP tasks without
relying on external sources or features. Three prominent Deep Learning-based
architectures used to find semantic similarity between texts are as follows:
Siamese-based Methods Siamese neural network is called a twin network
that has two identical structures (encoders) and these structures share the same
weight. In Siamese-based architecture, similar types of encoders (CNN or RNN)
are used to represent the vectors for two texts [19,22,23]. After that, the similarity
between two vectors is measured using cosine similarity, manhattan distance,
neural network-based similarity, or element-wise operation. In this architecture,
weights are shared between the encoder of two texts, which makes the model
smaller and faster. However, there is no explicit interaction between the input
texts during the encoding process.
Attention-based Methods In a Siamese-based method, two input texts are
represented into vectors without any interaction. Attention mechanisms are introduced to give weight to certain important parts of a text [7,27,30]. It allows
the information from the two texts to impact the computation of each other’s
representation. There are two types of attention mechanisms: one-way attention and two-way attention. In one-way attention, only one text influences the
computation of other text. In two-way attention, both texts influence each other.
Compare Aggregate-based Methods Compare-Aggregate methods can capture more interactive features between two texts than Siamese and the Attentivebased methods. In this method, similar units of texts such as words are compared
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then aggregated to generate the final result [1,28,32,35,36]. Compare-aggregate
methods generally have five layers: word representation layer, context representation layer, matching layer, aggregation layer, and prediction layer.
2.3

Transfer Learning-based Methods

A number of recent state-of-the-art methods use a Transfer Learning-based approach to find the semantic similarity between two texts [4,15,20,39]. Transfer
Learning-based methods can give context-aware representation to texts. Transfer
Learning-based methods generally use Language Model, Next Sentence Prediction, or Natural Language Inference to train a big model using a large corpus.
For a specific task, these models can be fine-tuned to get better performance. In
our paper, we take advantage of both Deep Learning as well as Transfer Learning
to find the semantic similarity between texts.

3

Methodology

Figure 1 shows the architecture of our system. We perform the following five
steps to find semantic similarity between two texts: (1) create representation of
texts; (2) provide self-aware context; (3) perform interaction between two text
representations and aggregation; (4) use ensemble learning; (5) employ deep
neural layers for predictions.

Fig. 1: Systems Architecture
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3.1

Create Representation of Texts

Several methods have been introduced to create a representation of a texts such
as embedding from Word2vec [18] and Glove [26]. These methods provide a
dense representation to a word [8]. To get the representation of a sentence,
word-embeddings are aggregated in different ways such as averaging, pooling,
etc. However, these methods do not provide a context-aware representation of
words. In other words, these methods provide only one representation (or vector)
for a word regardless of its context in a sentence. For example, consider two
following sentences: 1. A man went to a bank to open an account; 2. A man is
sitting on the bank of the river. In these two sentences, the meaning of the word
“bank” is different. However, word-embedding based methods would generate the
same representation or vector for both “bank” words.
We therefore propose the use of better transformer-based models, such as
Universal Sentence Encoder (USE) for sentence representation [2]. USE generates a 512 dimension context-aware vector representation from a text. These
vectors capture rich semantic information from a text. USE is trained with Deep
Averaging Network and Transformer encoder. The model that is trained using a Transformer encoder generally gives better performance. In Figure 1, we
therefore use Transformer-based USE for Embedding Layer. USE creates dense
representations from texts by training the encoder part of the transformer on
Wikipedia, web news, discussion forums, and QA websites.

3.2

Provide Self-Aware Context

Although Transformer-based Universal Sentence Encoder generates better representation, these representations are limited by 512 dimensions. We provide a
better representation of these texts by incorporating a self-aware context. The
concept of self-awareness comes from psychology where a person is more aware of
himself. According to the definition of self-awareness, it is the ability to focus on
yourself and how your actions do or don’t align with your internal standards. Further, self-awareness is the ability to see yourself clearly and objectively through
reflection and introspection. It is an experience of one’s own personality or individuality. According to Wikipedia, self-awareness is an awareness of one’s own
personality or individuality4 . Similarly, we also provide a self-aware context to
our text representation.
We provide a self-aware context to a representation by concatenating this representation with itself to provide a reflection of its own internal representation.
To this end, we provide a self-aware context of text representation generated
from USE by concatenating these representations from itself. With this, we get
self-aware contexts of texts. Self-aware context adds a richer and robust context
of texts that helps in getting better performance on different natural language
tasks.
4

https://en.wikipedia.org/wiki/Self-awareness
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3.3

Perform Interaction between Two Text Representations and
Aggregation

After getting the context-aware representation (x and y) of two input texts , we
fuse them by interacting with each other. We use different fusion mechanisms
such as addition, multiplication, subtraction, maximum, and average. We try to
capture more robust representation using thses interaction mechanics. This is
studied that feeding this type of fused interaction to a Deep Neural Network
performs works well in the task of semantic matching. We perform point-wise
operations on context-aware representations of input texts. In this way, we try
to increase the interaction between two texts as much as possible.
I 1 i = F1 ([zi ; add(xi , yi )])

(1)

I 2 i = F2 ([zi ; sub(xi , yi )])

(2)

I 3 i = F3 ([zi ; avg(xi , yi )])

(3)

I 4 i = F4 ([zi ; max(xi , yi )])

(4)

I 5 i = F5 ([zi ; mul(xi , yi )])

(5)

Where, F1 , F2 , F3 , F4 and F5 are single layer feed forward neural networks. I 1 ,
I 2 , I 3 , I 4 , I 5 are different interaction vectors. In the notation of xi and yi , i
is the index of context-aware representations or vectors of input texts. We also
perform normalization and use dropout. After obtaining the interaction vectors
of the two texts, we concatenate them.
AU SE = I 1 ⊕ I 2 ⊕ I 3 ⊕ I 4 ⊕ I 5

(6)

Where, ⊕ indicates the concatenation of different interaction vectors, and AU SE
is a concatenated vector. Along with vectors obtained from interaction, we also
incorporate the original vectors that are obtained by Universal Sentence Encoder.
3.4

Use Ensemble Learning

Ensemble-based methods combine multiple models, techniques, or representations to improve the overall performance of a model. Ensemble-based methods
usually give better and improved results compared to a single model [10,13].
We ensemble different representations of texts using different types of Universal
Sentence Encoders. We observe that ensemble-based representation gives better
performance than a single representation. We use four different types of Universal Sentence Encoders such as basic Universal Sentence Encoder, Universal
Sentence Encoder for Semantic Retrieval, Multilingual Universal Sentence Encoder, Multilingual Universal Sentence Encoder for Semantic Retrieval. These
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encoders have shown better performance on different tasks such as Universal
Sentence Encoder for Semantic Retrieval has shown better performance in the
case of the Question-Answering system. Multilingual Universal Sentence Encoder has shown better performance on a multilingual dataset. We observe that
incorporating all these encoders give better performance than using a single encoder. We therefore perform all the above mentioned three steps (steps 3.1 to
3.3) for all the representation obtained by different Universal Sentence Encoders
and aggregate the representations.
Y = AU SE ⊕ AU SEQA ⊕ AU SEM ⊕ AU SEM QA

(7)

Where, AU SE is a concatenated vector where initial representations of texts are
created using basic transformer-based Universal Sentence Encoder (see Equation 6). In AU SEQA , initial representations of texts are created using an encoder
for Semantic Retrieval. In AU SEM , initial representations of texts are created
using is a Multilingual Universal Sentence Encoder. In AU SEM QA , initial representations of texts are created using a Multilingual Universal Sentence Encoder
for Semantic Retrieval. This aggregated representation, Y is now passed to Deep
Neural Network to make predictions.
3.5

Employ Deep Neural Layers for Predictions

We use a multilayer deep neural network and pass the aggregated representation
to each layer one by one. We also apply normalization and dropout to avoid overfitting. The final layer is a Sigmoid layer. The Sigmoid layer helps to classify if
two texts are similar or not.
σ(z) =

1
1 + e−z

(8)

Where, z is the final vector obtained from hidden layers. We use Adamax optimizer and cross-entropy loss. We use RELU activation function [16] for the
hidden layers.

4

Experimental Evaluations

In this section, we first provide the details of datasets that we have used and
then report the performance of our proposed method.
4.1

Experimental Setup

To show the effectiveness of our method, we perform experiments on four different tasks, namely duplication question prediction, paraphrase identification,
plagiarism detection, and correct answer prediction. We use publicly available
datasets for our experiment. For duplicate question prediction, paraphrase identification, plagiarism detection, we use quora duplicate question dataset, twitter
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paraphrase dataset, plagiarism detection dataset respectively. For correct answer
prediction, we use two datasets namely, WikiQA and TrecQA. We also perform
different text pre-processing such as stopword removal, stemming, and lemmatization on these datasets [11,12]. As stopwords do not carry vital information for
our analysis, we eliminate these noisy stopwords such as a, an, the, etc. In basic
text pre-processing, stemming and lemmatization are two frequently used techniques. We use these techniques to reduce inflected words to their root forms [9].
We perform our experiments on a Linux Server with Intel(R) Xeon(R) Silver
4215R CPU @ 3.20GHz, 256 GB RAM, and 16 GB NVIDIA Tesla T4 GPU.

4.2

Experimental Results

In this section, we show the performance of our method on four different Natural
Language Processing tasks as follows:

Duplicate Question Prediction Question-Answering (QA) websites such as
Quora, Stack Exchange, Yahoo Answers are a few of the largest and the most
trusted sources of knowledge sharing. Users ask questions on these sites to get
information on a topic. However, it has been observed that many times users
ask questions that were previously answered by some other users. This leads to
system overhead for these organizations to store duplicate questions. Also, this
delays the users’ response to a duplicate question. If a QA system can effectively
find the duplicate question, this duplicate question can be routed to a similar
question that was previously answered by other users. This duplicate question
can also be merged with a similar question to provide better responses to the
user. Finding duplicate questions would help to find quality answers in time.
It not only reduces the system overhead but also improves users’ experience in
these QA sites.
To perform our experiment of duplicate question prediction, we work on
Quora Duplicate Question Dataset5 . Though our proposed method can be adopted
for all types of question-answer systems, we picked one of the most successful
and widely used question-answer system, Quora for our analyses in the paper.
The dataset contains over 400 K question pairs. Each pair includes a binary
label that indicates if the pair is duplicate or not. To compare the performance
of our method with existing methods, we use the same partition provided by
Wang et al. [36] for train, test, and development set. We have 10 K pairs for
each test and development set, and remaining pairs for training set. We measure
the performance of each method on test set. To compare our proposed method
with different existing methods, we report the performance of each method in
Table 1.
5

https://www.quora.com/q/quoradata/First-Quora-Dataset-Release-Question-Pairs
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Methods

Accuracy

BiMPM, Wang et al.’17
pt-DecAttn-word, Tomar et al.’17
pt-DecAttn-char, Tomar et al.’17
DIIN, Gong et al.’18
MwAN, Tan et al.’18
CSRAN, Tay et al.’18a
SAN, Liu et al.’18
BERT-base, Devlin et al.’18
BERT-large, Devlin et al.’18
RE2, Yang et al.’19
MTDNN, liu et al.’19
Proposed Method

88.2
87.5
88.4
89.1
89.1
89.2
89.4
84.4
85.3
89.2
89.6
90.2

Table 1: Accuracy on Quora Dataset

Table 1 shows the performance of different methods on Quora Question Pair
dataset. We compare Deep Learning-based methods, Transformer-based methods, and the proposed method. As can be seen in the Table 1, Deep Learningbased compare-aggregate methods such as RE2 [37], MwAN [29], pt-DecAttnword [31], BiMPM [36] show less performance compared to our proposed method.
Although these methods show less performance than the proposed method
but show better performance than just using Transformer based BERT models (i.e., BERT-base and BERT-large). One of the possible reasons is that the
transformer-based BERT model is not trained on the Quora dataset.
One of the recent papers by Microsoft researchers [14] shows better performance than all of the other existing methods. One of the reasons is that they
refine BERT-Large model using multi-task learning on all GLUE tasks and finetune the model parameters for a task using task-specific data.
Our proposed Deep Learning and Transformer-based method outperforms
existing methods. The reason for this is that we use both Transformer-based
model and Deep Learning with self-aware context. We also did not rely on a
single sentence representation, we use the ensemble method to get a better and
robust representation of a text.
Paraphrase Identification Paraphrase identification is one of the popular direction in Natural Language Processing. The main objective of Paraphrase Identification is to detect whether two texts have the same or similar meaning [21]. In
this paper, we perform our experiment on Twitter Paraphrase dataset. Table 2
presents the performance of our method on Twitter Paraphrase dataset. The
dataset contains 51,524 human annotated sentence pairs. Among these pairs,
42,200 pairs are used for training and the rest of them are used for testing. Each
pair includes a binary label that indicates if the pair is paraphrase or not.
Table 2 compares Machine Learning-based methods, Deep Learning-based
methods, and Transfer Learning-based methods. The first two Machine Learning-
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Models
Logistic Regression: n-gram overlap features
Das et al.’09
LEX-WMF: logistic regression + weighted matrix factorization
Xu et al.’14
PWIM: pairwise word interaction model
He et al.’16
DecAtt: decomposable attention model
Gaurav et al.’17
Subword-PWIM: Subword Embedding-based PWIM
Lan et al.’18
mPWIMseq+tree: Incorporate Contextual, Syntactic Structures
Liu et al.’19
BERT-base
Devlin et al.’18
BERT-large
Devlin et al.’18
Proposed Method

F1
Score
68.3
69.3
74.9
65.2
76.8
74.3
78.4
79.1
81.5

Table 2: Performance on Twitter Paraphrase Dataset

based methods show the lowest performance. On the other hand, Deep Learningbased methods show better performance than Machine Learning-based methods.
Although Deep Learning-based methods show better performance than Machine Learning-based methods, Transfer Learning-based methods perform better than Deep Learning-based methods. One of the reasons is that Transformerbased methods are trained on a larger dataset compared to Deep Learning-based
methods. A transformer-based method such as BERT is able to represent the
text better than Deep Learning-based methods because Deep Learning-based
methods need a lot of data for training. Moreover, our proposed method shows
2.4% improvement over the recent transformer-based BERT-large model. Our
method provides better representation using Universal Sentence Encoders and
improves these representations by training a Deep Neural Network using Twitter
Dataset.
Plagiarism Detection Due to proliferation of the Internet in recent years for
information sharing, replication of other’s work without appropriate acknowledgment has increased tremendously [3]. Plagiarism Detection is a task of Natural
Language Processing that identifies whether a given piece of text is plagiarised
from other text. This is a challenging task as many times a plagiarised text is
restructured in such way that it is difficult to identify plagiarism. Lexical-based
approaches therefore are not suitable to effectively find the plagiarised text.
In order to show the effectiveness of our method for Plagiarism Detection,
we perform our experiment on Plagiarism Detection (PAN) dataset in this pa-
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per. Table 3 shows the performance of our proposed method and BERT on the
Plagiarism Detection (PAN) dataset. The dataset has 10K sentence pairs for
training and 3K sentence pairs for testing. Each of these pairs contains a label
that shows whether a text is plagiarized to another text.

Models

Accuracy F1 Score

BERT-base, Devlin et al.’18 95.3
BERT-large, Devlin et al.’18 95.4
Proposed Method
95.7

95.0
95.2
95.5

Table 3: Performance on PAN Dataset

In table 3, we compare the performance of the proposed method with BERT
models (i.e., BERT-base and BERT-large) on PAN dataset. As can be seen in this
table, F1-Score and accuracy of our proposed method are slightly higher than
existing BERT models. This indicates that our proposed method can perform
well on this task. One of the reasons for high performance on this task is that
transformer-based models are trained on a very large related dataset.

Correct Answer Prediction Correct Answer Prediction is an important task
of Natural Language Processing where the goal is to identify a correct answer
from the set of answers for a given question [38]. Correct answer may not have the
same tokens or words as question. To this end, we need sophisticated techniques
as lexical overlap based cannot work. We perform our experiment on two popular
datasets for open-domain question-answering, namely WikiQA and TrecQA.
Table 4 and 5 show the performance of our method on correct answer prediction task. Table 4 shows the performance on WikiQA dataset and Table 5
shows the performance on TrecQA dataset. WikiQA has 13K pairs for training,
595 for development, and 1.4K for testing. TrecQA has 44K pairs for training,
1.1K for development, and 1.5K for testing. Both WikiQA and TrecQA have
question-answer pairs and a label attribute that shows if the answer is a correct
answer of the corresponding question or not. We report the performance of all
the methods on the test set. In tables 4 and 5, we compare the performance of
the proposed method with BERT models (i.e., BERT-base and BERT-large).

Models

Accuracy

BERT-base, Devlin et al.’18 86.6
BERT-large, Devlin et al.’18 87.8
Proposed Method
89.7

Table 4: Performance on WikiQA Dataset
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Models

Accuracy

BERT-base, Devlin et al.’18 82.1
BERT-large, Devlin et al.’18 82.8
Proposed Method
86.9

Table 5: Performance on TrecQA Dataset

Table 4 and 5 show that the proposed method gives better accuracy as
compared to the BERT models on WikiQA and TrecQA datasets. The proposed
method shows around 2% and 4% improvement over the BERT-large model
on WikiQA and TrecQA respectively. One of the reasons is that our proposed
method is more robust and incorporates different universal sentence embeddings
for better sentence representation. All the above results show that our proposed
method is able to capture better semantics of texts, which leads to a higher
performance of different Natural Language Processing tasks.

5

Conclusion

In this paper, we propose a novel method for semantic text matching using Transfer Learning and Deep Learning. Transformer-based Encoders create a dense
representation of texts, and Deep Learning-based models improve these representations. We propose a self-aware context to get richer representations. We further capture the interaction between two sentence representations by employing
multiple arithmetic operations. We also propose an ensemble-based method to
incorporate the embeddings from multiple encoders for a robust representation.
Experimental results show that our proposed method can achieve state-of-the-art
performance on different natural language tasks.
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Abstract. Variational methods have become a popular alternative to
Bayesian and Markovian models, as tools for approximating inference in
probabilistic learning. Through variational inference, probabilistic models can bypass the intractability of the Bayesian marginal likelihood integral, as well as computational complexity of the Markov Chain processes.
Variational Graph Stacked Autoencoder (VGSA) model proposed in this
paper leverages the benefits of variational engines, and combines them
with the learning power of the stacked autoencoder frameworks and
graph neural networks, with the goal of improving link prediction on
graphs. Variational learning mitigate the time complexity of Bayesian
graph neural networks, while preserving model variance and uncertainty
by learning a distributional approximation of network embeddings and
model predictions. The stacked autoencoder framework freezes and shares
layer weights of previous variational graph autoencoder models, allowing
these upstream models to function as weight initializers. Graph neural
network layers use graph structural properties and feature similarities
to learn discriminate low-dimensional graph embeddings, and a reconstruction function which outputs the predicted probabilities. VGSA was
tested on three citation datasets, providing higher link prediction accuracy than other graph neural networks approaches.
Keywords: graph neural networks · variational inference · stacked autoencoders.

1

Introduction

Graph neural network models focus on extracting representative low dimensional
features from graphs such as structural motifs, statistical and similarity properties, or node and edge features. The main goal of the embedding process is
to preserve the topological structure, linkage, vertex and edge characteristics,
or other graph properties [28]. Graph embedding models represent graphs in a
low-dimensional vector space such that the structure of the graph can be reconstructed in the real space. GNNs have shown great promise in capturing the
inherent dynamics of the graphs by learning an arbitrary function of highly compressed representations of the network which best explains the network structure
[10].
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However, like many other machine learning models, graph learning networks
suffer from extreme class imbalance, high-dimensionality and sparsity. Additionally, graphs are often incomplete, as network links are constantly added or
removed. From a pattern recognition perspective, graph connectivity matrices
lack of stationarity and locality of regular grid-structured datasets, making it
difficult to apply transition kernels over graph grids.
The vast majority of graph embedding algorithms represent each node as
a unique vector in a low-dimensional continuous vector space. However, this
approach constrains all information regarding the uncertainty inherent in the
network to a single point only [3], failing to account for data and model uncertainty.
High-dimensional data such as graphs, are especially sensitive to the concentration of measure as parameters space grows. When the model parameters
increase, the distance between samples decreases, to the detriment of the discriminate power of the model. This phenomenon, also dobbed the course of
dimensionality, poses challenges in terms of approximating the model posterior
distributions in probabilistic models. The mass of the multivariate distributions
in a high dimensional space is concentrated towards the tails, away from the
mean, making it computationally difficult to approximate the posterior [16].
Another issue present in graph data is that the node features are often correlated, violating the general assumption of independent and identical distribution
(iid) fundamental in traditional statistical machine learning [12].
VGSA model uses optimization techniques to overcome the concentration
of measure, single point estimate, and iid problems by introducing an efficient
graph neural networks variational algorithm capable of capturing meaningful features from highly-dimensional, highly-imbalanced graph structured data. Variational engines approximate posterior distributions with a simpler distribution,
while graph neural networks and stacked autoencoder frameworks allow VGSA
to learn representative low dimensional embeddings, and a reconstruction function which accurately predicts graph linkage. In essence, VGSA algorithm uses
graph structure and features to estimate their influence on the likelihood of link
formation [6] in a probabilistic manner.
A second contribution introduced by VGSA consists of augmenting graph
normalized adjacency matrix with an aggregated feature matrix, similar to the
global node connectivity matrix presented by [26]. The aggregated feature matrix
functions as a node similarity measures, adding additional information to the
network layers, which further enhances the prediction power of the model.

2

Related Work

Variational Graph Autoencoders were first presented in the literature by [14],
as unsupervised latent variable models for link prediction on graphs. Variational
Graph Autoencoder (VGAE) model was implemented as a two-layer encoder
graph convolutional neural network, followed by an inner product decoder, which
reconstructs the graph connectivity matrix from the encoder embeddings. The
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encoder computations are calculated over normalized adjacency matrix and node
features, while the decoder only takes into account network embeddings. Each
encoder layer takes as input graph structure and previous layer embeddings,
and outputs a new set of low-dimensional feature vectors. A stochastic latent
variable is added to the output of the encoder, as a regularization mechanism,
which enforces robust graph representations.
[24] modified the autoencoder reconstruction function to output both graph
connectivity matrix and node features, and extended the prediction task to incorporate node classification. Local Neighborhood Graph Autoencoder (LoNGAE)
proposed by [24] includes a densely connected autoencoder architecture, with
parameter sharing between the encoder and the decoder. When node features
are present during training, the adjacency and feature matrices are concatenated
into an asymmetric matrix of A ∈ RN ×F , where N is the dimensionality of the
nodes, and F is the dimensionality of the feature vectors. The loss function computes the losses for the reconstructed outputs for the adjacency matrix Â and
feature matrix X̂ separately. Thus, the decoder reconstructions are capable of
rebuilding both graph adjacency matrix and feature matrix.
Probabilitic graph aoutoencoders introduced by [19], [25] and [3] aim to capture model uncertainty, and to find representative distributional assumptions
of the underlying graph structure. PGNN model [25] combines deep learning on
graphs with probabilistic modeling, to account for uncertainty in both inputs and
outputs, strengthening prediction accuracy, and providing more stable predictions. However, the use of Markov Chain Monte Carlo Random Walk Metropolis
sampling of weights and likelihood distribution drastically increases computational complexity when compared to variational engines.
An adversarial training scheme over graphs proposed by [19] trains a graph
neural network to minimize the reconstruction errors of the graph structure, and
enforce the latent codes to match a prior distribution. The adversarial process
aims to discriminate between the prior distribution and the graph encoder, similar to [7], [8], and [9]. The encoder and the adversarial regularization are jointly
optimized in a unified framework, forcing the network to output a more robust
graph embedding.
Graph2Gauss model presented by [3] represents nodes as Gaussian distributions, with each node being mapped to a full distribution rather than to a single
point. The embeddings are also mapped to a distribution, with the unsupervised
loss function measuring the dissimilarity between the distribution and the nodes
natural ranking, as quantified by the graph structure. Natural ranking enforces
the assumption that neighboring node embeddings should be mapped closer together in the low-dimensional space, while node structurally far apart should be
embedded in very distinct vector spaces. A k-hop neighborhood calculates the
shortest path between nodes, enabling the model to capture the network structure at multiple scales, thus incorporating local and global structure, similar to
[26].
Other graph neural networks autoencoder algorithms focused mainly on
structural and feature embeddings, include DeepWalk [20], LINE [22], node2vec
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[11], NRI [13], R-GNNs [21], MGNNN [18], GC-MC [2], A Two-Step Graph
Convolutional Decoder for Molecule Generation [4], MIME [5], and SDNE [27].
However these models are restricted to convolution learning, and do not take
into account model, parameters or data uncertainty.
VGSA incorporates the benefits of graph neural networks, autoencoders,
stacked networks, and probabilistic modeling into an efficient computational
framework, allowing the model to learn more relevant graph linkage embeddings.
Graph neural networks learn graph structure and feature similarity, stacked autoencoders transfer the learning process between model stacks, and variational
inference capures inherent uncertainty and variability, leading to more robust
predictions. This multi-tier approach outperforms other graph link prediction
models by as much as 3 percentage points in terms of model accuracy.

3

Methodology

Variational Graph Stacked Autoencoder (VGSA) model is a probabilistic graph
autoencoder framework which combines graph convolutions with variational engines and stacked autoencoders. The model takes as its input graph adjacency
and feature matrices, and outputs node connectivity probabilities.
Given the adjacency and feature matrices of a graph h(A, X), the aim of
VGSA model is to learn a set of low-dimensional embeddings for the nodes
Z ∈ RN ×D , which can be decoded into an accurate reconstruction output Â,
such that the reconstruction error between the actual adjacency matrix A and
predicted values Â is minimized. In essence, the autoencoder function learns to
reconstruct global graph structure from the latent variables computed during
convolutions.
The model is tested on three citation link prediction datasets - Pubmed,
Citeseer, and Cora - modeled as undirected graphs. Statistical properties of each
dataset are summarized in table 1. Each pair of nodes in the graphs can have 0
or 1 edges E between them, where E represents the presence of a link connecting
any node pair.
The input data is defined as an undirected graph G = (V,E), where V =
{υ 1 , ..., υn } is a set of vertices, and E = eıj ∈ {0, 1} denotes the set of edges or
links. Each node in the graph υı ∈ V corresponds to a paper. Graph structure
is encoded in a symmetric adjacency matrix A ∈ Rn×n ,, where Aıj = 1 if
there is a link between any two papers, ıj, otherwise Aıj = 0. That is, if a
paper is citing any other paper in the graph, a link will exist between the two
nodes.
Graph nodes are associated with feature vectors X ∈ Rn where n denotes the
dimensionality of the features, and X = {x1 , ..., xn } is a set of one-hot encoded
feature vectors for each node,
P defined by each paper bag-of-words. A second
aggregated feature matrix i,j Xn calculates the number of common features
between any two connected nodes, and adds them as additional information into
the normalized adjacency matrix.
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Aggregated feature matrix sums the number of features between a pair of
connected, such that:
P
rıj if ı and j are connected
(1)
A fıj =
0 otherwise

Table 1. Summary Statisticts of the 3 citation datasets. Ratio denotes class imbalance
represented by the positive to negative edge ratio. Label rate measures the percentage
of training labeled nodes.
Dataset Nodes
Pubmed 19,717

Average
Degree
4.5

Citeseer 3,327

2.8

Cora

3.9

2,708

Ratio

Features

1
: 500
4384
1
: 3,703
1198
1 : 694 1,433

The normalized adjacency matrix with aggregated feature interaction matrix is defined as a normalized Laplacian adjacency matrix, plus the aggregated
feature matrix:
ANorm = A

fıj

+ I − D−

1
2

AD−

1
2

,

(2)

where I is the identity matrix with 1s on diagonal and 0s everywhere else, A
is the graph adjacency matrix, A fıj is the aggregated feature matrix, and D is
the degree matrix of a vertex defined as:
 P
vı r if ı = j
(3)
D =
0 otherwise
Model weights W are initialized from a truncated normal
pdistribution with
the mean centered on 0, and standard deviation set to σ = 1/N , where N is
the number of input units in the weight tensor.
Network outputs are subject to variability and uncertainty due to the random
parameters initializations and the input data. VGSA captures this variability by
constructing a multivariate normal distribution over encoder embeddings, as
follows:


P(Z) = Nk hkı µ , φ hkı σ + φi (1) ,
k

(4)

where hı µ are the encoder functions for mean µ and variance σ, and φ is the
softplus activation function. φi (1) is an additive constant which adjusts the yintercept of the softplus function to the positive spectrum. A sampling procedure
generates a stable estimate of the model embeddings, which are fed into the
decoder layers for output reconstructions.
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During convolutions, feature vectors of neighboring nodes are pooled together
through a matrix multiplication operation between the feature matrix, graph
adjacency matrix, and the weights matrix. The complete encoder function for
the first layer of the network takes the following form:


(k)
hkı = φ Πj∈N i hj W (k) AN orm ,
(5)
(k)

where hi is the hidden state of node vı in the k th layer of the graph neural
(k)
network. The original state of a node hi is set to equal node feature vectors
n
X ∈ R . The subsequent layers do not incorporate graph adjacency matrix
AN orm , thus learning low dimensional embeddings from the first layer outputs
alone.
The pooling operations at each layer summarize the node neighborhood hidden states, and node features without coarsening the graph. Because the learning
task involves edge-level prediction, the dimensionality of the vertices is kept constant throughout the learning process.
φ denotes the scaled exponential linear activation function SELU for each
neuron, as defined in [15]:

x if x > 0
φ (x) = λ
(6)
αex − α if x ≤ 0
SELU is a self-normalizing function for mean and variance, akin to ELU,
with λ constraining outputs to be positive. The normalization property relies
on the function ability to permit negative and positive values for controlling the
mean, to allow derivatives to approach zero if the variance is too large, or a
slope larger than one if the variance is too small, thus avoiding exploding and
vanishing gradients [15].
The encoder embeddigns are fed to the decoder, which reconstructs the original graph adjacency matrix through an inner product operation, followed by
an activation function. Structural and feature information encoded by the adjacency and feature matrices are not available to the decoder, thus a fully connected graph is assumed. Connection strengths for each edge is determined based
on the encoder embeddings, with higher values indicating existence of an edge.
Therefore, the encoder can be viewed as an attention function, similar to the
transformer proposed by [5]. To capture prediction variability, the decoder builds
a probability distribution over all possible node links over the inner product between latent variables, as follows:




∧ = Nk φ Z Z T
P(A)
, Z Z T σ + φi (1) ,
(7)
µ

As in the encoder function, where Z Z T are the decoder reconstructions
for mean µ and variance σ, and φ is the softplus activation function. φi (1) is an
additive constant which adjusts the y-intercept of the softplus function to the
positive spectrum. A sampling procedure of the decoder distribution generates
a stable estimate of the model predictions, computed as:
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Fig. 1. VGSA network architecture. The edges of the input graph are set to the normalized adjacency matrix, plus the weighing factor determined by the aggregated feature
matrix, as defined in equation 2. The encoder and decoder embeddings are mapped to
a multivariate normal distributions, from which samples are drawn to generate a stable
estimate of the latent features and model reconstructions. VGSA stacks two variational
autoencoder networks to provide more robust predictions.

Given a pair of drugs (υı , υj ), the optimization task learns a discriminative
embedding function by extrapolating the distance between positive edges and
negative examples as in [1] and [17], assigning higher probabilities to true edges.
The negative pairs of nodes with no edges between them are randomly sampled
from the existing pool of negative entries from the original adjacency matrix. The
loss function applies sigmoid cross entropy with logits to minimize the similarity
between the two probability distributions of the positive and negative triples, as
follows:
L =

X
xpos

−(y log(p) + (1 − y) log(1 − p)) +α

X

−(y log(p) + (1 − y) log(1 − p)),

xneg

(9)
where y is the positive and negative samples labels, set to 1 and 0 respectively,
and α represents the negative sample weights. p denotes the probability logits
associated with positive and negative predictions computed by the inner product
decoder.
The complete model consists of 3 hidden encoder layers, 2 decoder layers, and
2 stacked autoencoders. The last two encoder layers and the 2 decoders compute
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the mean and variance of the Gaussian distributions of the encoder and the
decoder respectively. Figure 1 depicts the encoder and decoder convolutions.
The Each autoencoder is trained using a different tensorflow graph, with the
weights of the second autoencoder being initiated to the trained weights of the
first model.
Other hyperparameters include the input size of the encoder layers set to 32
and 16, dropout of .5, and sampling size for encoder and decoder probability distributions of 250. The model accuracy is averaged over 10 runs for each dataset,
with 200 epochs per each run.

4

Experimental Results

Table 2. Link Prediction AUC and AP performance of current work, compared with
related graph autoencoder models.
Model

Features Cora
AUC

LoNGAE
No
SpectralClusteringNo
DeepWalk
No
VGAE
No
LoNGAE
Yes
VGAE
Yes
ARGE
Yes
ARVGE
VGSA

Yes
Yes

AP

Citeseer
AUC

AP

Pubmed
AUC

89.2 ±.003
85.0 ±.001
83.6 ±.010
84.1 ±.020
96.4 ±.002
92.0 ±.020
93.0 ±.003

92.6 ±.001
84.2 ±.010
.844 ±.000
82.7 ±.010
96.0 ±.003
96.4 ±.000
96.8 ±.001

AP

93.0 ±.002
87.8 ±.010
.841 ±.000
87.5 ±.010
96.3 ±.002
96.5 ±.000
97.1
±.001
92.4 ±.004 92.6 ±.004 92.4 ±.003 93.0 ±.003 96.5 ±.001 96.8 ±.001
97.3
97.2
96.9
96.9
97.1
97.0 ±.002
±.002
±.003
±.003
±.002
±.002

89.6±.003
84.6 ±.010
83.1 ±.010
84.3 ±.020
94.3 ±.003
91.4 ±.010
92.4 ±.003

91.5 ±.001
88.5 ±.000
85.0 ±.000
88.1 ±.010
95.2 ±.002
92.6 ±.010
93.2 ±.003

86.0 ±.003
80.5 ±.010
80.5 ±.020
78.9 ±.030
95.6 ±.003
90.8 ±.020
91.9 ±.003

We study the performance of the proposed VGSA on three well-known citation datasets: Cora, CiteSeer, and Pubmed. For the purpose of model comparison
against existing frameworks, we keep the size, structure and train-test split of
the three datasets the same as in [14], [24], [19], [23] and [20].
The datasets are structured as undirected and symmetric graphs with nodes
representing documents, and edges marking the existence of citations between
any two works. A sparse bag-of-words feature vector is associated with each
document, based on the content of each paper. Edges are formed whenever one
document cites another. Table 1 describes the structure of each dataset.
Experimental results for all three datasets outperform existing link prediction
models in terms of ROC, AP, and model variance. Table 2 outlines the results of
VGSA model compared against LoNGAE [24], VGAE [14], Spectral Clustering
[23], and ARVGE/ARGE [19].
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Most notable improvements in AUC and AP have been generated for Cora
and Citeseer graphs, with a score of as much as 3 percentage points higher
than the other link prediction models. The results fo rthe Pubmed graph also
surpassed the existing scores under the ROC measure. However, the accuracy
between VGSA and other models is not significantly higher due to the fact
that models such as Adversarially Regularized Graph Autoencoder [19] already
achieved competitive results for this dataset in terms of AP scores.
The first autoencoder stack leverages graph neural network layers and variational engines to learn efficient network weights. This framework contributes
with an increase in model accuracy of one to two percentage points compared
with the other graph neural network frameworks mentioned in table 2. The second autoencoder shares the same architecture with the previous model, with
the added advantage of using the trained weights of the first autoencoder. This
technique permits the second autoencoder stack to build on parameters learned
by the first stack, increasing the overall model performance by an average of an
additional one to two percentage points.

5

Conclusions

Variational Graph Stacked Autoencoder architecture presented in this paper is
a graph link prediction model which fuses together convolutional learning with
variational inference and transfer learning. This framework allows the model
to learn expressive non-linear latent node representations from graph neighborhoods and node features, to control model variance and prediction uncertainty,
and to transfer learning between autoencoder stacks. Additionally, the use of aggregated feature matrix as a similarity measure between connected nodes plays
an important role in creating meaningful structural embeddings of the underlying graph connectivity patterns.
VGSA yields improved prediction accuracy when compared with existing
graph link prediction frameworks. During convolutions, VGSA learns graph
properties, while capturing statistical uncertainty, allowing the model to embed graph structure and latent graph features simultaneously. Aside from link
prediction, VGSA embeddings, could be applied to other optimization goals such
as node or graph classification, or matrix completion tasks.

References
1. Lars Backstrom and Jure Leskovec. Supervised random walks: predicting and
recommending links in social networks. In Proceedings of the fourth ACM international conference on Web search and data mining, pages 635–644. ACM, 2011.
2. Rianne van den Berg, Thomas N Kipf, and Max Welling. Graph convolutional
matrix completion. arXiv preprint arXiv:1706.02263, 2017.
3. Aleksandar Bojchevski and Stephan Günnemann.
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Abstract. In projects centered around rare event case data, the challenge of data comprehension is greatly increased due to insufficient data
for deriving insight and analysis. This is particularly the case with traffic accident occurrence, where positive events (accidents) are rare with
no data set existing for negative events (non accidents). One method to
increase available data is a technique called negative sampling. In this
work, four techniques of negative sampling are presented with varying
ratios of negative to positive data. Previous work involving accident prediction through the use of a MultiLayer Perceptron is presented as a lens
to explore negative sample creation, and evaluate predictive performance
using different negative sample techniques. The best performing results
yielded a 92.4% accuracy in accident prediction and a 94.2% accuracy in
non-accident prediction.
Keywords: Negative Sampling · Accident Prediction · MultiLayer Perceptron · Neural Networks

1

Introduction

Negative sampling is a method of creating negative examples from the existing
collection of positive examples of a dataset. This technique of data generation is
primarily only explored in natural language processing (NLP) or numerical research environments [1]. However, negative sample creation and usages are now
being sought after in the research of traffic patterns and accidents, as well as
other smart city applications [2], [3]. The benefit behind using negative sampling
on a traffic accident dataset is to gain a more thorough understanding of the
different factors that contribute to vehicle crashes. It is critical to understand
the various available types of negative sampling techniques, and which of these
types may be best applied to answer a given research question. The positive
samples explored here are traffic accident records from Hamilton County, Tennessee, and include temporal and spatial specifics from the accident location,
?
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as well as weather and roadway specifications. Various negative sampling techniques are explored, most of which are temporal and spatial reliant. These are
specific aspects that numerical and language based negative techniques have not
addressed previously, and which directly impact traffic based samples.
1.1

Scope

The use case of this paper is our project entitled 911 Project-Predicting Hotspots
for Accidents [5]. Using records of past accidents and their corresponding data,
our goal is to predict where in Hamilton County, TN accidents are most likely
to happen. Certain semantics are left out of the description of the 911 Project
itself, as that is not the focus of this particular study. Instead, the 911 Project is
merely used for exploring how the creation of negatives occur. Vehicular crashes
inherently do not have ’negative’ occurrences recorded, therefore are a perfect
choice for exploration of negative creation.
The remainder of this paper is structured as follows: Section 2 covers related
works, Section 3 covers our Methodology behind data manipulation and aggregation, Section 4 outlines our results, Section 5 discusses our results in depth,
and Section 6 concludes our findings and future works.

2

Related Works

A case study was conducted by [2] on predicting traffic accidents by utilizing
and comparing the results of four different classification models of prediction. In
this study, a method of generating non-accident data was performed and called
negative sampling. For each positive example (accident), the value of only one
feature was changed among hour, day, and road ID, the resulting sample was
then checked for a positive (match found) or negative (no match found) result.
Once all negative sampling methods were conducted, the team concluded the
study with triple the number of negatives than positives, roughly a 75/25 split
of data.
The team of [6] performed similar tests with accident prediction and negative sampling. Antoine et al. created their negatives through a process akin to
brute force. Time and location information of the accidents in their dataset were
examined and every single possible combination of them was generated, keeping
only 0.1% of these newly created negatives. This method resulted in 2.3 million
negatives for their dataset.
Additional related work discussed for negative sample creation may not be
specifically traffic related, but their concepts may be well applied for such purposes. As an example, in [1] four strategies of negative sampling (local sampling,
distance sampling, uniform sampling, and refined sampling) were studied for language processing applications. These four strategies were applied in exploration
of Yahoo! question and answer community forums. Local Sampling negatives are
those close to the existing positive sample by some given measure of approximation. This measure is able to be linguistically handled, or based on the actual
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vector’s space. Distance Sampling negatives are those as distinct and different
from the positive entries as capability allows. This ensures the data is correctly
clustered in the given space of study. Uniform Sampling, simply said, is the random selection of negatives within the given space. This ensures that the entire
space to be explored is represented equally, without preference to similarities or
lack there of. Refined Sampling was defined as the combination of Local and Distance styled sampling, with the pursuit of a model capable of spanning clustered
embeddings within a single category, as well as different categories. [1] also outlined some rules for negative samples; negative samples should be i) as similar as
possible to positive samples to increase the model’s discriminative abilities, ii) as
different as possible to positive examples to avoid feeding the model conflicting
information, and iii) representative of the entire space of negative samples.
Another three unique divisions of negative sample creation are presented by
[7] within the negative sampling realm. They are presented as incompatible relations, domain specific rules, and random samples. Incompatible Relations are
relations that always, or almost always, conflict with the relation wished to be
extracted [7]. In the case of previous traffic accident prediction project, an incompatible relation would be between generation of negative samples that exactly
match current positive samples. If a generated negative sample has a certain
time, date, and location, then positive samples cannot exist with the same time,
date, and location, as there cannot be a non-accident where an accident was
recorded. Domain Specific Rules are negative samples that are highly specific
towards the particular data one is exploring [7]. Similar to the above mentioned
example, one cannot have a non-accident with the same time and location parameters. Random Samples deal with marking some current data as negative
evidence.

3
3.1

Methodologies
Data

The original crash data comes from the Hamilton County Emergency Services
Department. While updated daily, the historical data dates back to late 2016.
This dataset consists of the latitude and longitude of the accident, the time of the
accident, and the accident severity (e.g., no injury, injury, mass casualty). The
temporal and spatial information of the accidents are used to retrieve the weather
and roadway geometries of the accident. Roadway geometrics were provided by
E-Trims, a database from Tennessee Department of Transportation containing
information on Tennessee roadway networks. Weather was collected via DarkSky,
a Python API that collects data from many different weather sources and returns
the most suited weather source related to the location provided.
All variables used in the negative sampling procedures and the creation of
the given data set are shown in Table 1, along with a brief explanation of each
variable. Grid Blocks, one of the variables used throughout this paper, refers to
the image spaces seen in Figure 1. Each block seen is a Grid Block covering a
0.2 square mile area. The orientation of the grid block layout is matched to the
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Table 1. Data Features Used in Study

Variable
Accident
Hour
UnixTime
DayFrame
WeekDay / WeekEnd
Clear/Cloudy/Rain/Fog/Snow
RainBefore
GridBlock
Grid Col / Grid Row
Highway
Land Use Mode
Road Count

Description
Binary variable for accident occurrence
Hour of entry
Unix timestamp representation of entry
Time frame of day entry occurred
Binary variables representing weekend/weekday
Binary variables (1 - present, 0 - not present)
Binary variable (1 - present, 0 - not present)
Numeric ID of GridBlock of entry
Column and row within grid of entry’s GridBlock
Binary variable (1 - present, 0 - not present)
Type of surrounding area (Ex. Commercial, Urban, etc)
Count of roadways within GridBlock of entry

orientation of Hamilton County’s roadway network. Note that within the image,
bolded black lines represent major interstates/highways, while white segments
in the image convey bodies of water, whose Grid Blocks are ignored in model
creation/testing.

Fig. 1. Grid Layout of Hamilton County used in Testing.

3.2

Machine Learning Model

Multilayer Perceptron (MLP) [4] is used in this paper because of its flexibility
with the use of data, which is extremely beneficial to this project as the given
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dataset is complex and intricate. Inputs are also labelled for classification prediction, which MLPs are suitable for. Compilation was provided by MSE (mean
squared error) with Nadam as the architecture optimizer. This particular testing
was originally completed in our previous work [5].
The reason behind the utilization of an MLP model for accident prediction comes from lack luster results from other analysis tests, such as logistic
regression and binary cross entropy. Research into the various models used for
accident prediction has shown that different regression style models examine
traffic flow differently, and as such, lead to varying results [8]. An example of
this previous research shows that Poisson distribution proved valuable in accident frequency analysis relating to accident frequency modeling. Poisson also
prevailed over traditional linear regression in highway safety applications [9].
Additionally, Negative Binomial models are useful in exploration of crash severity, as shown in previous works [10]. Ordered logit/probit models are commonly
applied, although usage of these highly depends on the levels of injury severity
[10]. Within previous binary level injury severity studies, many research teams
chose to apply binary logistic modeling [11], [12], [13].
Table 2. MLP Neural Network Architecture
Layer
1
2
3
4

Location
Input
Hidden
Hidden
Hidden

Type
Dense
Dense
Dropout
Dense

Node
Activation
# of Variables
Sigmoid
# of Variables - 5 Sigmoid
# of Variables - 10 Sigmoid

Table 2 displays the basic structural layout of the MLP model. Note in the
Node column, a specific numerical value is that provided for the number of nodes
used. For the different tests performed for this project, it was decided to have a
method in place where instead of manually adjusting how many variables would
be used for the three layers, a simple subtraction equation was put in place to
set the number of nodes per layer based on the number of variables supplied to
the model. Note that this method requires there to be no less than 10 variables
present for the model to use.
3.3

Creating Negative Samples

When a dataset consists solely of positive examples attempts at discovering
important features are impeded. Thus, even when a plethora of entries exist
for accidents, attempts in prediction may fail. The results of [2] introduced the
idea of implementing a negative sampling procedure for generating non-accident
records. The procedure involves changing a single value of an accident record
(hour, date, location) and checking if there is a matching accident record for
the newly altered record. For example, if an accident occurred in hour 4, a new
random hour was chosen between 0 and 23, excluding hour 4 for that day [2]. The
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newly altered record was compared to all other accident records in the dataset
to find any possible match. If no match was found, then the newly altered record
was saved as a negative sample (non-accident). This process was repeated for
every single accident entry in the dataset, and was done for each of the other two
variable entries (date and location). This resulted in an increase in their dataset
containing roughly 3 times more negative samples than positive samples. This
process of negative sample generation was somewhat followed, which provided a
similar increase in total data in the dataset studied here.
During the creation of negative samples, it is possible that the acquired
”non-accident” record is actually an accident that is missing from our dataset.
However, this possibility is negligible as starting in late 2016, Hamilton County
Emergency Services Department began to actively take records of all 911 calls
received in a day and format them in a consistent manner.
After completing the procedure above, issues arose with accurate accident
forecasting. That is, using the machine learning model to actually predict where
accidents will occur in a given day. Therefore, it was decided to take a different
approach to negative sample generation. Instead of changing only a single value
of an accident record, a more varied approach in non-accident generation was
used. This varied approach involved changing all of the given spatial and temporal variables (time, date, location) for a single accident record and finding any
matching records. This process was repeated 9 times for each accident record in
an attempt to reach a 90/10 split in data (90 percent non-accidents, and 10 percent accidents). The concept for a greater number of non-accidents came from an
article written by [14] that discussed the importance of having a greater amount
of negative examples of an event class scenario when the positive examples of
the specific event are rare by nature. Given the inherent rarity of accidents occurring, the premise of maintaining the rarity of the accident’s occurrence holds
true in this project’s circumstance as well, thus the particular 90/10 method.
The third method of generating negative samples is very similar to the second
method just described, but instead keeping the grid block (location) variable the
same. This change in methodology was to find if the changing of location played
a significant role in the quality of negative samples produced.
3.4

Negative Ratios

In [15], an examination of traffic accidents is performed in Utah, exploring the
importance of enough negative samples to clearly convey the rare occurrences
of accidents, but not so many as to create a severe class imbalance. Severe
class imbalance leads to heavy bias toward the higher count occurrence, skewing
prediction results. Conversely, training a model with an even split of non-accident
and accident data may instruct the model that accidents and non-accidents
occur with the same level of frequency. Now that the idea of varying ratios of
negative to positive data has been introduced, the varying splits utilized by the
aforementioned data may be explored further.
Original Modeling Split, 66% - 33% - The negatives created at this stage
of research were greatly inspired by [2], and included shifting the Hour or Date
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variable to a new position independently. That is, if the accident occurred on
January first, at nine in the morning, two different negatives would be created.
Increased Negative Sampling Split, 75% - 25% - This split was built upon
the original modeling split, as location negative samples were added to the
dataset. For these, the route ID and roadway segment were changed to another
route ID and roadway segment combination.
Even Split, 50% - 50% - The even split was built upon the increased negative
sampling split. It was believed that there was a detrimental class imbalance
between positive and negative samples in the dataset, so work began to even
out the split between positives and negatives. To accomplish this, the negative
samples were scanned and every 3rd negative sample was retained, effectively
cutting each negative sample case in thirds while retaining the original span of
the negatives created.
’Rare’ Circumstance Split, >90% - 10 % - This type of split is seen in several
of the following methods used for negative sample generation in this paper.
This type of dataset was used to see how much of an impact an overwhelming
amount of negative samples would have on model performance and accident
prediction,while retaining the ’rarity’ of accident occurrence.

3.5

Sampling Types

To examine the different effects that different positive to negative data ratios
had on model performance, four distinct types of negative sampling methods
were created. These methods involved shifting spatial points, temporal points,
or a mix of the two.
Temporal Shift involves shifting either one or both of the temporal variables
(Hour and Weekday), while freezing the spatial variable (Grid Block).
Grid Fix is similar to Temporal Shift, in that the spatial variable is not changed
when creating negative samples. However, each record in the accident list was
examined and the hour and date of the record was changed.
Spatial Shift involves shifting the Grid Block of the accident entry to create a
negative sample, while freezing the temporal variables.
Total Shift, or Random Negatives, involves changing the hour, date, and grid
block of the entry. This type of negative sampling is most similar to the negative
sampling technique used in [6].

Table 3. DayFrame Time Coverage
DayFrame
DayFrame 1
DayFrame 2
DayFrame 3
DayFrame 4

Hours Covered
0 - 4 and 19 - 23 (Overnight)
5 - 9 (Morning rush)
10 - 13 (Lunch hours)
14 - 18 (Evening rush)
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When conducting tests using these different negative sampling techniques,
the terms ”cut” and ”full” are used in regard to negative samples. Full refers
to the entire set of negative samples created through the respective method,
while cut refers to a trimmed version of the negatives. This trimmed version
was obtained based on the aggregated temporal variable DayFrame, see Table 3.
For example, if a method of negative sampling produced 2 negatives, each negative’s Hour variable was aggregated into the DayFrame variable, which values
represent certain hour intervals of the day. Once properly aggregated, if the two
created negatives have the same DayFrame, Date, and Grid Block, then one of
the negatives are dropped so only 1 negative entry with that specific DayFrame,
Date, and Grid Block remains. This was done to better represent the raw data
as well as simplify the model’s input variables.

4

Results

In this section, we have used the following metrics to analyze the performance of
the given models using True Positive (TP), True Negative (TN), False Positive
(FP) and False Negative (FN):
Accuracy =

(T P +T N )
(T otal)

Recall =

TP
(T P +F N )

Specif icity =

TN
(T N +F P )

Furthermore, Area Under the Curve (AUC) refers to value found by the comparison of the true positive rate (TPR) on the y-axis and false positive rate
(FPR) on the x-axisat various thresholds. For the remaining model testing results in this paper, the performance of the model will be based upon the Recall
and Specificity scores. These two values represent the amount of correct positive and negative samples the model was able to predict. For example, if the
testing dataset had 25% accident data (represented as 1 in accident), and 75%
non-accident data (represented as 0 in accident), a Recall score of 0.816 means
the model was able to predict 81.6% of accidents in the dataset.

Table 4. Best Performing Test Runs for Negative Sample Datasets
NS Type
Cut GridFix
Full GridFix
Cut Random
Full Random
Temporal Shift
Spatial Shift

Train Acc Test Acc
95.13
94.83
94.62
94.62
94.55
94.39
67.97
68.02
96.19
96.12
99.65
99.66

AUC
0.967
0.84
0.957
0.84
0.92
0.789

Recall
90.5
43.4
78.7
81.6
50.4
37.5

Specificity
96.5
98.8
98.3
66.8
99.2
100
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Discussion
General Overview

All variables used for each of the data types and splits in the study were scored
with a feature importance test utilizing the ExtraTreesClassifier algorithm. The
most commonly occurring important variables are listed as follows: precipIntensity, Unix, Hour, Grid Block, Grid Col, Road Count, DayFrame, Land Use
Mode, WeekEnd, Cloudy, RainBefore, and Clear. Note that some of these variables repeated in different importance slots across all the data types and splits.
These twelve recurring variables represent the core identifying trends the model
interprets when analyzing accident occurrence and expects when predicting accidents.
Compared to similar studies in accident prediction, the team of [3] came
across similar results in real world accident prediction, but with higher accuracy
values. We believe the higher accuracy for predictions presented within their
work is partially brought about by a higher amount of available accident data
and the increased details available for each accident, including some individual
demographics not currently available in our area of study.
5.2

Ratio Tests

As mentioned in the previous section, Recall and Specificity are the ultimate
determining scores for how well a model performed. By using these values, the
model results can be more confidently reported and a better understanding behind what a model is actually doing be gained. In Table 4, Spatial Shift Training
and Testing Accuracy are both 99%. Strictly using these values as performance
indicators would lead one to conclude that this model performed almost perfectly. However, upon using the Recall and Specificity scores a more concrete
understanding is gained of what the model is actually doing to receive such
Training and Testing Accuracies. With a Recall of 37.5 and a Specificity of 100,
it is clear that the Spatial Shift model over predicts on non-accident occurrences,
and under predicts on accident occurrences. Conceptually, this follows the general trend of accident occurrence, as given how many possible instances there
are of an accident occurring at any given location at any given time, there are
indeed more ”events” of non-accidents than there are of accidents. However, for
the purposes of predicting accidents the Spatial Shift model falls prey to the
effect of having an imbalanced data ratio, resulting in overall inaccurate prediction results. This imbalanced data effect is remedied in the situation where data
ratios are more evenly split. As seen in Table 5, the Recall and Specificity scores
for Spatial Shift (50/50), where the data has been evenly split between positive
and negative events, are a much more acceptable 80.6 and 81.5, respectively.
When exploring classification data problems, there are many differing options on what exactly the ratio between positive and negative records should
be. For the sake of simplicity, two different ratios of data were selected to be
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Table 5. Ratio Test Runs for Best Performing Negative Sample Datasets.
NS Type
Cut GridFix (75/25)
Cut GridFix (50/50)
Full GridFix (75/25)
Full GridFix (50/50)
Cut Randoms (75/25)
Cut Randoms (50/50)
Full Randoms (75/25)
Full Randoms (50/50)
Temporal Shift (75/25)
Temporal Shift (50/50)
Spatial Shift (75/25)
Spatial Shift (50/50)

Train Acc Test Acc
94.81
94.84
93.75
93.24
85.13
84.96
75.08
75.19
94.89
94.74
89.05
88.62
85.48
85.44
81.58
81.37
86.86
87.05
83.12
83.53
87.68
87.56
82.11
81.09

AUC
0.966
0.966
0.863
0.831
0.957
0.952
0.896
0.893
0.914
0.905
0.901
0.893

Recall
87.1
92.4
47.9
68.1
81.5
86.4
61.2
80.9
63.1
83.5
59.1
80.6

Specificity
97.9
94.2
97.1
82.1
98.0
90.9
93.9
81.8
94.9
83.6
97.0
81.5

explored here. These two are 75% negative, 25% positive, with the second ratio being an equal 50% division between positive and negative data. All of the
aforementioned types of negative sampling were retained, but were restricted to
just enough entries to roughly fulfill the previously mentioned ratios. The full
results of the different split tests can be seen in Table 5. Figure 2 displays a
direct comparison between all the model performances for correctly predicted
accidents and non-accidents. Note the trend for 75/25 split models correctly
identifying negative occurrences, but falling behind the 50/50 split models in
positive event classification. Meanwhile more 50/50 split models correctly identified positive entries than 75/25, with a lower percentage of (yet not entirely
atrocious) accurate classification when dealing with negative entries.
All of the above mentioned testing presented the even split producing the
highest percent of accurately predicted positive entries, as demonstrated in Table
5. As with the previous testing, the Cut version of the Grid Fix negatives performed better overall in predicting accidents, resulting in Cut GridFix (50/50)
yielding the highest percentages of correctly labeled accidents and non-accident.
This is quite contrary to the original hypothesis regarding the relative rarity of
accidents in daily occurrences, where hundreds of vehicles may pass a given area
at a given time without incident. Therefore we emphasize that the specific negative sampling technique and ratio of data must be deciphered for each unique
research situation.
5.3

Accident Prediction on Given Date

The discussed research was completed for the application of predicting accident
occurrence on a given date. Thus, the models were tested for all Grid Blocks
for each DayFrame under study for ten separate unique dates that accident occurrence location and time were known. Table 6 displays the average results for
each of the given model types across those ten dates. All models in question
demonstrated relatively low ability to accurately report on accident occurrence,
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Fig. 2. Percentages of Positive and Negative Entries correctly predicted via Ratio Models over 50 training cycles

but Specificity (the ability to accurately predict where accidents will not happen) was quite high across many models, aside from the Spatial Shift 50/50 split,
of which performance was previously discussed in a positive light when considering ratio testing, after performing negatively in regards to Recall originally.
Of interest is the performance of the original split and 75/25 splits of Spatial
Shift in comparison. The 50/50 split reported mostly positive predictions, with
a perfect Recall, but a False Positive Rate of 98%. Meanwhile, the original and
75/25 splits both reported mostly negative entries as shown with well performing Specificity scores, a trend one would more expect accidents to follow. Much
lower Recall scores were reported, but with lower FPR scores as well.
Our rationale for the significant difference in overall model performance between model predictions (see Table 5) and actual predictions (see Table 6) is due
to the chaotic random nature of accident occurrence. When an accident occurs,
there can be a range of several dozen reasons to only one reason behind the
accident’s occurrence. For example, say person A and B crash into each other
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Table 6. Average of Model Prediction Over 10 Random Dates.
NS Type
Cut GridFix
Cut GridFix (50/50)
Cut GridFix (75/25)
Full GridFix
Full GridFix (50/50)
Full GridFix (75/25)
Cut Random
Cut Random (50/50)
Cut Randoms (75/25)
Full Random
Full Random (50/50)
Full Random (75/25)
Temporal Shift
Temporal Shift (50/50)
Temporal Shift (75/25)
Spatial Shift
Spatial Shift (50/50)
Spatial Shift (75/25)

Accuracy
0.9
0.9
0.91
0.93
0.63
0.82
0.96
0.72
0.95
0.97
0.67
0.74
0.86
0.8
0.9
0.95
0.03
0.93

Precision
0.04
0.04
0.05
0.02
0.02
0.01
0.05
0.14
0.05
0.05
0.02
0.02
0.02
0.01
0.01
0.04
0.01
0.04

Recall
0.31
0.28
0.11
0.13
0.5
0.24
0.12
0.39
0.06
0.12
0.44
0.33
0.31
0.22
0.16
0.11
1
0.17

FPR
0.09
0.09
0.08
0.06
0.37
0.18
0.03
0.28
0.04
0.02
0.32
0.26
0.14
0.19
0.1
0.04
0.98
0.06

Specificity
0.91
0.91
0.92
0.94
0.63
0.82
0.97
0.72
0.96
0.98
0.68
0.74
0.86
0.81
0.9
0.96
0.02
0.94

on their morning commutes to work. The simplest reason behind this accident
could be that one of them simply was not paying attention to the road and were
distracted for whatever reason. A more complex series of reasons behind the
accident could be as follows: Person A did not have their morning coffee because
their significant other forgot to get it, leading to an argument, leading to Person
A being dreary from a lack of coffee and mentally strained from relationship issues. Furthermore, let us say Person B was staying up late into the night playing
video games and slept in, causing them to rush in the morning and forgetting
basic driving courtesies such as turn signals or fully stopping at stop signs.
The take away from the above scenario is that even the smallest influence
of some other event currently not under consideration, such as brake durability,
driver fatigue, age, psychological toll, etc., could be the final determining factor in accident occurrence. In cases of the model’s predictions, those accidents
are considered to be set in stone and as such the trends present are learned,
based off of the accidents and available variables. As such, when model prediction is performed, the model understands these same trends and variables.
However, in the case of actual predictions, those particular trends seen by the
model aren’t the only factors at work and may not even be the strongest factors
behind accidents. Thus, the applicability of our model’s predictions is limited by
the historical trends of accidents, as well as the currently available information
pertaining to accident occurrence.
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Limitations

The above brings to light the most severe limitation of this study: A lack of
data. The majority of the specific data for an accidents, such as the number of
individuals involved, the drivers’ ages, psychological profiles, intoxication levels,
the age and conditions of vehicles, etc. are not available for analysis in our area
of study, that being Chattanooga, Tennessee. Furthermore, with only three years
of accident data available for analysis, there is the possibility of an insufficient
amount of data to learn from. Due to the previously mentioned chaotically random nature of accidents, a significantly additional amount of data is needed for
a complete analysis of accident occurrence and cause.

6

Conclusion

Historically, negative sampling had been explored primarily in a natural language
processing based or numerical research environment. However, the creation and
usage of negative sampling is now being sought after in the research of traffic
patterns, accidents, and various smart city research questions [2],[3]. This paper
explored many different negative sampling techniques, many of which take into
account both temporal and spatial concerns that previous research into negative
sampling had not addressed. It was found that for the purposes of real world
accident prediction, fixing the Grid Block parameter and altering the Hour and
WeekDay variables produced the best result in predicting traffic accident records,
with 50% of traffic accidents being correctly labeled, and 63% of negative samples
correctly labeled. Thus, it can be stated for this application and data, that a
temporal shift with an even split between negatives and positives is the most
accurate route to correctly predict traffic accident records.
As future implementations of negative sampling are performed, more detailed
information would be added to the dataset as a whole following the footsteps
of [3]. Additionally, using variable importance scoring would likely provide additional insight into the more important and meaningful variables available for
analysis.
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Abstract. A lack of diversity and representativeness within training data causes
bias in the machine learning pipeline by influencing the performance of many
machine learning models to favor the majority of samples that are most similar.
It is necessary to have diverse and representative training data, especially for
application domains in which people of varying demographics will be impacted
by the outcomes produced by the machine learning model. Therefore, we
propose the use of Applications Quest (AQ), an algorithm originally used for
increasing diversity within college admissions to mitigate sample bias, as an
under-sampling technique to combat the challenge of non-diverse and nonrepresentative training data. AQ leverages the class distribution as well as the
features of each sample in the dataset during the sampling procedure. We compare
AQ with common under-sampling techniques such as random under-sampling,
Edited Nearest Neighbor (ENN), Tomek Links, and Instance Hardness Threshold
(IHT) on three imbalanced datasets: (1) Students’ Academic Performance; (2)
Pima Indians Diabetes; and (3) Online Shoppers’ Purchasing Intention. Results
indicate that applying AQ achieves comparable classification performance while
also maintaining diversity and representativeness within the majority class of the
datasets.
Keywords: Machine Learning· clustering· undersampling · bias

1

Introduction

It is important to have diverse and representative data, especially in domains, such
as healthcare, education, retail, and finance, where automated decisions made by
algorithms affect people’s lives significantly [15]. Having diverse and representative
data in these domains help to ensure that the machine learning models created to
provide a potentially life-altering decision will benefit patients, students, and customers
of varying demographics, not just a select few. In several application areas, obtaining
sufficiently large, diverse, and representative datasets are difficult [9]. The lack of
representative data influences how machine learning models are trained and their overall
conclusions that are reached. For instance, if medical datasets are mostly comprised
of data collected from the majority population (e.g., white individuals or negative
samples), these models may misdiagnose possible medical issues when applied to
minority groups and/or positive test cases [22]. Therefore, based on the limitations of
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the data that is gathered, it is difficult to ensure the integrity of the training process of
these machine learning models. However, there are several ways that attempt to address
the challenges associated with imbalanced dataset, including under-sampling majority
classes, over-sampling minority classes, or training separate models for different subpopulations.
To address a form of sample bias, such as class imbalance, in datasets various
sampling techniques are used to mitigate the disparity among the different subpopulations in the data. However, most common sampling techniques rely only on
the class information and do not take the features into account. We propose to use
Applications Quest (AQ), which was created for academic admissions to provide an
unbiased and holistic review, as an under-sampling technique. AQ not only selects
samples based on the class distribution, but also accounts for the features of the
samples. AQ is used to select samples from the majority class to maintain diverse and
representative instances to train four machine learning algorithms. The contributions of
our work are:
– Using AQ, an application originally designed for increasing diversity within college
admissions, as a sampling technique that accounts for both features and class labels
to select samples.
– Representativeness and diversity are considered and maintained when undersampling the majority class.
– AQ can be applied directly to the features through its own frequency-based
encoding as opposed to the one-hot encoding used for the other methods.

2

Related Works

A dataset is denoted as imbalanced when there are more instances of one class
compared to the instances of the others [4], [10]. According to [13], imbalanced data
degrade the learning algorithm’s performance significantly due to the small number of
samples for some of the classes in the data. This can lead to problematic outcomes as
machine learning tools continue to be integrated in our society.
To resolve this issue of imbalanced data, two primary solutions have been
developed: algorithmic and data level solutions [12]. Algorithmic solutions focus on
directly altering the classifier to remedy an algorithm’s bias that can be formed from
the imbalanced dataset. On the other hand, data-based solutions focus on altering the
given data by balancing the imbalanced dataset and/or removing instances that can
lead to ambiguity for the algorithm. Using algorithmic and data level solutions together
forms a hybrid solution [12]. Although these solutions exist, there are still challenges
with imbalanced data: handling multi-class imbalance and the relationship between the
classes, interpreting imbalanced big data, and imbalanced regression problems [12].
Although an imbalanced dataset has been shown to be biased, all biased datasets
are not necessarily imbalanced. There are different forms of biases that can take place
within the realm of machine learning, such as historical, prejudice, measurement,
representation, and several other types of bias [15], [19], [8]. There are a variety of
machine learning biases that exist and infringe upon the notion of fairness. Developers
must take into consideration the existence of these biases when applying machine
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learning techniques to particular datasets. This paper will focus on some common
under-sampling techniques that have been developed to mitigate selection bias through
data level manipulation.
2.1

Under-sampling Techniques

The following under-sampling techniques were chosen for comparison with
Application Quest: Random Under-sampling [16], Edited Nearest Neighbors [24],
Instance Hardness Threshold [13], and Tomek Links [21]. The random state parameter
for each under-sampling method was set to 42 to ensure sampling methods produced
the same outcomes if experiments needed to be reproduced. The explanation of each
method is as follows:
– Random Under-Sampling: Random Under-sampling: The most basic undersampling method which does not use any heuristics to balance the class distribution.
It eliminates a percentage of samples that belong to the majority class using an
uniform random selection.
– Edited Nearest Neighbor (ENN): This approach removes the samples which are
very distinct from their nearest neighbors. Following the k-nearest neighbor of each
instance, ENN computes how many of the neighbors have different labels than the
sample. If majority of instance i’s neighbor have different labels, then instance i
will be removed.
– Instance Hardness Threshold (IHT): The concept of Instance Hardness (IH) is
to measure the likelihood that a specific instance is misclassified [20]. For any
instance xi and its corresponding label yi in the feature space and a classifier h,
the p(yi |xi , h) computes the likelihood that mapping function h assigns the correct
yi label to sample xi .
F ((xi , yi )) = 1 − p(yi |xi , h)
(1)
IHT, as an under-sampling technique, removes the instances which are misclassified
frequently, which are instances that have the highest IH values.
– Tomek Links: According to Equation 2, samples i and j form a Tomek Link if there
is not a sample k with a smaller Euclidean distance to either of the i or j samples.
As an under-sampling technique, each two samples of the majority class that form
a Tomek Link are eliminated.
∀i, j, k

3

d(i, k) < d(i, j) ∨ d(j, k) < d(i, j)

(2)

Method

While the under-sampling techniques discussed in the previous section have address
the imbalance issue within datasets, there is still a gap in ensuring that the data
selected maintains the diversity and representativeness of the data. Therefore, we have
adopted an application called Applications Quest (AQ). AQ was originally created to
promote diversity within the academic admissions sphere while still retaining the level
of academic achievement typically selected from manual reviewers. We sought to use
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AQ as an under-sampling technique to address a similar issue within machine learning
regarding training data. AQ is described as, “a data mining and analysis software tool
that facilitates holistic review in admissions, school placement and academic support
programs” [7]. The key component behind this tool is its holistic comparison of
applicants. This same approach is applied to the datasets used within our experiments.
AQ accomplishes its holistic review task by measuring the difference between instances
based on features that are selected by the researcher. For example, each instance is
represented as a point in an N -dimensional space based on the number of features.
Numerical data is handled through normalization based upon the minimum value
and maximum value presented within the dataset for each feature. The difference is
then taken between these two values and is used as a scaling factor for that specific
feature, so when instances are being compared with one another their difference is
normalized by the scaling factor that was computed. Nominal data is also normalized
in the same manner; however, it is based upon an attribute’s frequency within the
dataset. Therefore, AQ is capable of handling both numerical and nominal data (without
encoding), weighing all factors evenly [5].
To ensure that the system can select a diverse population from the dataset, a
difference matrix is created by computing the Euclidean distance between instances
to compute their dissimilarity percentage (i.e., 0% indicates complete similarity,
100% indicates complete dissimilarity). The difference matrix conducts a pairwise
comparison, ensuring that all of the data points are fairly considered. Through the
use of this clustering method, it is able to achieve a holistic view of the dataset at
the cost of computation due to every data point being compared to one another. The
difference matrix allows for a clear explanation of what instances are closer or farther
apart from each other. The algorithm is then able to ensure holistic diversity from the
dataset to increase minority representation within the instance selection process to assist
in mitigating bias [7]. AQ uses a divisive clustering technique that is similar to the
bisecting k-means approach detailed in [11] which can also be viewed in Algorithm
1, to select instances that would be the most representative and diverse based on the
clusters that are formed from analyzing the difference matrix.
AQ uses a divisive cluster technique that employs the nominal population metric
[6] in a Euclidean distance measure. This is helpful in addressing the issue of
imbalanced data. This is done by further quantifying what values within the features are
lacking throughout the dataset and finding instances that include these lacking values.
Simultaneously, AQ is able to provide an overall representative view of all the instances
within a cluster after the construction of the difference matrix. AQ was used as an undersampling technique within the experiment detailed in this paper and was compared
to the techniques mentioned in Section 2.1. Each technique has its own methodology
behind how it determines the instances selected, with AQ utilizing the difference index
for its selection process. The work presented within this paper evaluates if further
investigation into the difference index used by AQ is warranted.
3.1

Combating Disadvantages

AQ does more than select instances to form the most representative and diverse subset
of the data available. This section will discuss how AQ is capable of addressing the
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Algorithm 1: Pseudocode that illustrates how AQ creates clusters.

1

2

3
4
5

6

7
8

9
10

11

12

Input: Difference matrix table of pairwise comparisons
Output: Specified clusters containing the applications IDs and a percentage of the
applications difference
Function createClusters(differenceMatrixTable):
// select the 2 most different applications from the
DifferenceMatrix, applications i and j
i, j = selectDifferent(differenceMatrixTable)
// form clusters around the selected applications
while number of clusters has not been met
do
select an application, x
// compare application x to the 2 selected
applications, i and j
if x is closer to i than j then
// x joins clusteri
addToCluster(x,i)
else
// x joins clusterj
addToCluster(x,j)
while all applications not in a cluster
// select the cluster with the highest intracluster
difference, i.e., cluster A
clusterMaxDifference = findClusterMaxDifference()
// select the 2 most different applications, i and j,
from cluster A
i, j = selectDifferent(clusterMaxDifference)

disadvantages associated with the under-sampling techniques that were discussed in
Section 2.1. Starting with random under-sampling, this method does not take advantage
of any heuristics to balance the class distribution and the results obtained from this
method can vary unless prior action is taken by the implementer (i.e., fix random seed)
[16]. This is not the case with AQ as a deterministic method. While Tomek Links
only consider data points that are nearby (i.e., small Euclidean distances) [21], AQ
considers all data points as possible training samples. Edited Nearest Neighbor (ENN)
can suffer from noisy attributes and outliers (shared disadvantage with Tomek Links)
and the k parameter needs to be tuned beforehand [24], [21]. For AQ, the parameters
that require modification by the researcher consists of all the necessary work needed to
run the system. Therefore, one only needs to select the attributes used for clustering,
define the attribute types as either nominal, numerical, or decimal and select how many
instances they would like returned. Additionally, because of the clustering technique
that is utilized, noisy data does not have a significant impact on the results as the most
representative instance within the cluster is recommended from AQ. Instance Hardness
Threshold (IHT), removes outliers from the data which can impact the diversity of
the dataset as this can result in the removal of instances in the minority class as well
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[13]. In contrast, AQ considers all data points as possible training samples and does
not automatically remove outliers. AQ tries to maintain observations that are most
dissimilar to ensure a more diverse subsample. Outliers are accounted for by AQ
through the clustering processes and the most representative instance is selected out
of all the other instances while considering the diversity of the dataset.

4

Experiments

In this section, the datasets, experimental setup, and evaluation metrics are presented.
Experiments were conducted on a supercomputer, which operates on the Linux
operating system, with 2GHz CPUs and 128 GB memory. The supercomputer is hosted
by the university of the authors.
4.1

Datasets

We used the following publicly available datasets from the educational, medical, and
retail domains: Students’ Academic Performance, Pima Indians Diabetes, and Online
Shoppers’ Purchasing Intention. The datasets range from small to large based on the
number of instances. Additionally, datasets were chosen to investigate the performance
of the under-sampling methods for varying numbers of nominal and numerical variables
of the datasets. The Pima Indian Diabetes was only numerical while the Student’s
Academic Performance (75% nominal and 25% numerical) and Online Shopper’s (39%
nominal and 61%) were mixed with both numerical and nominal features.
4.2

Procedure

Fig. 1: Overview of the procedure: First, the dataset is split using stratified k-fold
cross validation. The training folds are passed to the under-sampling methods to select
instances used to train the model. The trained model is used to classify the samples in
the hold out fold, and quantitative metrics (AUC, AP) are computed.
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The overall procedure is shown in Figure 1. After completing preprocessing
steps, a stratified 10-fold cross validation was used to avoid over-fitting and maintain
distributions of classes across folds. For consistency, the number of instances for undersampling is computed by taking the difference ratio between majority and minority
counts, which is the actual difference over the total number of samples. If we consider
the majority and minority classes M and N , respectively. The maximum difference
ratio will be computed using Equation 3. Then, sampling ratios (see Table 1) multiplied
by the number of samples for each dataset are used to compute the number of instances
for each under-sampling methods. The under-sampled instances are used as training
data to fit the following classifiers:
– k-nearest neighbor (KNN): The k parameter was tuned and chosen from the range
1 to 21. The k that resulted in the highest accuracy was chosen as the model for
each dataset.
– Decision Tree: The splitting measure criterion was chosen from Gini Index and
Information Gain. Final results presented in the paper used the Gini Index as the
splitting measure.
– Logistic regression (LR)
– Support Vector Machine (SVM): The kernel function was chosen from Linear,
Polynomial, Radial Basis Function (RBF), and Sigmoid. The results presented in
the paper are those from using RBF.

dif f erenceratio =

|M | − |N |
|M |

(3)

Table 1: This table shows the under-sampling ratio set for each dataset. The set of undersampling ratio are six evenly spaced partitions from 0 to the corresponding difference
ratio, computed by Equation 3, of the specified dataset which is truncated to two decimal
places.
Dataset
Students’ Performance
Pima Indians Diabetes
Online Shoppers’ Intention

4.3

Undersampling ratio
[0.11,0.21,0.32,0.43,0.53,0.64]
[0.08,0.15,0.23,0.31,0.39,0.46]
[0.14,0.27,0.41,0.54,0.68,0.82]

Evaluation Metrics

According to [1], predictive accuracy could be misleading in the case of imbalanced
data. Therefore, the performance of each classifier has been assessed using Area Under
Curve for Receiver’s Operating Characteristics (AUC) and Average Precision (AP). The
average AUC and AP with 1-standard deviation are reported over the 10 folds.
Within the field of machine learning, there are limited metrics for quantifying
diversity of data. As a result, some researchers have relied on one or two-dimensional
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displays, such as histograms, parallel sets [2], heatmaps [18], or Whittaker plots [23], to
visualize and assess diversity of their data. However, interpretability of these plots may
suffer as the dimensionality of the features increase. Other researchers have adapted
two ecological measures for describing diversity or variability of species: richness and
evenness [14]. For this research, it was decided to report the eveness measure for all
experiments.
The evenness measure is used to quantify how diverse the sampled dataset is
compared to the full dataset. The evenness measure is a variant of Shannon’s entropy,
given in Equation 4, which is used in ecology to measure diversity, as well as in
information theory to quantify the amount of information or uncertainty in a variable’s
possible outcomes. Shannon’s entropy is summation of the probabilities of each unique
attribute value xi , where S is the number of unique values within the feature/variable,
multiplied with logarithmic of the probabilities. The variant was created by normalizing
the Shannon index by the most possible maximum value displayed in Equation 5,
which is the logarithmic of the number of unique values, S, within the feature/variable.
The evenness measure, shown in Equation 6, is produced by dividing Equation 4 by
Equation 5. This concept was also used to create a diversity map representation to
visualize the diversity of datasets to ensure that all attributes are considered equally
[17]. However, due to the inaccessibility of the Diversity Map representation tool, it
was decided to use the evenness measure, since it was the foundation of visualizing
diversity [17].
H(X) = −

S
X

p(xi )logp(xi )

(4)

S
X
1
1
log( ) = log(S)
S
S
i=1

(5)

i=1

Hmax (X) = −

S

HE (X) =

5

H(X)
1 X
=−
p(xi )logp(xi )
Hmax (X)
log(S) i=1

(6)

Results & Discussion

The results from the experiments will be discussed in the subsequent subsections.
Due to space constraint, the entire results are only shown for the Online Shoppers’
Purchasing Intention dataset to show how well each under-sampling technique performs
with a large dataset as well as when the number of numerical and nominal variables
are nearly equally distributed. Additionally, only the results from the splitting measure
Gini Index for the Decision Tree classifier are reported since it achieved the best
performance.
5.1

Overall Performance

Table 2 shows the results after under-sampling the majority class of the Students’
Academic Performance dataset by 53% with each under-sampling technique. At this
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point, the data is closely balanced between the minority and majority classes. It is
shown that AQ outperforms the other under-sampling methods for 2 of the 4 classifiers
(i.e., Logistic Regression, Decision Tree). When using the KNN classifier, AQ and
ENN performed equally with the highest average AUCs and APs. In contrast, AQ is
outperformed by Tomek Links and slightly outperformed by IHT when using the SVM
classifier.

Table 2: Average AUCs & APs for Students’ Academic Performance dataset: majoriy
class under-sampled at 53%
AUC
Random 0.93 ± 0.05
AQ
0.96 ± 0.04
LR
ENN
0.94 ± 0.07
IHT
0.95 ± 0.06
Tomek 0.94 ± 0.06
Baseline 0.93 ± 0.05
Random 0.86 ± 0.06
AQ
0.91 ± 0.06
Decision Tree ENN
0.83 ± 0.12
IHT
0.82 ± 0.10
Tomek 0.85 ± 0.04
Baseline 0.80 ± 0.09
Random 0.91 ± 0.07
AQ
0.92 ± 0.06
KNN
ENN
0.92 ± 0.07
IHT
0.90 ± 0.07
Tomek 0.91 ± 0.07
Baseline 0.91 ± 0.08
Random 0.73 ± 0.23
AQ
0.85 ± 0.20
SVM
ENN
0.66 ± 0.27
IHT
0.86 ± 0.19
Tomek 0.90 ± 0.08
Baseline 0.72 ± 0.30
bold - highest value(s)
underline - 2nd highest value(s)

AP
0.84 ± 0.15
0.90 ± 0.12
0.86 ± 0.19
0.88 ± 0.17
0.84 ± 0.18
0.84 ± 0.16
0.68 ± 0.14
0.78 ± 0.12
0.61 ± 0.20
0.56 ± 0.17
0.64 ± 0.10
0.58 ± 0.13
0.79 ± 0.19
0.80 ± 0.19
0.80 ± 0.18
0.72 ± 0.20
0.80 ± 0.19
0.79 ± 0.20
0.56 ± 0.29
0.76 ± 0.24
0.52 ± 0.29
0.75 ± 0.25
0.77 ± 0.17
0.62 ± 0.30

Table 3 displays the average AUC and AP after applying each under-sampling
technique to the majority class of Pima Indian Diabetes dataset at an under-sampled
rate of 46%. The average AUCs are close in value among the under-sampling techniques
for the Logistic Regression and KNN classifiers. When using the KNN classifier, the
APs from using the under-sampling techniques are much higher than that resulting
from using the full dataset. Using Decision Tree, ENN and IHT outperform the
other techniques, including AQ. Similarly, IHT outperforms all other under-sampling
techniques. This is also true for the APs.
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Table 3: Average AUCs & APs for Pima Indian Diabetes dataset: majority class undersampled at 46%
AUC
Random 0.82 ± 0.04
AQ
0.82 ± 0.04
ENN
0.83 ± 0.04
LR
IHT
0.82 ± 0.05
Tomek 0.83 ± 0.04
Baseline 0.83 ± 0.04
Random 0.66 ± 0.05
AQ
0.69 ± 0.06
Decision Tree ENN
0.72 ± 0.04
IHT
0.72 ± 0.05
Tomek 0.70 ± 0.07
Baseline 0.67 ± 0.07
Random 0.79 ± 0.06
AQ
0.79 ± 0.07
KNN
ENN
0.78 ± 0.05
IHT
0.79 ± 0.06
Tomek 0.80 ± 0.06
Baseline 0.80 ± 0.06
Random 0.49 ± 0.20
AQ
0.48 ± 0.14
SVM
ENN
0.50 ± 0.12
IHT
0.59 0.16
Tomek 0.49 ± 0.16
Baseline 0.48 ± 0.14
bold - highest value(s)
underline - 2nd highest value(s)

AP
0.72 ± 0.06
0.72 ± 0.07
0.73 ± 0.05
0.72 ± 0.07
0.73 ± 0.07
0.73 ± 0.07
0.46 ± 0.05
0.49 ± 0.06
0.51 ± 0.04
0.50 ± 0.04
0.51 ± 0.08
0.48 ± 0.07
0.46 ± 0.05
0.66 ± 0.08
0.64 ± 0.06
0.66 ± 0.06
0.67 ± 0.07
0.68 ± 0.07
0.43 ± 0.16
0.42 ± 0.13
0.45 ± 0.12
0.52 ± 0.13
0.42 ± 0.14
0.41 ± 0.12

The AUCs and APs after applying each under-sampling techniques to the Online
Shoppers’ Purchasing Intention dataset are shown in Tables 4 and 5. AQ slightly
underperforms in comparison to the other under-sampling techniques. For 3 of the 4
classifiers, using IHT has the best performance. The average AUCs resulted from using
AQ is lower in comparison to IHT and ENN when using Decision Tree for the first 3
sampling percentages, but the APs are higher for 5 of the 6 sampling percentages. This
highlights two things: 1) AUC is not indicative of AP and 2) maintaining distribution,
or diversity, of the majority class during under-sampling does not impair performance
but rather offers increased performance for the minority class of an imbalanced dataset.
Overall, it was been shown that AQ is comparable to the baselines and other undersampling methods. However, AQ performed worse with the Pima Indian Diabetes
dataset, which had only numerical features. We hypothesize that AQ may have
performed worse with this dataset because the numerical features were not normalized,
which may have impacted the outcomes from the Euclidean dissimilarity equation.
However, the categorical features within the other datasets were normalized between
0 and 1. However, after conducting a parametric test, or t-test, it was found for
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Table 4: Average AUCs for Online Shoppers’ Purchasing Intention dataset
14%
0.87 ± 0.06
0.89 ± 0.05
0.88 ± 0.06
0.90 ± 0.06
0.88 ± 0.06
0.86 ± 0.05
0.71 ± 0.05
0.74 ± 0.04
0.76 ± 0.05
0.80 ± 0.05
0.72 ± 0.05
0.71 ± 0.06
0.63 ± 0.12
0.80 ± 0.06
0.81 ± 0.06
0.80 ± 0.06
0.81 ± 0.06
0.80 ± 0.06
0.80 ± 0.06
0.53 ± 0.17
0.54 ± 0.21
0.53 ± 0.16
0.62 ± 0.15
0.46 ± 0.23
0.47 ± 0.10

Random
AQ
ENN
LR
IHT
Tomek
Baseline
Random
AQ
ENN
Decision Tree
IHT
Tomek
Baseline
Baseline
Random
AQ
KNN
ENN
IHT
Tomek
Baseline
Random
AQ
ENN
SVM
IHT
Tomek
Baseline
bold - highest value(s)
underline - 2nd highest value(s)

27%
0.88 ± 0.06
0.88 ± 0.05
0.88 ± 0.06
0.90 ± 0.05
0.88 ± 0.06

Sampling %
41%
54%
0.88 ± 0.06 0.89 ± 0.05
0.88 ± 0.06 0.89 ± 0.06
0.88 ± 0.06 0.88 ± 0.06
0.91 ± 0.05 0.90 ± 0.05
0.88 ± 0.06 0.88 ± 0.06

68%
0.89 ± 0.05
0.89 ± 0.05
0.88 ± 0.06
0.90 ± 0.05
0.88 ± 0.06

82%
0.88 ± 0.06
0.89 ± 0.05
0.88 ± 0.06
0.90 ± 0.06
0.88 ± 0.06

0.71 ± 0.04
0.74 ± 0.05
0.76 ± 0.05
0.81 ± 0.06
0.72 ± 0.05

0.73 ± 0.05
0.75 ± 0.06
0.76 ± 0.05
0.82 ± 0.09
0.72 ± 0.05

0.73 ± 0.05
0.76 ± 0.05
0.76 ± 0.05
0.81 ± 0.11
0.72 ± 0.05

0.75 ± 0.05
0.78 ± 0.06
0.76 ± 0.05
0.78 ± 0.13
0.72 ± 0.05

0.75 ± 0.07
0.78 ± 0.07
0.76 ± 0.05
0.77 ± 0.14
0.72 ± 0.05

0.64 ± 0.12
0.80 ± 0.06
0.81 ± 0.06
0.80 ± 0.06
0.80 ± 0.06
0.80 ± 0.06

0.64 ± 0.12
0.80 ± 0.06
0.80 ± 0.06
0.80 ± 0.06
0.80 ± 0.06
0.80 ± 0.06

0.64 ± 0.12
0.80 ± 0.06
0.80 ± 0.06
0.80 ± 0.06
0.79 ± 0.06
0.80 ± 0.06

0.64 ± 0.12
0.80 ± 0.06
0.79 ± 0.06
0.80 ± 0.06
0.78 ± 0.06
0.80 ± 0.06

0.64 ± 0.12
0.79 ± 0.06
0.78 ± 0.06
0.80 ± 0.06
0.76 ± 0.06
0.80 ± 0.06

0.52 ± 0.18
0.41 ± 0.15
0.53 ± 0.16
0.65 ± 0.19
0.46 ± 0.23

0.46 ± 0.14
0.44 ± 0.17
0.53 ± 0.16
0.67 ± 0.20
0.46 ± 0.23

0.50 ± 0.15
0.47 ± 0.14
0.53 ± 0.16
0.75 ± 0.17
0.46 ± 0.23

0.54 ± 0.12
0.60 ± 0.15
0.53 ± 0.16
0.70 ± 0.18
0.46 ± 0.23

0.61 ± 0.16
0.54 ± 0.17
0.53 ± 0.16
0.68 ± 0.16
0.46 ± 0.23

each dataset that there were no statistical difference (p > 0.05) between AQ and
the other under-sampling techniques across the 10 folds for both the AUC and AP.
Additionally, many of these other under-sampling techniques are designed to remove
outliers or instances that are difficult to accurately classify. However, AQ seeks to
maintain the diversity of data, which possibly results in these outliers being selected,
while improving performance. Therefore, these other techniques may not be feasible in
situations where outliers or difficult-to-classify instances need to be kept because the
purpose is to achieve high performance for these type of instances.
5.2

Diversity Evaluation

In addition to AQ having comparable performance, it also validated that considering
the most representative samples of the diverse subset of the majority class does not
impair performance, which is crucial to certain domains that need the data to be
diverse and/or representative. This is also extremely important as one of the criticism
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Table 5: APs for Online Shoppers’ Purchasing Intention dataset
14%
0.63 ± 0.12
0.65 ± 0.10
0.65 ± 0.12
0.66 ± 0.13
0.64 ± 0.12
0.62 ± 0.11
0.35 ± 0.09
0.51 ± 0.07
0.41 ± 0.12
0.43 ± 0.12
0.36 ± 0.09
0.35 ± 0.10
0.46 ± 0.09
0.48 ± 0.09
0.44 ± 0.09
0.46 ± 0.09
0.46 ± 0.09
0.46 ± 0.09
0.25 ± 0.13
0.22 ± 0.10
0.20 ± 0.08
0.31 ± 0.13
0.19 ± 0.10
0.17 ± 0.04

Random
AQ
ENN
LR
IHT
Tomek
Baseline
Random
AQ
ENN
Decision Tree
IHT
Tomek
Baseline
Random
AQ
ENN
KNN
IHT
Tomek
Baseline
Random
AQ
ENN
SVM
IHT
Tomek
Baseline
bold - highest value(s)
underline - 2nd highest value(s)

27%
0.64 ± 0.12
0.64 ± 0.11
0.65 ± 0.12
0.67 ± 0.12
0.64 ± 0.12

Sampling %
41%
54%
0.64 ± 0.12 0.64 ± 0.12
0.65 ± 0.12 0.65 ± 0.12
0.65 ± 0.12 0.65 ± 0.12
0.67 ± 0.12 0.66 ± 0.12
0.64 ± 0.12 0.64 ± 0.12

68%
0.64 ± 0.12
0.66 ± 0.12
0.65 ± 0.12
0.66 ± 0.12
0.64 ± 0.12

82%
0.64 ± 0.12
0.66 ± 0.11
0.65 ± 0.12
0.66 ± 0.13
0.64 ± 0.12

0.34 ± 0.09
0.49 ± 0.09
0.41 ± 0.12
0.42 ± 0.14
0.36 ± 0.09

0.36 ± 0.11
0.47 ± 0.12
0.41 ± 0.12
0.42 ± 0.18
0.36 ± 0.09

0.35 ± 0.10
0.45 ± 0.10
0.41 ± 0.12
0.41 ± 0.20
0.36 ± 0.09

0.37 ± 0.12
0.44 ± 0.15
0.41 ± 0.12
0.38 ± 0.21
0.36 ± 0.09

0.36 ± 0.14
0.40 ± 0.15
0.41 ± 0.12
0.37 ± 0.19
0.36 ± 0.09

0.46 ± 0.09
0.48 ± 0.09
0.44 ± 0.09
0.44 ± 0.08
0.46 ± 0.09

0.46 ± 0.09
0.47 ± 0.08
0.44 ± 0.09
0.42 ± 0.08
0.46 ± 0.09

0.45 ± 0.09
0.46 ± 0.08
0.44 ± 0.09
0.39 ± 0.08
0.46 ± 0.09

0.44 ± 0.08
0.44 ± 0.09
0.44 ± 0.09
0.35 ± 0.07
0.46 ± 0.09

0.41 ± 0.08
0.41 ± 0.08
0.44 ± 0.09
0.32 ± 0.06
0.46 ± 0.09

0.20 ± 0.07
0.15 ± 0.05
0.20 ± 0.08
0.32 ± 0.14
0.19 ± 0.10

0.17 ± 0.06
0.18 ± 0.09
0.20 ± 0.08
0.39 ± 0.19
0.19 ± 0.10

0.18 ± 0.06
0.18 ± 0.06
0.20 ± 0.08
0.43 ± 0.22
0.19 ± 0.10

0.22 ± 0.07
0.25 ± 0.11
0.20 ± 0.08
0.43 ± 0.20
0.19 ± 0.10

0.24 ± 0.09
0.24 ± 0.15
0.20 ± 0.08
0.43 ± 0.20
0.19 ± 0.10

of under-sampling techniques is the loss of information because observations are being
removed in the process. When under-sampling, it is important that the distribution of
the majority class is maintained to avoid misrepresenting the majority class. Therefore,
under-sampling should not be simplified to only removing outliers or noisy instances.
Removing outliers within the majority class is asserting the same issue as when the
minority class is not adequately represented in the model leading to its misclassification.
The average evenness measure was computed for each dataset for before and after
under-sampling the majority class of each dataset. The evenness measure is computed
for each feature and then averaged to return an overall value for the under-sampled data.
Results are displayed in Table 6.
For the Students’ Academic Performance dataset, AQ was outperformed by
the other under-sampling techniques with statistical tests indicating that there were
significant differences (p < 0.05) between AQ and ENN and AQ and random undersampling. In addition, both ENN and random under-sampling had the highest average
evenness measures for 4 out of the 6 sampling percentages. However, statistical tests
indicated that at higher sampling percentages there was no statistical difference (p
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Table 6: Average evenness measure of the majority class for each dataset
Student
11%
21%
32%
43%
53%
64%
Random 0.882 ± 0.003 0.882 ± 0.002 0.885 ± 0.002 0.886 ± 0.002 0.885 ± 0.002 0.879 ± 0.003
AQ
0.871 ± 0.002 0.876 ± 0.002 0.878 ± 0.003 0.879 ± 0.003 0.879 ± 0.003 0.878 ± 0.003
ENN
0.882 ± 0.003 0.882 ± 0.003 0.882 ± 0.003 0.882 ± 0.003 0.882 ± 0.003 0.882 ± 0.003
IHT
0.881 ± 0.002 0.881 ± 0.002 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.004
Tomek 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.003 0.881 ± 0.003
Baseline: 0.86 ± 0.005
Diabetes
8%
15%
23%
31%
39%
46%
Random 0.867 ± 0.002 0.867 ± 0.002 0.869 ± 0.002 0.869 ± 0.002 0.870 ± 0.002 0.871 ± 0.002
AQ
0.869 ± 0.001 0.871 ± 0.002 0.875 ± 0.002 0.878 ± 0.002 0.882 ± 0.003 0.886 ± 0.002
ENN
0.875 ± 0.002 0.875± 0.002 0.875 ± 0.002 0.875 ± 0.002 0.875 ± 0.002 0.875 ± 0.002
IHT
0.865 ± 0.002 0.865 ± 0.002 0.866 ± 0.002 0.866 ± 0.001 0.867 ± 0.001 0.867 ± 0.002
Tomek 0.867 ± 0.002 0.867 ± 0.002 0.867 ± 0.002 0.867 ± 0.002 0.867 ± 0.002 0.867 ± 0.002
Baseline: 0.87 ± 0.001
Shoppers
14%
27%
41%
54%
68%
82%
Random 0.493 ± 0.003 0.497 ± 0.002 0.501 ± 0.002 0.507 ± 0.002 0.517 ± 0.002 0.532 ± 0.001
AQ
0.583 ± 0.001 0.593 ± 0.004 0.601 ± 0.001 0.607 ± 0.001 0.612 ± 0.002 0.617 ± 0.002
ENN
0.481 ± 0.003 0.481 ± 0.003 0.481 ± 0.003 0.481 ± 0.003 0.481 ± 0.003 0.481 ± 0.003
0.479 ± 0.003 0.470 ± 0.003 0.462 ± 0.004 0.456 ± 0.003 0.455 ± 0.003 0.466 ± 0.007
IHT
Tomek 0.487 ± 0.003 0.487 ± 0.003 0.487 ± 0.003 0.487 ± 0.003 0.487 ± 0.003 0.487 ± 0.003
Baseline: 0.57 ± 0.004
**bold - highest value(s) *underline - 2nd highest value(s)

> 0.05) between AQ and IHT and between AQ and Tomek Links. Additionally, the
evenness measure is dependent on the number of unique values in a feature. Therefore,
since AQ seeks to obtain the most diverse and representative sub-sample of the data, it is
possible that it may have more unique values in comparison to the other under-sampling
techniques, resulting in a lower evenness measures for this particular dataset.
In contrast, AQ outperformed the other under-sampling methods for 4 out of the 6
sampling percentages for the Pima Indian Diabetes dataset. In addition, it was found that
there was a significant statistical difference (p < 0.05) between the evenness measures
of AQ and those of the other methods, except for ENN at a 23% sampling percentage.
This indicates that for this particular dataset, AQ was able to maintain the diversity of
the full dataset while having comparable performance, which was discussed previously.
It is also shown that AQ had the highest average evenness measure in comparison
to the other under-sampling methods and the baseline (i.e., full dataset) for the
Online Shoppers’ Purchasing Intention dataset. There was also a significant statistical
difference (p < 0.05). This is also a possible indication that AQ adequately represents
the majority class. AQ was designed to find the most diverse, but also most
representative, sub-samples of the original data. Therefore, it is understandable that
the evenness measures of the data under-sampled by AQ would be higher than other
under-sampling techniques for this dataset. IHT, ENN, and Tomek Links are designed
to keep instances that are closest to each other and to remove observations that are
considered to be outliers or are most frequently misclassified. In contrast, AQ seeks to
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maintain diversity and representation of the data and, therefore, keeps what the other
under-sampling techniques consider to be noisy observations or outliers.
This research indicates that maintaining diversity and representation of the majority
class of a dataset during under-sampling does not hinder a model’s performance. This
is particularly important for domains that utilizes machine learning to solve and address
serious issues in which maintaining the diversity and representation of the data is vital
to the overall usefulness and adoption of the technology.

6

Conclusion & Future Work

In this work, we presented AQ, an algorithm originally used for addressing bias
in college admission [7], to address bias in training data in machine learning. AQ
selects representative and diverse samples from the majority class to mitigate potential
biases within each imbalanced dataset. Our approach achieves comparable performance
against existing under-sampling approaches while also maintaining diversity within the
majority class as shown through our quantitative evaluations. From our results, it is
shown that AQ improves class imbalance while mitigating potential bias by choosing
the most representative and diverse subset of the majority class. However, this claim
will need to be further validated with more datasets.
Limitations of this study are the number of datasets used and the computational
costs associated with AQ due to pairwise comparisons. Future work includes
running experiments on multi-class datasets from other domains such as security and
parallelizing AQ to improve computational efficiency when used with large datasets.
Another interesting direction would be to evaluate each under-sampling technique in
conjunction with over-sampling approaches such as synthetic minority over-sampling
technique (SMOTE) [3]. However, one must consider bias(es) in a dataset due to
missing groups because over-sampling and under-sampling techniques are constrained
to the data distribution. Lastly, more quantitative evaluation metrics are needed to
quantify diversity within a dataset.
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Abstract. While advances in deep learning have dramatically improved
the recognition accuracy of images and speech, two issues remain unsolved in machine learning.: the models are black-boxed, and there are
vulnerabilities such as adversarial examples that intentionally falsify
model predictions by adding perturbations to the input. In order for
a machine learning model to be implemented in society, it must have a
structure that can explain the process of prediction, and it must be robust against adversarial attacks. In this study, we proposed a method for
extracting common features in a cluster of CNNs, by combining AXAI,
and clustering methods. As a result, application to the ‘airplane’ class of
CIFAR10, we found that the CNNs contribute to the output not only the
airplane itself but also the blue of the sky and the size and orientation
of the objects. Based on the ﬁndings of our approach, we propose an
explainable and robust model structure as future work.
Keywords: Deep Learning · Convolutional Neural Networks · Image
classiﬁcation · Robustness.

1

Introduction

Machine learning performs regression and classiﬁcation by learning the trends
and characteristics of data from a large amount of data and tuning its own parameters. Furthermore, advances in deep learning have succeeded in increasing
the number of layers of neural networks, and the recognition accuracy of media data such as images, speech, and text has been dramatically improved. In
particular, convolutional neural networks (CNNs) are suitable for image classiﬁcation and recognition, and the convolutional and pooling processes embedded
in them contribute to eﬀectively extract features of input images[10][15][17][27].
The development of object recognition technology has led to research on its application to self-driving cars, and the social implementation of machine learning
is advancing[6].
On the other hand, the state-of-the-art model still has two unsolved problems.
One is that it is vulnerable to adversarial examples[4][8][16][20], which are data
that intentionally deceive the prediction results of machine learning models by
perturbing the input samples. Figure 1 shows the results of generating adversarial examples by applying perturbations to the ship image in CIFAR10. The
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Fig. 1. Comparison of diﬀerent adversarial methods. (A) Original image with correct
class of ship in CIFAR10. (B) Fast Gradient Sign Method[8], (C) Projected Gradient
Descent[19], (D) DeepFool[20], and (E) adversarial examples generated by Jacobian
based Saliency Map Attacks[21].

example generated by applying PGD[19] was misclassiﬁed as airplane by the
model with a high prediction probability of 93.57%. In addition, JSMA[21] employs an L1 constraint that limits the number of pixels changed in the image,
and it successfully deceives the model’s prediction by a small perturbation that
can be seen as noise. In these adversarial attacks, the perturbations are designed
so that the visual change is small in comparison with the original image. Therefore, we should guarantee safety of image recognization by avoiding the misuse
of these data in the world where machine learning models are implemented in
society. Although many defensive methods have been proposed in previous researches to acquire robustness against adversarial examples[22][31], no eﬀective
method has been found in terms of generality against unknown adversarial attacks and necessity of retraining.
The second issue is that the decision-making process for machine learning model
predictions is black-boxed. This makes it diﬃcult to explain the basis for inference and to interpret the results[7][11][12]. As in the case of adversarial examples, it is necessary to ensure the safety of the inference results by the models
when considering social implementation. Understanding black-boxed inference
processes and defending against adversarial examples are also related, since they
can clarify the causes of the emergence of special data such as adversarial examples. Previous studies have attempted to identify the inference basis of machine
learning models by using approaches such as visualizing model weights and generating heat maps for input images[18][23][24].
The ultimate goal of this research is for a machine learning model to acquire
robustness to adversarial examples and to have an explainable decision-making
process. In order to achieve this goal, the most necessary thing is to understand what features in the training data the model acquires and what features
in each class are used as the basis for typical examples. In particular, we argue
for novelty in ﬁnding the commonality of the entire training data, rather than
individual image samples, as to what parts of the images are the basis for the
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Fig. 2. Processing steps of AXAI[23] and the results of applying them to the horse in
CIFAR10. (A) Adversarial examples obtained by repeatedly adding perturbations to
the input image using PGD. (B) Histogram of the magnitude of the added perturbations
(left) and the diﬀerence from the input image (right). The red lines on the histogram
indicate the lower 15% and upper 15% positions. (C) Result of segmentation of the
input image. (D) Explanatory rationale of the model for the input image by the segment
with the highest number of large perturbations among the segments.

CNNs to recognize image classes.
The remainder of this paper is organized as follows: The related work is discussed
in Section2. In Section3, we introduce adversarial examples and propose a global
explanation method using them. In Section 4, we apply the methods proposed
in Section 3 to a subset of the CIFAR10 dataset to extract features of interest
to CNNs. Finally, Section 5 we discuss the experimental results, conclude this
work and also provide future works.

2

Related Work

There have been many previous studies on explaining the inference basis of machine learning models. They are classiﬁed into two categories: local explanatory
methods, which extract features that contribute to the prediction results of the
model to be explained in the input samples, and global explanatory methods,
which approximate the model to be explained with a simple model that can
explain the behavior of the model itself.
LIME[24] is an approach to extract evidence that contributes to the predicted
results from the input sample and the model to be explained. LIME generates a
linear regression model that can be easily explained using a pair of sampling and
model predictions in the neighborhood of the input sample as supervisory data.
SHAP [18] is a similar approach to LIME, but provides an ideal explanation of
the variables in the linear regression model by solving for the Shapley Value in
game theory. The basic idea of Anchors [25] is to extract a limited number of
suﬃcient features to predict a given input sample. Inﬂuence [14] is a method to
identify the degree of the inﬂuence of some image data on the prediction results
by observing the contribution of its lack in training. ProtoPNet [5] follows the
same strategy as Inﬂuence, looking for similarities with known training data for
each patch in the input image. The basic idea of TCAV[13] is to identify the concepts that contribute to the prediction of the model. It learns a linear regression
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model that classiﬁes characteristic and random images, called concepts. It uses
concept vectors, which measure the similarity between the input samples and
the concept vectors. BagNets-33[3] is a model that repeatedly predicts the local
features of the input image and makes the ﬁnal prediction based on their union.
Since their proposed model predicts each local feature, it is possible to identify
the contributing patches in the image. The gradient-based highlighting method
has also been proposed as an explanatory approach for image recognition using
deep learning. In the highlighting method, the features that contribute to the
recognition are varied minutely, and the focus of the model is visualized by the
degree of inﬂuence on the output[1][26][28][29][30].
In this study, we use the adversarial explaining AI (AXAI) proposed by Rahnama et al[23]. to extract features in the input image that contribute to the
ﬁnal prediction of the machine learning model. AXAI uses adversarial attacks
to add perturbations iteratively to the input images, and extracts the segments
that are highly aﬀected by the perturbations as explanations for the model predictions. Figure 2 shows the process of identifying the features that contribute
to the prediction of the model by AXAI for the horse in CIFAR10. In (A), we
performed adversarial attacks, and in (B), we generated a histogram by the size
of the perturbation added. In (C), segmentation was performed, and in (D), the
segment with the highest percentage of high-impact pixels was extracted as the
segment that explains the prediction results of the model.
The global feature approach is to explain a complex machine learning model by
approximating it with an interpretable model. The core of Born again trees[2]
is the approximation of complex explanatory models by decision trees. The decision trees are trained by assigning predictive labels to the training data of the
explanatory model as supervisory data. In addition, defrag trees[9] proposes a
method to approximate the explanatory model with multiple rules of ensemble
of decision trees such as Random forest.

3

Proposed Method

Our approach consists of three components: a sample selection of the data
set, a visualization method of the model’s decision rationale, and a clustering
method(Fig. 3). The core of our approach is to ﬁnd clusters of the features of
the samples extracted by the local explanation method. It presents the features
common to the clusters as a basis for the model to infer its correct answer class.
By clarifying the basis for the model’s decision obtained by this method, we
aim to improve the model structure and learning rules that make it diﬃcult for
adversarial attacks to succeed.
3.1

Adversarial Examples

Given a classiﬁer f : Rd → RK that performs K-class classiﬁcation, input data
x ∈ Rd (image data in this paper), and correct class t, adversarial examples are
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Fig. 3. Proposed method for extracting the rationale for class-speciﬁc decisions. (A) A
laundering step to extract only samples with high model prediction probability from
training or test datasets. (B) Extracting the rationale for the input samples in segments
using AXAI. (C) Input the extracted segments into CNNs and classify the resulting
feature maps using hierarchical clustering. Calculate the mean, median, maximum, and
minimum values for the predicted probability of the segment for each visualized cluster.

generated by f (x) ̸= f (x + δ), where δ ∈ Rd is a perturbation to input x. For
practical use, the perturbation δ is obtained by solving the optimization problem
expressed as
max L(f (x + δ), t),
(1)
δ

where L is a loss function, e.g., the cross-entropy loss. In this paper, we focus on
the case when δ is the set of ℓp -bounded perturbations, i.e. {δ ∈ Rd |∥δ∥p ≤ ϵ}.
The followings are two well-known adversarial example generation methods,
PGD and DeepFool.
Projected Gradient Descent(PGD) is an adversarial attacks proposed by Madry
et al.[19]. It is an iterative method that performs the same updates as FGSM[8]
inside the p-norm sphere. This method continue perturbating a gradient such
that the loss increases with a constant step size. After that the obtained adversarial example is projected onto a sphere of radius ϵ.
DeepFool is a method proposed by Moosavi-Dezfooli et al.[20] to compute perturbations optimally. DeepFool takes an input image x and a binary classiﬁer f
as inputs, and repeatedly adds perturbations. This method is designed to change
the prediction of the input sample from the original class to another closest class.
3.2

Dataset Selection

We expect a target dataset has image and their corresponding class labels which
show things appear in the image. The ﬁrst step of the proposed approach is to
sort the contents of the dataset based on the prediction probability of the model
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for the correct class of the input samples. We assume that the samples with high
prediction probability of the model were learned as typical examples of classes
and contain many features that contribute to the prediction of the model. In
this step, we sort the dataset using the pre-trained model and the probability α
as a threshold. The samples x in the dataset are input to the pre-trained model
f , and only the data with prediction probability greater than or equal to α are
targeted in the subsequent step.
3.3

Extraction of Local Features

In this step, we extract the features of each sample using a local explanation
method for the samples selected in the previous step. In this study, we used
AXAI proposed by Rahnama et al. [23] as a local explanatory method, and
the input samples are subjected to adversarial attacks and segmentation, and
the segment with the most inﬂuence of perturbation is output as the inference
basis of the model. The adversarial attacks used in AXAI are PGD[19]. AXAI
is applied to all the samples selected in the previous step, and the obtained
segments are used in the subsequent steps.
3.4

Explanation of Model’s Decision Process

The last step consists of two substeps, preprocessing of the segment images
obtained in the previous step and clustering. In the preprocessing step, the segmented images are fed into the trained CNNs and transformed into data that
is passed from the last convolutional layer of the CNNs to fully connected layers. The signiﬁcance of this process is that the CNNs absorb information such
as the position and size of the segments in the image in order to improve the
quality of classiﬁcation in the later stage of clustering. In this way, clustering is
performed on the transformed data of segment images obtained in the preprocessing. The goal of clustering is to ﬁnd features from segments that are similar
to the clusters, which classiﬁed segments obtained in previous step. Hierarchical
clustering is used for the purpose of observing the composition of the clusters
formed. Figure 3(C) shows clusters by hierarchical clustering using Euclidean
distance as the metric and the Ward method as the distance between clusters.
As a method to identify the clusters that contribute to the prediction of the
model, we calculated the mean and median of the CNN outputs, which show
the prediction probability for the correct label when the segment images in the
clusters are input to the CNNs.

4

Experiment

In this study, we focused on convolutional neural networks consisting of three
convolutional layers and two fully connected layers, and used a model pre-trained
in CIFAR10. CIFAR10 consists of 10 classes of 60000 images (6000 images in
each class), each of which is a color image of 32x32 pixels. The correct class
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consists of airplane, automobile, bird, cat, deer, dog, frog, horse, ship and truck.
The dataset consists of 50000 training images and 10000 test images.

Fig. 4. Prediction probabilities and histograms of pre-trained CNNs for ‘airplane’,
‘bird’, and ‘cat’ classes from the CIFAR10 training dataset. On the left are the results
for the airplane class, in the middle are the results for the ‘bird’ class, and on the right
are the results for the cat class. The green line is median of the CNN outputs, which
show the prediction probability of the each classes.

Fig. 5. Results of laundering the ‘airplane’, ‘bird’, and ‘cat’ classes of CIFAR10 using
pre-trained CNNs (top) and those not selected by laundering (bottom). We set the
laundering threshold α to 0.9946, 0.9579, and 0.8817 for ‘airplane’, ‘bird’, and ‘cat’
classes, respectively.
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Experiment1

In our approach, we determined the probability α of selecting the samples to
which AXAI is applied. Our target data are ‘airplane’, ‘bird’ and ‘cat’ in CIFAR10. The predicted probabilities by pre-trained CNNs for each class are summarized in a histogram (Fig.4). The red line shows the top 10% of the predicted
probabilities for each class, and the green line shows the average of the predicted
probabilities for each class. Airplane has a high prediction probability of 99.46%.
On the other hand, the variance of the prediction probability for ‘bird’ and ‘cat’
is large, and the mean of the CNN outputs, which show the prediction probability is also lower than that of airplane. This suggests that CNNs can correctly
classify airplanes, but are relatively poor at classifying birds and cats. Figure 5
shows the results of the selection of the top 10% of the prediction probabilities
as the selection probability α. The upper panel shows the data with probability
α or higher, and the lower panels shows the data with probability less than α.
In the upper panels, the compositions of the images are similar and the objects
are clear. On the other hand, for the lower panels, the compositions are diverse
and the objects are often small in size and unclear. For this reason, we used the
loweset value of the top 10% of the prediction probability of each class was used
as the selection probability α in order to target data that are a typical example
for the model to predict class.

Fig. 6. Some results of applying the proposed method to airplane in CIFAR10. The
top row is a cluster of segments with white airplanes, and the bottom row is a cluster
of segments with blue sky.

4.2

Experiment2: Airplane in CIFAR10

In this section, we check the explanatory power of the clusters that contribute to
the prediction of the model using our proposed approach. The dataset selection is

Does really a CNN recognize at the object?

139

Fig. 7. Some results of applying the proposed approach to ‘bird’ and ‘cat’ in CIFAR10.
(Left) The top two rows show the clusters with the highest mean and median predicted
probability of bird among the clusters obtained for bird. The bottom row shows the
clusters that contain unique segments compared to the other clusters. (right) Clusters
obtained for cat that have high mean and median predicted probabilities for cat.

the same as that of Experiment1, and airplane is selected from CIFAR10 (Fig.6).
The common feature of the clusters in the upper row is that the airplane itself
is reﬂected in the segment, and all the segments are in landscape orientation.
The positions and sizes of the other segments are also similar, and all of them
can be correctly predicted as ‘airplane’ by themselves, and the mean and median
of their prediction probabilities exceed 90%. Next, the lower part of the images
shows that the blue sky background is common in the segments, which ware
inferred to ‘airplane’. Moreover, the sky segments were located in the upper half
of the images. There was the only one segment that was judged to be a truck. It
was presumed to be the container part of the truck. These results suggest that
the ‘airplanes’ in CIFAR10 have many common features such as blue sky, size,
color, and shape, and that the model focuses on the features shown in Figure 6.
The ideal process of image classiﬁcation by CNNs, should recognize and infer the
airplane itself. However in this case, the cause of successful adversarial attacks
was not only recognition of the airplanes themselves but also inferrence from
the blue sky in the background. This is a gap in the inference process between
humans and CNNs. This kind of gaps can be a major cause of adversarial attacks,
since a human does not focus on segments other than the segment that shows
a target object. The proposed method is useful, because it should light on the
segments that adversarial attack can focus on.
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Experiment3: Animals in CIFAR10

In Experiment 2, we applied our approach to airplane class in CIFAR10. In
Experiment 3, we applied our approach to ‘bird’ and ‘cat’, whose average classiﬁcation accuracy was lower than that of airplane in Figure 4. In Figure 7, the top
two rows of the left column show the clusters with high prediction probability
for bird in the bird cluster. The common feature of the segments in the cluster
is that they are brown in color, and ﬁve of the eight segments are classiﬁed with
the same horizontal orientation of the bird. As for the orientation of the latter,
as conﬁrmed in Experiment 1, the same orientation is classiﬁed as the same
cluster, and the sizes of the ﬁve bird segments are similar as well. The bottom
row of the left column shows interesting results for the bird clusters. The second
segment from the right looks like a yellow blob, but the model predicts bird
with a high probability of 82.28%. The upper two clusters show bird-like ﬁgures,
but the model wrongly inferred the class, automobile or cat, and the prediction
probability is also low. This suggests that the basis of the model’s inference for
bird depends more on the breast bulge and texture than on the overall bird-like
form.
The right column of Figure 7 shows the clusters with the highest mean and median of the CNN outputs, which show the predicted probability of the cat in the
cluster, as a result of clustering the cat segment images. In this result, ﬁve of
the six segments have a cat-like texture in common. The contours of the entire
six images, such as the pointed ears, contribute to the inference of the model.

Fig. 8. Dendrogram obtained by hierarchical clustering. AXAI with PGD (top) and
DeepFool (bottom) as adversarial attacks. In both cases, the distance function is the
ward method, and the metric is the Euclidean distance, and the clusters are divided
by distance 35.
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Fig. 9. The left column is a segment of the blue sky background only obtained by
using PGD for AXAI adversarial attacks in CIFAR10 airplane, and the right column
is a part of the cluster obtained by using DeepFool.

Fig. 10. Image of how the input sample x1 , x2 , x3 is changed the original label into
other labels t1 , t2 , t3 by adversarial attacks, left: using PGD, right: using DeepFool.

4.4

Experiment4: Compare of Two Iterative Adversarial Attacks

In this section, we change the perturbation step by AXAI, which is the second
step of the proposed approach, and check the diﬀerence in the output. The way
of perturbation addition, i.e. the visual change of the image, changes depending
on the method of adversarial attacks. We have used PGD for adversarial attacks
to add perturbations repeatedly. Instead of it, we use DeepFool to add diﬀerent
perturbations, and observed whether the number of clusters and the breakdown
of the output clusters change for airplane in CIFAR10. Figure 8 shows a comparison of the generated dendrograms. It shows DeepFool found less clusters
than PGD. Figure 9 also shows that the blue sky cluster that appeared in PGD
did not appear in DeepFool. The PGD applies repeated perturbations to the
gradient of the airplane, which is the correct class, in such a way that the loss
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decreases. Since, the features to be perturbed are diﬀerent for each input sample,
the clusters can increase owing to the variation(Fig.10 Left). DeepFool, on the
other hand, adds perturbations to deceive the model to the class with the second highest prediction probability in the case of multi-level classiﬁcation(Fig.10
Right). Therefore, the adversarial examples obtained by DeepFool have the same
prediction results, and the segments to which the perturbation is added are similar.

5

Discussion and Conclusion

In this study, we selected datasets to identify features that CNNs models consider
as exemplary answers, and extracted features common to clusters by combining
AXAI, an explanatory method using adversarial attacks, and hierarchical clustering. From the experimental results in CIFAR10, we conﬁrmed that not only
the airplane itself but also the blue sky in the background contributed to the
features that the model judged as airplane. We also conﬁrmed that local features
such as the swelling of the breast of the bird and the sharpness of the ears and
texture of the cat contributed to the output rather than the whole body form
of the bird. We also obtained diﬀerent visualization results by comparing PGD
and DeepFool for adversarial attacks used in AXAI.
We found that the adversarial attacks aﬀected the clustering results because of
the diﬀerence in the size of the perturbed pixels. Based on these experimental
results and those of Itazuri et al.[12]. Conventional SoTA models focus on local
features such as texture, and as a result, they allow for the existence of adversarial examples that are not perceivable by humans. Itazuri et al. conﬁrmed by
visualizing the weights that the model with adversarial training[8] is robust because it performs inference with an emphasis on global features. As an approach
to acquire global features, Robert et al.[7] proposed Stylized-ImageNet, which
learns by randomly changing the texture and focusing on the shape. In addition
to the method of preparing datasets, we consider the acquisition of relationships
between global and local features using ontology as future work. CIFAR10 includes not only airplane but also other inorganic classes such as automobile,
truck, ship, etc. Their backgrounds are subject to model deception due to the
blue sky and mechanical bodies. Therefore, we believe that the model should
be robust to attacks focusing on local features such as adversarial examples by
making the ﬁnal inference with the balance between local and global features in
mind. Our future prospect is to provide a mechanism to acquire these relationships by using the proposed approach.
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Abstract. As the most common causes of seasonal allergies, pollen affects approximately 30% of the world population. The proper information
on the number of airborne allergens can significantly reduce its negative
health and economic impact. For this reason, there is a growing network
of automatic airborne particle monitors deployed. However, the calibration of such devices is a tedious task. Developing a deep learning classifier
may allow model transferability between the devices. To investigate this
approach, we employed data from two Rapid-E particle identifier devices, in a multi-class pollen identification task. We aim to improve the
performance of models trained with data from one device and tested
on another device. To our knowledge, this is the first attempt to apply
any domain adaptation technique with unlabeled data between automatic airborne particle identifiers. Convolutional Neural Networks were
constructed with two outputs to simultaneously perform pollen identification and domain adaptation. A simple gradient reversal layer between
the domain classifier and the feature extractor promotes the emergence
of not just discriminative features related to the classification task but
also features invariant to the domain shifts in data. The development of
a method for model transferability has a huge practical value for pollen
monitoring since it reduces the costs of collecting labeled data.
Keywords: domain adaptation · pollen classification · neural networks
· automatic pollen monitoring

1

Introduction

Each spring, summer and fall, plants release tiny pollen grains to fertilize other
plants of the same species. In that period, quality of life significantly decreases
for 30% of the world population sensitive to pollen, since pollen is one of the
most common triggers of seasonal allergies [1]. Increased pollen production of
wind-pollinated plants, the introduction of new, invasive allergenic plant species
and human impact are some of the reasons why the sensations related to pollen
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are intensified over time with more severe effects on health, including death [2, 3].
The information on the type and number of airborne allergens is a prerequisite for
the prevention of allergy symptoms, which can significantly reduce the negative
health and economic impact of this widespread non-communicable disease [4].
Pollen classification is mostly performed manually under a microscope. This
is a long and costly procedure and the results become available with a delay of
a few days. In 2018 in Europe, only 8 out of 525 counting devices were automatic [5]. The best current technologies for automatic pollen detection use laserinduced fluorescence and automatic multi-stack image recording [6]. Rapid-E is
an airborne particle identifier that delivers laser-induced fluorescence information about airborne particles in real-time. It records scattered light and laserinduced fluorescence patterns, representing morphological and chemical fingerprints of airborne particles [7]. A convolutional neural network has been developed to identify 24 types of airborne particles with 65% accuracy [8]. This is
the current state-of-the-art in terms of accuracy in classifying a high number of
pollen classes.
To develop a classification algorithm, one should go through the difficult
and costly procedure of obtaining labeled data. This requires collecting pollen
samples and exposing them to the device in a controlled environment [7]. We
have access to data from two devices, one in Novi Sad, Serbia and the other in
Osijek, Croatia. The two devices produce data of the same type, but of different
distributions – probably due to the sensibility of lasers and detectors. Therefore,
in this work, we investigate how to transfer the model developed for one device
to a second device, preferably with a few labeled data from the second device.
This would allow us to train a model on collected labeled data from one device
and to deploy that model on other devices, without collecting labeled data on
those devices.
This study aims to adapt the model learned from one device to the other
device, by using unlabeled data from both devices. To put it another way, we
want to train a network to learn features that are invariant to domain changes.
First, we adapted the domains on pre-trained models without looking at the class
labels. We did so by using a gradient reversal layer, a method introduced in [9].
This way the fully connected layers are learning to recognize the domains, while
the convolutional layers attempt to produce domain invariant features. This
method does not take into account the class labels during training and therefore
we will add an additional classifier to simultaneously learn discriminative and
domain-invariant features, as proposed in [9].
The rest of the paper is organized as follows: Section 2 is divided into five subsections. Subsection 2.1 describes the data, preprocessing and the final dataset.
In Subsection 2.2 a convolutional neural network used for classification purposes
is described. Subsection 2.3 explains the expanded version of the network from
Subsection 2.2 for dealing with the domains. Subsection 2.4 describes the experimental setup for this paper in detail, i.e. methods for testing the domain
adaptation technique from Subsection 2.3 and evaluation with the evaluation
metric described in Subsection 2.5. The results of the experiments are presented
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in Section 3, along with the discussion. Finally, Section 4 concludes this paper
and highlights areas for future research.

2
2.1

Methodology
Data collection

The Rapid-E devices are recording three types of data for each particle, namely
scattered light image, fluorescence spectrum and fluorescence lifetime. After preprocessing, we obtained images of size 1x20x120, 1x4x32 and 1x4x24, respectively
(Figure 1). Data preprocessing included normalizing the fluorescence signals into
0–1 range and converting them into images, centering the scattered light image
and smoothing the signals with the Savitzky–Golay filter [10] to reduce the noise.
The pre-processing steps are further detailed in [7, 8].
The scattering image represents morphological attributes of particles like
shape and size. It is obtained by illuminating the particle with an infra-red
laser multiple times, depending on the size and shape of the particle, while 24
detectors collect dispersed photons at different angles in the range of 45 to 135
degrees relative to the laser light beam.
Additional descriptiveness is obtained with the fluorescence spectrum and
lifetime, which represent the chemical properties of particles. Measured values
of the fluorescence spectrum are derived from the excitation by deep-UV laser
light at 337 nm. The spectral values include 32 measured values in the range
of 350 to 800 nm, and these measurements were repeated eight times with an
interval of 500 ns from the moment the laser excited the particle. Similarly, the
fluorescence lifetime is recorded. Particle fluorescence duration is measured for
four spectral ranges: 350-400 nm, 420-460 nm, 511-572 nm and 672-800 nm.
We collected data of two types: labeled and unlabeled data. Both were collected on both devices; one located in Novi Sad, Serbia (Station 1) and the other
one in Osijek, Croatia (Station 2). Data have been recorded in 24 hours on the
two devices.
Datasets From both stations, we had access to both labeled and unlabeled data.
Labeled data were available for the same eight pollen labels in both stations.
Table 1 summarizes the number of samples for each class and device.
As the devices work in real-time, we also had access to unlabeled data, i.e.
data measured by the devices without knowing the substances therein. This data
corresponds to any type of airborne particles, not just pollen. The unlabeled
datasets comprise 14275 samples from station 1 and 16437 from station 2.
Low dimensional representation Initial exploration of data through low dimensional representation provided us valuable insight into differences between
signals coming from different devices. Autoencoders [11] were utilized to learn
a low dimensional representation of pollen data and results of spectrum dimensionality reduction presented in Figure 2 illustrate intrinsic differences caused
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(a) Novi Sad

(b) Osijek

Fig. 1: From top to bottom: Sample scattering image, fluorescence spectrum and
fluorescence lifetime for the same particle. Station 1 in Novi Sad appears on the
left, and Station 2 in Osijek on the right

Table 1: Number of samples for each class and each data source
Source Station 1 Station 2
Alnus
1225
1075
Ambrosia 3126
2611
2380
Artemisia 4958
Betula
1614
877
522
528
Cedrus
Corylus
497
693
Quercus
563
360
3876
3464
Urtica
SUM
16381
11988

by devices. This raised concern that a classifier learned on data from one device
could lose on its performance when used to classify particles on another device
and served as the motivation to examine the transferability of classifiers between
devices.

(a)

(b)

(c)

Fig. 2: Examples of low dimensional representation learned by autoencoder for
the two stations: (a) ambrosia, (b) betula and (c) urtica
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Multi-input CNN for pollen classification

We adopted the architecture of [7, 8] for pollen classification from Rapid-E inputs. The high complexity of data makes CNNs a suitable choice since they can
operate automatic feature extraction. An additional benefit is the easy combination of multiple inputs. The three-input architecture, shown in Figure 3, assigns
each input channel to the respective image type from the data. Each input channel is followed by two convolutional blocks (three for the fluorescence lifetime
image) and one fully connected layer for each branch. Branches are then concatenated and one more fully connected layer is added with n neurons, where n
is the number of classes and the softmax activation function is performed (Figure 3). In this way, the network learns to update the weights based on all inputs
at the same time, since the gradient flows through the whole network [7, 8].

Fig. 3: Neural network architecture

2.3

Domain Adaptation

In this work, we assume that data comes from two different distributions, one
from each device, and we want to bring those distributions as close as possible. Based on previous work on domain adaptation [9], we modified the above
three-input architecture for pollen classification, by adding a second output that
corresponds to a domain label (Figure 4).
The class label classifier is a regular fully-connected neural network. The
parameters of both feature extractor and label classifier are updated in such
a way to minimize the label prediction loss, which ensures that the features
are discriminative and that the pollen classification yields good performance.
Conversely, we want to find parameters of the feature extractor which maximize
the domain loss to obtain similar feature distributions for two domains, while
the domain classifier should be updated to minimize the domain loss. Our loss
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is now defined as:
Loss = Llabel + λLdomain
The domain classifier comprises two fully-connected layers, with the gradient
reversal layer (GRL) between the feature extractor and the domain classifier,
resulting in the architecture presented in Figure 4. The role of the GRL is to
make the features as bad as possible in classifying domain labels. In a forward
pass, it acts as an identity. But in a backward pass, it multiplies the gradients
with constant −λ. Now we move in the direction of the gradient, which leads to
a local maximum of the loss function. λ controls the trade-off between the two
objectives that shape the features.

Fig. 4: The proposed architecture for domain adaptation, where θf represents
the parameters of the feature extractors, and the parameters of the class label
classifier and the domain classifier are denoted by θy and θd , respectively.

2.4

Experimental setup

We used the described pollen dataset for our experiments. Data were split in
three, before training. The validation set consists of 10% of random samples
from each class as well as the test set, and the rest 80% of the data is used
for training. The model was fitted using the training set and evaluated against
the validation set. In the end, the best models on the validation set were tested
on the test set. Batches were created manually to represent all classes equally,
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having 100 samples per class for the multi-class pollen classification and 500
samples per class for the domain adaptation.
We first trained a model on data from only one domain so that we can
compare the test performance on both domains. This will give us a baseline
which we will try to outperform.
Second, we adapted the domain of the baseline models, by adding a new
fully-connected set of layers on top of the pre-trained feature extractor that will
classify the domains with the GRL to obtain domain-invariant features. Since we
train a whole network with a new classifier, a big gradient is expected, which will
lead to a big change in the feature extractor. Therefore we try different learning
rates to adjust the feature extractor rather than to change it completely. At
the test phase, we will use the retrained feature extracting layers with the fullyconnected classifier from the baseline.
Third, we create a new model that will employ the pollen class classifier simultaneously with the domain classifier to learn domain-invariant features relevant
to the classification problem. We will explore different λ values representing different learning rates to obtain the best result. In the experiments below, we will
adapt the domains with the unlabeled data as well as with the unlabeled class
data as follows: each sample will be assigned a new label, depending on which
device does the sample belongs to.
2.5

Measures

The measure for validating the models is the weighted F1 score (the SorensenDice index, Dice similarity coefficient), which is more appropriate than accuracy
since we have imbalanced data. To define the F1 score, first, we will define values
of precision and recall. Consider we have a binary classification problem, and the
obtained confusion matrix is:
True class
Positive Negative
Positive
TP
FP
Predicted class
Negative FN
TN

P
The precision is defined as T PT+F
P . It represents the ability of the classifier
P
not to label a negative sample as positive. The recall is defined as T PT+F
N and it
represents the ability of the classifier to find all the positive samples. Now, the
F1 score is defined as the harmonic mean of the two values:

F1 = 2 ∗

precision ∗ recall
precision + recall

It is in the range [0, 1], where 1 indicates perfect precision and recall and 0
indicates that either precision or recall (or both) are 0. Since we have a multiclass classification task, we will use the weighted F1 score which calculates the
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metric for each label and finds their average weighted by the number of instances
for each label.

3
3.1

Results and discussion
Baseline

We have trained two models with the architecture presented in subsection 2.3
on labeled data from stations 1 and 2 and tested on both. For each station, we
observe a performance drop between testing on the original station and the new
station (Figure 5). For station 1 the performance drops by 13%, while for station
2 we observe a drop of 25.6%, almost twice as much as for station 1. We think
that station 1 data is more generalized than data from station 2 and therefore
the model trained on station 1 fits better on data from station two than the
other way around.
Both models were initialized with the same predefined weights before training to have the same starting point. Two learning rates were explored: 0.001 and
0.0001. In both setups the model converges, but in different time frames. Furthermore, the error and the F1 score of a model trained with the higher learning
rate oscillates more than with the lower learning rate. Therefore our final setup
was to start training with a high learning rate and to gradually decrease the
learning rate to obtain a steady error.

(a) Train: station 1

(b) Train: station 2

Fig. 5: Models trained on labeled data from a) station 1 and b) station 2, tested
on both stations

3.2

Domain adaptation - training only with the domain classifier

The naive approach to obtain domain invariant features is to add new fullyconnected layers on top of the pre-trained feature extractor from the baseline
which will now classify the domains. Employing GRL and training the new network the features should become domain invariant over time. Different learning
rates were explored: 0.01, 0.001, 0.0001, 0.00001, 0.000001 and 0.0000001 and the
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models were trained for 100 epochs. We have tested our models on labeled data
from both devices by replacing the domain classifier with the already trained
class label classifier from the baseline. For each learning rate, we have experienced the same result as depicted in Figure 6. After some time, depending on
the learning rate, the performances started to decrease on both stations, which
was expected since we have adapted the domains without looking at the class
labels. Therefore the feature extractor ”forgot” how to be discriminative since its
only concern was to produce domain-invariant features. The same results were
obtained on both stations, with the unlabeled data and the unlabeled class data,
as described in subsection 2.4.

Fig. 6: Adapting domains on model trained on labeled data from station 1

3.3

Domain adaptation - simultaneous training of the domain and
the class label classifier

Finally, we have trained a model to simultaneously classify class labels and the
domains with architecture depicted in Figure 4. This model takes as input labeled
class data from only one station to classify pollen and unlabeled data from both
stations to classify the domains. Since we have two types of unlabeled data, we
will have two experiments. The first experiment will use unlabeled class data and
the second one will use random data when the devices were working in real-time.
The feature extractor and the class label classifier were initialized with the
predefined weights from the baseline before training, while the domain classifier
was initialized with a new set of random weights. We have used the same setup
with the learning rate as for the baseline, starting with a higher one and gradually
reducing it to obtain a steady error when the model converges. Along with the
learning rate, we have evaluated different λ rates: 0.1, 1, 5, 10 and 20, defining
how big of an impact the domain loss has on the overall loss. The best λ on the
validation data was λ = 5, even though bigger lambdas such as 10 and 20 were
on par with the best results.
The F1 score for the models trained on station 1 and tested on the same
data stays approximately the same as for the baseline (in the range of 0.6%),
while tested on station 2 the F1 score improves by 11.8% for experiment 1 with
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the unlabeled class data, and 11% for the experiment 2 with the random data.
The situation is similar to the models trained and tested on station 2. Tested on
station 1, however, the model shows an improvement of 11.5% for experiment
1 and only 1.9% improvement for experiment 2 with the random data (Table
2). More examination needs to be done to explore this phenomenon. One of the
reasons can be the choice of random data. Another may be the order in which
we provided the data to the model during training. Similar results were obtained
on the validation set, with negligibly small differences (Table 3).

Table 2: The F1 scores on test set
Station 1
Station 2
Train
Test Station 1 Station 2 Station 1 Station 2
Baseline
73
60
50.2
75.8
DA exp1 73.5
71.8
61.7
76.8
71
52.1
75.1
DA exp2 73.6

Table 3: The F1 score on validation set
Train
Station 1
Station 2
Test Station 1 Station 2 Station 1 Station 2
Baseline
78.4
60.7
56.7
77.6
DA exp1 76.9
72.9
65
79.4
DA exp2 77.8
72.4
54.9
79

4

Conclusion and future work

In this work, we have experimented with the domain adaptation method for
training classification models in such a way so that the data shift between the
domains is as small as possible, where the domains represent different Rapid-E
airborne particle monitors. The devices produce data of the same type, but still
there exists a shift in data distributions which can be seen in subsection 2.1. We
have shown that we can improve the performance by approximately 11% when
training on station 1 and testing on station 2 with both types of unlabeled data.
The results were similar when training on station 2 and testing on station 1
but only for the experiment with the unlabeled class data. The experiment with
the random data, however, did not show any improvement which needs to be
investigated further since many stations will not have class data available.
Future work will include new random data and explore if the order in which
we provide the data to the model during training affects the results. On the other
hand, exploration of the number of classes needed for the domain adaptation
with the unlabeled class data is necessary to show how much class data should
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be gathered to obtain the best possible results. Future experiments should also
include more stations to further validate our results. Finally, more advanced
domain adaptation techniques should be considered.
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Abstract. Ensemble methods are of great importance in pat- tern recognition and
machine learning because combining multiple classifiers often results in better
accuracy and predictions in many classification problems. Recently, a noble
preferential voting method with multiple convolutional neural networks was
suggested to classify plant diseases. It was shown that the new approach performs
better than conventional preferential voting methods. Here the effect of number
of classes on the preferential voting methods is studied to identify the optimal
number of classes for each preferential voting method. The plant disease dataset
containing images of eleven plants and seven plant diseases is used in
experiments. Four to Seven disease classes were tested, and the proposed model
performs the best when the number of classes is five.
Keywords: Borda Method, Convolutional Neural Network, Ensemble Disease
Detection, Voting

1

Introduction

Consensus of a group plays an important role in decision making such as elections [1].
It is essential in most democratic societies and has received great attention in pattern
recognition and machine learning communities as well. The idea of voting is employed
to the pattern classification to combine multiple classifiers. Various ensemble models
for combining multiple classifiers can be found in [2], [3].
Widely used conventional voting methods are simple majority voting if the top
choice is selected and Borda method if all candidates are ranked. Ranking candidates
is often called preferential voting and exhaustive list of preferential voting methods can
be found in [4], [5]. Among various preferential voting methods, the Borda method is
used popularly in pattern classification area such as in [6]. In [7], a modified Borda
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method with power weight vector was proposed to classify the plant diseases and its
superiority over other voting methods was shown.
In the real-world election system, however, the preferential voting systems are
affected greatly depending on the number of candidates [8]. This paper raises a question
on how the number of classes affect the preferential voting methods of combining
multiple classifiers. Various experiments are conducted to identify the optimal number
of classes when preferential voting methods are used. So as to examine the effect of the
number of classes in preferential voting methods, an image dataset of eleven plants and
seven plant diseases is used.
A convolutional neural network, or simply CNN, is a Deep learning algorithm which
can take in an image as an input, assign importance to various aspects or objects in the
image, and be able to differentiate one from the other. A CNN is composed of multiple
building blocks such as convolutional layers, poling layers and fully connected layers
and is designed to automatically and adaptively learn spatial hierarchies of features
through back propagation algorithm [9]. CNN has shown remarkable performance in
computer vision tasks such as static image (object recognition) and videos (action or
motion recognition) [10]. CNN has proven its worth in medical applications as well. In
all these applications, CNNs are used to reach near precise accuracy though in some of
the cases CNN doesn’t perform well, due to (1) overfitting data while training and (2)
compromised quality of images. Multiple CNNs are utilized as voters in this paper
because numerous CNNs can be easily generated by changing structures, filters, and
functions and candidates can be easily ranked by the output neurons’ net values.
Combining multiple CNNs have been studied in [7], [11]. Here, total of twenty CNN
models were trained for each experiment with the goal for achieving maximum
accuracy by each model. Architectural configurations for each model have been
designed with non-repetitive architecture. Each model is trained with a diversity of data,
so as to maximize the accuracy of the result. Post training the models, each model was
made to vote in decreasing order for all 7 diseases. The voting information was then
accumulated and again processed to calculate the resultant disease.
The rest of the paper is organized as follows. Section II provides the literature review
on the previous works on CNN ensemble methods. In section III, preferential voting
method is reviewed with illustration and various weight vectors are introduced. Section
IV provides the experimental results on the plaint database and observations. Finally,
section V concludes this work.

2

Related Work on CNN Ensemble

2.1

Ensemble of Multiple Classifiers

CNN ensemble method with weighted voting was used in many applications, one such
application is Pneumonia detection with weighted voting [11]. This paper proposes a
method to detect lung opacities which can be identified as Pneumonia, on chest (CXR),
by using ensemble of different classifiers with majority weighted voting ensemble
method. Various attempts were done to ensemble Mask R-CNN and RetinaNet models
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which resulted in a higher mean accuracy precision (mAP). The suitable ratio of
weights were given to each classifier which played an important role, thus increasing
mAP to 0.21746.
In [12], an ensemble CNN was proposed on detection and recognition of Traffic Signs.
It was developed to help the drivers in understanding what the road sign says without
shifting their focus off the road. This project was done using the Belgium and German
data sets. Three CNNs were trained with random initialization of weights and later
aggregated to form a single ensemble model by averaging the output of each CNN.
Another Ensemble of CNN with long-short term memory (LSTM) method was
proposed by using the output of one single CNN as input to LSTM for a moment to
ensemble on CIFAR-10 and CIFAR-100 dataset [13].
In [14]., the ensemble method is applied to Stegananalysis. An ensemble method to
combine CNN with SRM-EC model by averaging their output classification probability
was pro- posed.
2.2

Two-Stage Ensemble Method

Lee et al. suggested model selecting and box voting method of two-stage detectors for
the purpose of improvement in the accuracy in object detection [15]. In the proposed
model object size is also considered as a selecting feature extractor. In box voting the
per class Accuracy Precision (AP) was considered as weights for classifiers on the
PASCAL VOC 2012 dataset, thus the results showed an im-prove in mAP.
In [16], a two-stage ensemble for deep CNN was proposed. For each basic CNN
model, multiple rounds of training were conducted. To increase the diversity 9 different
CNN models were used. In the first stage outputs from each basic CNN were integrated
using Min-Max median. This is followed by second stage by combining all outputs of
each CNN model.

3

Preferential Voting Methods: Preliminary

We provide a brief introduction to the background required in preferential voting
method. Consider a sample artificial neural network with four output neurons. Suppose
that there are four classes, S = {d1, d2, d3, d4} and each output neuron corresponds to
respective class. The output is classified to the class whose output net value is the
maximum. In Fig. 1, the third output neuron has the highest output net value and thus
it is classified as d3. So as to utilize the preferential voting method, the rank of the
classes is recorded instead of simply the highest one.
Suppose that there are (n = 5) different classifiers. Typical classifiers may return
only the predicted class only whose output neuron value is highest. If the simple
majority voting is conducted, it classifies the input instance into d2 class as
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Fig. 1. A sample ANN and its output

it received two votes while others received one vote each. A sample preferential voting
is given in Table I. It ranks classes by each classifier.
Table 1. Sample Preferential Voting
Classes

C1

C2

C3

C4

C5

d1

2

3

4

3

1

d2

4

1

1

4

3

d3

1

2

2

2

2

d4

3

4

3

1

4

Due to flaws in the simple top choice voting system, the preferential voting system in
which the voter ranks candidates in order of preference has been proposed. Amongst,
the Borda method, also known as the rank method, uses the score function with certain
weights. In a preferential voting, a voters ranking is an assignment of grades (e.g., ”1st
position”, ”2nd position”, ”3rd position”) to the candidates. Requiring voters to rank all
the candidates means that (1) every candidate is assigned a grade, (2) there are the same
number of possible grades as the number of candidates, and (3) different candidates
must be assigned different grades. A conventional Borda method uses the following
weights to compute the score:
Borda (linear: offset 0): L0
Borda (linear: offset 0): L1

wL0 (r) = |S| − r

(1)

wL1 (r) = |S| − r + 1

(2)
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The class for an input instance is determined by the class with the maximum total
weights. Let r(x,di,cj) be the rank of the ith class di by the jth classifier cj on the input
instance x. Then the ensemble preferential classifier can be defined as follows:
class (x, {c1, · · ·, cn}) = argmax ∑nj=i w(r(x, di, cj))

(3)

di ∈ S

= argmax score(di)

(4)

di ∈ S

where score(di) = ∑nj=i w(r(x, di, cj))

(5)

The score for each class is defined by the sum of weights. If weight vector in eqn (1) is
used in the sample voting in Table I, scores for each class are:
score(d1) = 2 + 1 + 0 + 1 + 3 = 7

(6)

score(d2) = 0 + 3 + 3 + 0 + 1 = 7

(7)

score(d3) = 3 + 2 + 2 + 2 + 2 = 11

(8)

score(d4) = 1 + 0 + 1 + 3 + 0 = 5

(9)

While the simple majority voting method classifies the input instance in Fig. I to d 2, the
Borda preferential voting method classifies it as d3. The voting method discussed in this
section can be viewed as generalizations of scoring methods, as different weights such
as in eqn (2) can be used. While the eqn (1) produces the weight vector (3,2,1,0), eqn
(2) produces the weight vector (4,3,2,1). The difference is the initial starting value,
which is sometimes called offset. It should be noted that there is no offset effect on the
linear Borda scoring vector because of the following correlation in eqn (10):
scoreL0 (di) = scoreL1 (di) + n

(10)

However, the offset may cause difference in other weight vectors stated below in eqn
(11 - 14).
If the weight vector is (1,0,0,0), it is the simple majority voting method since it only
take the top choice only. Instead of linearly increasing function as in eqns (1) and (2),
different increasing functions such as triangular number, quadratic, or power given in
eqns (11 ∼ 16) can be used to produce weight vectors.
Triangular: T0

wT0 (r) = wL0(r) (wL0 (r) + 1) / 2

(11)

= (|S| - r) (|S| - r + 1) / 2
Triangular: T1 wT1 (r) = wL1(r)(wL1(r) + 1) / 2

(12)

= (|S| - r + 1) (|S| - r) / 2
Quadratic: Q0 wQ0 (r) = wL0 (r)^2 = (|S| - r)^2

(13)

Quadratic: Q1 wQ1(r) = wL1(r)^2 = (|S| - r + 1)^2

(14)
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Power: P0 wP0(r) = 2^(wL0(r)) = 2^(|S| - r)

(15)

Power: P1 wP1(r) = 2^(wL1(r)) = 2^(|S| - r + 1)

(16)

Table 2. Weight Vectors for various Preferential Voting Methods
Rank

maj.
SM
1
0
0
0

1

2
3
4

Borda Linear
L0
L1
3
4
2
3
1
2
0
1

Triangular
T0
T1
6
10
3
6
1
3
0
1

Quadratic
Q0
Q1
9
16
4
9
1
4
0
1

Power
P1
8
4
2
1

P2
16
8
4
2

Table II enumerates nine weight vectors: the simple majority (SM), Borda linear,
triangular, quadratic, and power weight
Table 3. Scores for each class on various Preferential Voting Methods

Class
d1
d2
d3
d4

SM
1
2
1
1

L0
7
7
11
5

L1
12
12
16
10

T0
11
13
18
8

T1
23
25
34
18

Q0
15
19
25
11

Q1
34
38
52
26

P0
17
20
24
14

P1
34
40
48
28

vectors depending on the offset. Table III show the scores for each class on various
preferential voting methods.
It should be also noted that there is no offset effect on the power scoring vector
because of the following correlation in eqn (17):
scoreP0(di) = 2 x scoreP1(di)

4

(17)

Experiment on Plant Diseases

This section describes experimental setups for the purpose of identifying the effect of
the number of candidates on various preferential voting methods. First, the plant disease
dataset is explained. The complete process of developing the convolutional neural
network models and how the preferential voting methods are applied are presented.
4.1

Plant Disease Dataset

Agricultural demands are multiplying at an alarming rate directly in proportion to the
increasing population. However, the supply graph can almost be computed inversely.
Un- predictable weather change and disease along with added factors cause massive
yield reduction during pre-and post- harvest periods. Non-implementation of modern
technology is a contributing factor to low yield. The problem of identifying plant
contamination adopting methodologies has gained its attention.
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The plant disease dataset contains a total of 2,500 pictures of infected plants whose
disease is known. The pictures were collected from various sources such as google
images, Plant Village dataset [17] and Citrus database [18]. There are seven diseases:
Anthracnose, Aster Yellow, Bacterial Spot, Black Rot, Canker, Early Blight, and Late
Blight. There are eleven crops: Banana, Cabbage, Carrot, Grapes, Green Bell pepper,
Guava, Mango, Potato, Sweet Lemon, Tomato, and Yellow Bell pepper.
Not all diseases occur in all plants as depicted in Fig. 2. Hence, detecting plants may
help detecting diseases better. However, since the main purpose of the experiment is to
compare the different voting methods’ performances, the experiment here is only
concerned to detect diseases only purely using multiple CNNs. In other words, pre- or
post-processing steps to improve the performance are ruled out to identify the effect of
the number of classes. Utilizing semantics and knowledge to improve the performance
is beyond the scope of this paper. It can be stated that the experimental system can be
utilized as a low-level sub-system to the larger disease diagnosis system.

Fig. 2. Relationship between plants and Diseases

If a plant photo contains multiple objects, the region of interest was cropped and saved
with its truth. The selected region of interest is converted into a 224 × 224-pixel image
where each pixel in an image is scaled to a value between 0 and 1.
4.2

Convolutional Neural Network Setup

Four different experiments were set up depending on different number of classes: four,
five, six, and seven.
The data was divided into three parts: training data, vali- dation data and testing data.
Training and validation datasets were to be used while training of the neural networks.
The last testing set is used to report its performance.
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Fig. 3. CNN Model Plant Diseases

4.3

Experimental Results

Experiment One (4 classes). Experiment one was con- ducted on 4 classes. The 4
classes are Late Blight, Early Blight, Bacterial Spot, Black Rot consisting of 800 images
per class. The entire dataset contained 3200 pictures. 400 pictures of each class were
used for training all the classifiers and 100 pictures of each class were selected for
validation. A total of 300 pictures of each class was used for testing the classifiers and
for acquiring each classifier vote Hence the total training data consisted of 1600
pictures, total validation data consisted of 400 pictures and total testing data consisted
of 1200 pictures.
20 CNN classifiers were trained with the dataset each with a different architecture
and with different training samples. The accuracy of all the classifiers ranged between
63% and 77% with highest accuracy being 77% and the average of these classifiers is
70.748%. The simple majority voting provides considerable improvement with a
performance of 80.917%. Very little improvement was recorded with Borda linear
voting method with offset 0 and 1 as it showed an accuracy of 81.833%. Other voting
functions like the Triangular Sequence with offset 0 and 1 did not provide much
improvement, either. The Power Sequence voting showed the highest accuracy. These
experimental results are summarized in the second column of Table 4. ‘Maximum Cx’
is the highest accuracy among the 20 CNN classifiers and ‘Average Cx’ is the average
of 20 classifiers’ performances.
Experiment Two (5 classes). Experiment two was con- ducted on 5 classes. The 5
classes are Late Blight, Early Blight, Bacterial Spot, Black Rot and Anthracnose
consisting of 500 images per class. The entire dataset contained 2500 pictures. 300
pictures of each class was used for training all the classifiers and 50 pictures of each
class were selected for validation. A total of 150 pictures of each class was used for
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testing the classifiers and for acquiring each classifier vote. Hence, the total training
data consisted of 1500 pictures, total validation data consisted of 250 pictures and total
testing data consisted of 750 pictures.
20 CNN classifiers were trained with the dataset each with a different architecture
and with different training samples. The accuracy of all the classifiers ranged between
65% and 80% with highest accuracy being 80% and the average of these classifiers is
76%. The simple majority voting provides considerable improvement with a
performance of 82.917%. Very little improvement was recorded with Borda linear
voting method with offset 0 and 1 as it showed an accuracy of 83.033%. Other voting
functions like the Triangular Sequence with offset 0 and 1 did not provide much
improvement, either. The Power Sequence voting showed the highest accuracy. These
experimental results are summarized in the third column of Table 4.
Experiment Three (6 classes). Experiment three was conducted on 6 classes. The 6
classes are Late Blight, Early Blight, Bacterial Spot, Black Rot, Anthracnose and
Canker consisting of 500 images per class. The entire dataset contained 3500 pictures.
240 pictures of each class were used for training all the classifiers and 40 pictures of
each class were selected for validation. A total of 220 pictures of each class was used
for testing the classifiers and for acquiring each classifier vote. In all, the total training
data consisted of 1440 pictures, total validation data consisted of 240 pictures and total
testing data consisted of 1320 pictures.
20 CNN classifiers were trained with the dataset each with a different architecture
and with different training samples. The accuracy of all the classifiers ranged between
67% and 73% with highest accuracy being 73% and the average of these classifiers is
69%. The simple majority voting provides considerable improvement with a
performance of 80.5%. Very little improvement was recorded with Borda linear voting
method with offset 0 and 1 as it showed an accuracy of 81.424%. Other voting functions
like the Triangular Sequence with offset 0 and 1 did not provide much improvement,
either. The Power Sequence voting showed the highest accuracy. These experimental
results are summarized in the fourth column of Table 4.
Experiment Four (7 classes). Experiment four was con- ducted on 7 classes. The 7
classes are Late Blight, Early Blight, Bacterial Spot, Black Rot, Anthracnose, Canker
and Aster Yellow consisting of 200 images per class. The entire dataset contained 1400
pictures. 160 pictures of each class were used for training all the classifiers and 10
pictures of each class were selected for validation. A total of 30 pictures of each class
was used for testing the classifiers and for acquiring each classifier vote. Hence, the
total training data consisted of 1120 pictures, total validation data consisted of 70
pictures and total testing data consisted of 210 pictures.
20 CNN classifiers were trained with the dataset each with a different architecture
and with different training samples. The accuracy of all the classifiers ranged between
58.571% and 70.238% with highest accuracy being 70.238% and the average of these
classifiers is 66.895%. The simple majority voting provides considerable improvement
with a performance of 72.381%. Very little improvement was recorded with Borda
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linear voting method with offset 0 and 1 as it showed an accuracy of 73.33%. Other
voting functions like the Triangular Sequence with offset 0 and 1 did not provide much
improvement, either. The Power Sequence voting showed the highest accuracy. These
experimental results are summarized in the fifth column of Table 4.
Table 4. Scores for each class on various Preferential Voting Methods

Voting Method
Maximum Cx
Average Cx
Simple Majority
Voting SM
Borda Linear
L0 and L1
Triangular T0
Triangular T1
Quadratic Q0
Quadratic Q1
Power P0 and P1

5

Exp 1
(4classes)
77.000%
70.748%
80.917%

Exp 2
(5 classes)
80.000%
76.000%
82.917%

Exp 3
(6 classes)
73.000%
69.000%
80.500%

Exp 4
(7 classes)
70.238%
66.895%
72.381%

81.833%

83.033%

81.424%

73.330%

81.167%
81.167%
81.000%
81.083%
83.083%

83.000%
83.000%
82.917%
82.976%
84.400%

81.348%
81.348%
81.348%
81.348%
83.000%

73.857%
73.857%
73.857%
73.857%
75.000%

Conclusion

Ensemble of multiple classifiers are one of the most promising methods in pattern
recognition and machine learning. There are many methods in computer science
especially using artificial intelligence for plant disease detection and classification
process, but still, research in this field is lacking. Even popular convolutional neural
networks did not provide a good result. However, when twenty CNNs were trained
individually and combined using preferential voting methods, a good performance was
observed.
This paper evaluated the preferential voting method with different weight vectors:
simple voting, linear, quadratic, triangular, and power vectors. One with the power
weight vector showed the highest performances on the plant disease dataset when it is
used to combine multiple CNN classifiers.
The major observation made from experiments is the effect of the number of
candidates on preferential voting methods. Four different experiments were set up
depending on different number of classes: four, five, six, and seven. When the number
of classes (diseases) is five, the best performance was observed.
There are several future works and open problems. The first one is exploring other
datasets to support and verify the claims such as the superiority of the power voting
method and five class limit hypotheses. The second one is to explore various other
preferential voting methods and other ensemble methods. Finally, collecting a larger
plant image data is necessary.
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Abstract. Neural networks are largely black boxes. A neural network
trained to classify fruit may classify a picture of a giraffe as a banana.
A neural network watchdog’s job is to identify such inputs, allowing a
classifier to disregard such data. We investigate whether the watchdog
should be separate from the neural network or symbiotically attached.
We present empirical evidence that the symbiotic watchdog performs
better than when the neural networks are disjoint.
Keywords: Watchdog · Symbiotic · Hybrid · Classifier · Neural Network
· Convolutional Neural Network · Autoencoder

1

Introduction

The neural network watchdog is a tool used to determine whether a classification
or regression has been performed on an input that is in-distribution or outof-distribution with respect to the training data [5]. The work focused on the
disjoint approach to the watchdog, where the neural network and the watchdog
autoencoder are trained separately on the same data. The watchdog network is
used to determined the validity of the input data, allowing for the removal of
out-of-distribution classification data from the output in parallel to classification.
To build upon the application of the watchdog, we propose the use of a symbiotic neural network where the autoencoder [12, 20, 21] is symbiotically attached
to the neural network under scrutiny. This hybrid system is capable of generating
and classifying input data without the need for completely separate networks.
This allows the watchdog to regenerate input data using identical input weights
and bias up to the neural network’s inflection point. In our analysis, this allows
for more precise watchdog performance since the generation is closely coupled to
the initial classification layers. Since the generator and classifier share a number
of layers, the symbiotic watchdog exhibits strong performance gains in training,
evaluation, and prediction when compared to a disjoint watchdog.

2

Background

The precise definition of a hybrid neural network is open for interpretation and
is used in different contexts by different researchers. Work done by McGarry
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et al. [17] discusses the integration of neural networks into symbolic systems,
whereas Yang et al. [23] discusses a retrieval-generation models. Hybrid neural networks have been applied in various areas, such as power load forecasts
[1],[2],[10], medical analysis techniques [7], and financial applications [14, 15, 24].
Their flexibility allows for new and novel techniques to solving modern day problems. The phrase hybrid also extends beyond network structures, to training and
evaluation techniques [11, 18].

3

Proof of Concept

We investigate the feasibility of creating a hybrid classifier-generator network
to be used with the neural network watchdog where the watchdog shares a
portion of the architecture of the neural network. In this sense, the watchdog is
symbiotic. Our proof of concept hybrid network is based on a 2D convolutional
image classifier and 2D convolutional autoencoder, as described below.
3.1

Symbiotic Hybrid Network Structure

To demonstrate the proof of concept, a symbiotic hybrid convolutional neural
network is designed to classify and regenerate MNIST digit images. As seen in
Figure 1, the symbiotic network is comprised of 3 subsections of layers:
1. Input Layers
2. Generative Layers
3. Classification Layers

Fig. 1: The general structure of a symbiotic hybrid neural network image classifier. This example demonstrates a single image input which splits in to generative
and classifying components.

Symbiotic Neural Network Watchdog
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The Input Layers. The input layers of the symbiotic hybrid network consist
of multiple 2D convolutional layers, as well as a flatten and dense layer, as shown
in Figure 3. These layers comprise the encoding portion of the hybrid network
and feeds in to both the generative and classification layers.
The Generative Layers. As seen in Figure 2, the generative layers represent
the decoder portion of an autoencoder. These layers are responsible for decoding
the representation generated by the input layers into an image reconstruction of
the input which is used by the Watchdog to determine input validity.

Fig. 2: The decoding layers of the symbiotic neural network. When combined
with the input layers, as in Figure 3, create an autoencoder.

The Classification Layers. The classification layers convert the input layer
encoding into an activation output, producing a distribution corresponding to
classification probabilities.
The final symbiotic hybrid neural network structure can be seen in Figure 4.
3.2

Training The Symbiotic Hybrid Network

Training and Evaluation Datasets. For this proof of concept, we will be
using both the MNIST digit and MNIST Fashion datasets. Our training set is
comprised of 60,000 MNIST digit images. The MNIST images are considered
in-distribution. In order to evaluate the functionality of the Watchdog, we must
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Fig. 3: The encoding Layers of the hybrid neural network, which represent the
input layers of the symbiotic neural network.

also introduce out-of-distribution data, provided by the MNIST Fashion dataset.
Examples of the evaluation data may be seen in Figures 5 and 6.
Once the network has been trained, the networks will be evaluated using a
mixed-distribution dataset, consisting of 10,000 evaluation images from each of
the MNIST digit and MNIST Fashion datasets.
Biased Training. One of the considerations with training a symbiotic neural
network as shown above is the impact of back-propagation bias when dealing
with multiple outputs. The network structure introduced in 1 will require biased
training to improve the performance. Biasing the training weights allows for
highly adaptive network performance, depending on the desired outcome of the
network.
To further investigate the importance of the bias, five identical symbiotic
neural networks are developed with different bias weights, as well as a sixth
independent classifier and autoencoder as a control. The biases for the symbiotic
networks are shown in Table 1 below:
Evaluating the efficacy of the symbiotic hybrid network can be performed by
comparing the RMSE values of the hybrid’s classifier and generator results with
the RMSE values of the disjointed (independent) watchdog.
3.3

Evaluating the Generator

The generator can be evaluated by calculating the root mean squared error
(RMSE) between the original and the generated images. Figure 7 shows ex-
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Fig. 4: The complete symbiotic neural network structure

Fig. 5: Examples of the in-distribution MNIST Digit dataset.

amples of an original image, as well as the symbiotic hybrid and independent
autoencoder generated images.
The average RMSE values for each of the networks is shown in Table 2.
These values indicate minor variations in the performance of the generative
components of the symbiotic and the stand-alone autoencoders. These variations
are expected, as the training weights of the symbiotic networks are adjusted by
both the classifier and the generator outputs.
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Fig. 6: Examples of the out-of-distribution MNIST Fashion dataset.

Table 1: Symbiotic hybrid network training weights.
Network
Classifier Biased
Generator Biased
25% Class Biased
50% Class Biased
75% Class Biased

Classifier Weights Generator Weights
1.0
0.0
0.0
1.0
0.25
0.75
0.5
0.5
0.75
0.25

Fig. 7: From left to right: Original MNIST image, classifier biased symbiotically
generated image, generator biased symbiotically generated image, and independent autoencoder generated image of the MNIST Digit 9.

3.4

Evaluating the Classifier

The classifier is measured by the evaluation dataset accuracy, as well as examining the ROC curves. Results for the classification accuracy Evaluation of the
networks on the MNIST dataset can be seen in Table 3.
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Fig. 8: From Left to Right: Original MNIST fashion image, classifier biased symbiotically generated image, generator biased symbiotically generated image, and
independent autoencoder generated image of a MNIST Fashion Purse.

Table 2: RMSE values of each neural network, by image type
Independent Class. Bias Gen. Bias 25% Class. 50% Class. 75% Class.
MNIST Images 1.047
13.198
1.0396
1.696
1.982
2.358
Fashion Images 6.8824
11.387
6.898
7.372
6.680
8.305

Fig. 9: Normalized ROC plots for the unguarded performance of all six classification networks.

3.5

Symbiotic vs. Independent Networks

Training and Evaluation Execution Times. In addition to evaluating the
classification performance of both the independent and symbiotic networks, a
comparison of training and evaluation times is performed. For this evaluation, the
following training parameters are used: 60,000 MNIST digit images for training,
with 10 training epochs. These measurements are performed on both GPU and
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Table 3: MNIST Classifier Accuracy
CNN
Classifier Bias
Generator Bias
25% Class Bias
50% Class Bias
75% Class Bias

Accuracy
98.81%
98.83%
11.92%
97.88%
98.43%
98.52%

Fig. 10: Normalized ROC curves for the watchdog guarded symbiotic and independent classifiers. The RMSE threshold for these curves is set to 6.5.

CPU runtime environments using Google’s Colab notebooks. Table 4 displays
the training time breakdown for the networks.
Similar to the improved performance with regards to training time, the evaluation times for the networks has been measured, and improved performance
is found with the symbiotic watchdog. For the evaluation parameters, all six
networks are evaluated using the 20,000 digit mixed-distribution dataset.

4

Conclusion

A symbiotic autoencoder watchdog is developed in conjunction with a symbiotic
generator/classification neural network. Creating a hybrid classification neural
network, as demonstrated here, results in better training and evaluation performance, as seen in Tables 3, 4, and 5. Classification performance closely matches
the performance of an independent watchdog, as can be seen in Figures 9 and
10. The choice of an RMSE threshold is ultimately determined by the specific
application. Results may vary based on data and the trade off between detection
and false alarms.
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Table 4: Training times for the networks.
Independent Watchdog:
Classifier Biased:
Generator Biased:
25% Classifier Bias:
50% Classifier Bias:
75% Classifier Bias:

GPU Runtime
638.3s
553.8s
567.5s
552.8s
564.3s
567.3s

CPU Runtime
2408.5s
1692.4s
1688.9s
1706.8s
1727.6s
1747.0s

Table 5: Evaluation times for the networks.
Independent Watchdog:
Classifier Biased:
Generator Biased:
25% Classifier Bias:
50% Classifier Bias:
75% Classifier Bias:

GPU Runtime
1.51s
0.984s
0.964s
0.951s
0.968s
0.933s

CPU Runtime
20.89s
14.81s
14.99s
14.97s
14.97s
15.13s
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Abstract. Social Media these days has become the prime medium for
religious debates. While some people utilise the medium wisely to talk
about the rational thoughts associated with different religions, others
might use it to marginalize or dehumanize certain religions. Therefore,
there is a dire need to analyse content having a religious context so that
appropriate actions can be taken by the social media or blogging platforms against people attempting to propagate unhealthy religious messages. Therefore, in this paper, a multi-module machine learning based
algorithm is proposed to analyse the religious context in online social
media content. To do that, data has been gathered from popular social
media site Twitter. A methodology is then developed to identify tweets
that talk about religion. Once, it is detected if the tweet is religionthemed or not, sentiment analysis is performed and then the nature of
the tweets (offensive or not) is detected to get a deeper understanding
of the content that is being posted online. Based on the evaluation of
various classification models, it is found that Naive Bayes performs the
best at detecting religious theme in tweets, achieving an accuracy of 84%.
On the other hand, XGBoost performs the best at detection of offensive
content in the domain of religion. Our results identify online religious
offensive content and offer a broader understanding of the phenomenon,
providing directions for prevention and detection approaches.
Keywords: Religion-targeted Offensive Content, Natural Language Processing, Text Analytics, Social Media Mining, Online Radicalization

1

Introduction

Every day, a tremendous amount of data flows through the internet and even
though a large volume of this data is harmless in general, some people use it to
spread malice and hate against certain communities. The reach of social media
platforms coupled with the safety of online anonymity they offer can drive people
to use these platforms to spread hate and to incite violence. With the number
of people consuming content published by others being at an all-time high, the
need for filtering malicious content is also becoming increasingly vital.
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Fig. 1: Examples of tweets having a Religious Context
This paper is targeted towards monitoring social media platforms and identifying religiously offensive content. In this work, the data is collected from Twitter
due to its wide reach and fairly diverse user-base. In 2020, it had around 190
million daily active users with about 65% of these users being in the age group of
35-65 years old [15]. Twitter is scraped and then any tweets containing religious
biases, against or for any religion, are identified. Figure 1 shows two examples of
tweets of this category. Once religious connotations are detected, the sentiment
of the tweet is analysed and checked for offensiveness.
1.1

Motivation

The religious diversity of this world is very high, but the same cannot be said
about its religious tolerance. The balance and the peace of this world is so fragile
that if anything incites religious violence, the fall-out is often in thousands. In
a time where the number of hate crimes is growing steadily in our society, it
is important to reduce the risks to public rage against any group, religious or
otherwise.
For this reason, we pursued the development of an online tool which could be
used by any social media website to regulate the data passing through it. It could
act as an alerting mechanism that triggers suitable actions before an attempt is
made to propagate online content having the potential to wreak havoc. The use
of such a tool to monitor social media content using machine learning and AI
has become absolutely necessary to survive and thrive in the current age where
social media greatly influences lives.
1.2

Contributions

In this paper, three major modules have been proposed, that implement various
text mining and machine learning techniques for monitoring the social media

183

content for religious context, and analysing the various aspects of it. The first
module determines whether or not a tweet has religious affiliations. The second
module identifies the sentiment and the third module detects offensiveness in the
texts. Detecting that a tweet is religion-themed can alert social media platform
owners to analyse the tweet’s content before it’s posted online. Sentiment analysis
can help to bring in any such tweet having a negative sentiment under scrutiny
of the authorities. To check if this tweet has any possibility of hurting religious
sentiments or inciting violence, it is checked for offensiveness. This monitoring
mechanism could aid to prevent the spread of such offensive content online.
Figure 2 showcases a sample as to how the proposed approach is supposed to
work.

Fig. 2: Proposed Approach of the Algorithm to monitor Social Media

The following are the main contributions of the paper:
– Creation of a dataset composed of religion-themed tweets and random (not
thematically related to religion) tweets extracted using the Twitter API.
– Data Preprocessing followed by building a model that classifies the tweets
as ’Religious’ or ’Non-religious’.
– Sentiment analysis of the tweets classified as ’religion-themed’ using VADER
sentiment analyser [12], a rule-based model for sentiment analysis.
– Building a model that classifies the religion-themed tweets having a negative
sentiment as ’Offensive’ or ’Non-Offensive’.
The rest of the paper is organized as follows. Section 2 summarizes work
related to offensive content and bias detection. Section 3 gives a detailed overview
of data collection and preparation. Section 4 describes the methodology covering
all the different techniques used in the different modules. Section 5 provides the
results and observations. Finally, section 6 provides concluding remarks.

2

Literature Review

There is a significant amount of literature on the problem of hate speech and
offensive content detection on social media.
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While most cases of online hate speech and offensiveness target individuals
on the basis of ethnicity and nationality, incitements to hatred on the basis of religion, class, gender and sexual orientation are increasing day by day. Lingiardi et
al. in their work [16] report the findings of the ‘Italian Hate Map’ project, which
used a lexicon-based method of semantic content analysis to extract 2,659,879
Tweets; 412,716 of these Tweets contained negative terms directed at one of the
six target groups. In the geo-localized Tweets, women were the most insulted
group, having received 71,006 hateful Tweets (60.4% of the negative geo-localized
tweets), followed by immigrants (12,281 tweets, 10.4%), gay and lesbian persons
(12,140 tweets, 10.3%), Muslims (7,465 tweets, 6.4%), Jews (7,465 tweets, 6.4%)
and disabled persons (7,230 tweets, 6.1%). The findings provide a glimpse into
community behaviours and attitudes against social, ethnic, sexual and gender
minority groups that can be used to inform intolerance prevention campaigns on
both local and national levels.
These issues have garnered a lot of research interest especially in recent years.
Despite the number of approaches [9] recently proposed in the Natural Language
Processing research area for detecting these forms of abusive language, the issue
of identifying hate speech at scale is still a quite challenging problem.
There have been quite a few works focusing on detection of domain specific
offensive language to get better insights and results. In [5], the authors examine
and detect hate speech against immigrants and women in Spanish and English
messages extracted from Twitter. Pinkesh Badjatiya et al. [4] in their work have
built a classification model to classify a tweet as racist, sexist or neither.
Recent times, have observed a significant rise in online anti-Muslim abuse
causing it to require the same level of attention as street level Islamophobia.
Awan [3] examined 500 tweets from 100 different Twitter users to determine
how Muslims are being viewed and targeted by perpetrators of online abuse via
the Twitter search engine, and offers a typology of offender characteristics. The
research highlights the dire need to develop tools that can reduce the amount of
online abuse targeting people of certain religions like Islam.
Magdy et al. [18] trained an SVM classifier to predict whether a user is more
likely to be an ISIS supporter or opponent based on textual features of the user’s
tweets authored before declaring his/her support or opposition. Linguistic and
temporal features have been used to detect Jihadist support instances on Twitter
[13] Mubarak et al. [20] proposed an approach for automatically creating and
expanding a list of obscene words and then used the created list to detect profane
tweets.
We are not aware of a measurement study in English Twitter space in which
hate against different religions is quantified. This is primarily because tweets
without explicit hate keywords are more difficult to classify [10], which is the
case with most offensive tweets that are religion-themed.
However, a related study has been conducted by Magdy et al. [17]. where they
used crowdsourcing annotations and label propagation technique to annotate a
little over 336,000 English tweets referring to Islam. These tweets were randomly
sampled from a large collection of tweets responding to the November 2015 Paris
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terror attacks. They found that 22% of the tweets were attacking Islam, while
61% were actually defending Islam, and 22% were neutral.
In [1], the authors investigate the problem of religious hate speech in Arabic
Twitter sphere and develop classifiers to automatically detect it. In particular,
they collected 6,000 Arabic tweets referring to different religious groups and
labeled them using crowdsourced workers. They provide a detailed analysis of the
labeled dataset, reporting main targets of religious hatred in the Arabic Twitter
space. After preprocessing the dataset, they applied various feature selection
methods to create different lexicons consisting of terms found in tweets discussing
religions along with scores reflecting their strength in distinguishing a sentiment
polarity (hate or not hate).
The authors in [11], the authors created a classifier that can be used to
detect presence of hate speech in web discourses such as web forums and blogs.
In this work, hate speech problem is abstracted into three main thematic areas
of race, nationality and religion. They have used sentiment analysis techniques
and in particular subjectivity detection to not only detect that a given sentence
is subjective but also to identify and rate the polarity of sentiment expressions.
In [21], the authors have worked on hate speech detection using Keyword
based classification which involves labelling of keywords instead of documents/
comments by providing a small set of keywords to each class and applying Naı̈ve
Bayes model for the classification. But keyword-based classification is not very
effective as it does not take into account the sentiments of a sentence which could
involve humor, sarcasm, etc. Joni Salminen et al. [22] achieved good results in
detection of online hate on multiple social media platforms using the XGBoost
model.
In [23], the authors, provide the first of a kind systematic large-scale measurement study of the main targets of hate speech in online social media. Their
results identify hate speech forms and unveil a set of important patterns, providing not only a broader understanding of the phenomenon, but also offering
directions for prevention and detection approaches.
A extensive work has been done in the field of detecting political biases
of texts. In one such work, Chun et al. [8] have worked on detecting political
trolls in twitter data.They have used the “Russian Troll” dataset to first train
a model to detect whether a particular tweet is political in nature and then the
positive tweets are checked for left- or right-wing affiliations. The pipeline - line
methodology followed by them helped them to achieve better results.
As offensive or religiously biased content has become pervasive in social media, there has been much research in identifying potentially offensive or biased
messages. However, previous work on this topic did not consider the problem
specific to the domain of religion. Offensive text in the domain of religion differs
greatly from that of other domains. This is because most of the offensive text in
this domain might ridicule the preachings and beliefs of a certain religion without
actually using common words of abuse. This makes the detection of such content
difficult. To deal with these issues, an approach is proposed that focuses on the
social media text pertaining to the domain of religion alone. Looking at content

186

fine-grained to a particular domain and following a pipeline-like structure allows
filtering of data and gain of insights at each step. This helps to improve the
accuracy and precision of the model.

3

Data

In this section, a brief description of how the data is gathered, annotated and
preprocessed for our study is provided.
3.1

Data Collection

Twitter, these days has become one of the prime medium for discussions varying
from politics to sports to religion. For this study, tweets containing the keyword
’Religion’ are extracted using the Twitter API. To reduce the bias of certain isolated events affecting the feeling towards religion, the time frame is extended to
about five years. Tweets are extracted starting from January 2015 until October
2019 to get a total of 50,000 tweets. Similarly, we also extract an equal number
of tweets which don’t have the keyword ‘religion’.

Fig. 3: Distribution of Sentiments

3.2

Data Annotation

Having an equal number of both religious and non-religious tweets, they are
merged to form the final dataset consisting of 1,00,000 tweets in totality. The
tweets are annotated as ‘Yes’ or ‘No’ for presence of religious context. The tweets
containing the keyword ’Religion’ are labelled as ’Yes’ and vice versa. Next, using the VADER sentiment analyzer [12], the religious tweets are annotated as
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‘Positive’, ‘Negative’ or ‘Neutral’. The distribution of sentiment in the religionthemed tweets is depicted in Figure 3. In Figure 3, the red portion represents
tweets with negative sentiment, the green portion represents positive tweets and
the remaining blue portion is that of neutral tweets. Having done this, the subset of Negative tweets is analyzed and manually annotated as ‘Yes’ or ‘No’ for
offensiveness. This annotation is done by three annotators with the final label
for a tweet decided based on a majority vote.

Fig. 4: Pipeline of Data Preprocessing

3.3

Data Preprocessing

Data Processing is extremely important especially when the dataset consists of
social media text. This is because the content on social media can be quite crude,
consisting of a lot of useless data that needs to be filtered out to get good results.
The various steps followed for data preprocessing are:
1. Duplicates are removed as it is common in twitter that people copy paste
different quotes and retweet something.
2. Twitter enables including usernames within tweets through the symbol “@.”
These do not possess any value for the analysis; hence they are removed from
the dataset.
3. Normalization, is a method which converts all tweets into lowercase, so that
“Token” and “token” are not considered two different words. Therefore, normalization is applied to the tweets.
4. Usernames, hashtags also are considered not of significant value for the analysis, in particular, therefore, are removed.
5. Removal of URLs.
6. Removal of collection words, those words used for filtering the tweets in
the first place to remove bias. In this case, the word used for filtering was
’religion’ and so it was removed from the dataset.
7. Removal of numbers, punctuation, and special characters (@,&,#,%, etc.).
8. Words with less than three characters (short words) are removed from the
dataset, to simplify the analysis.
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9. An essential step of pre-processing is known as Tokenization. It is the process where the text is split according to whitespaces, and every word and
punctuation is saved as a separate token. Thus, each tweet is tokenized to
convert its text into a list of words and punctuation.
10. From the list of tokens of each tweet, words that have no analytical value
to the use case under consideration, known as stop words are removed. This
simplifies analysis and ensures that unimportant words do not take up any
unnecessary processing time or space and affect the correctness of results.
The final preprocessed and annotated corpus consists of 48,000 tweets. Figure
4 outlines the entire pipeline of data preprocessing in a schematic format.

4

Methodology

After cleaning the dataset, classification models are employed to classify a tweet
as having a religious context or not. For this, five classification models were used,
namely, Naive Bayes [6], Logistic Regression [2], Decision Tree [19], Random Forest [14] and XGBoost [7]. These methods were chosen after a detailed literature
review of the papers having similar topics of research. In most of these papers,
the chosen models outperform other classification models.
Naive Bayes [6] uses Bayes theorem to perform classification. It assumes that
the features are independent of each other. It is a probabilistic machine learning
model. Logistic regression [2] is used to model the probability of certain classes
and is used when the dependent variables are usually binary. Decision tree, [19]
as the name suggests, is a tree like model where an internal node signifies the
test dependent feature and each branch represents the outcomes of the tests.
It depicts decisions and their consequences. Random forest [14] is an ensemble
learning method consisting of multiple decision trees and takes the average of
the prediction to get the classification result. XGBoost[7] stands for eXtreme
Gradient Boosting. It is an implementation of gradient boosting decision tree and
is mainly designed to improve performance and speed of calculation. All these
models were trained on a preprocessed corpus of 48,000 tweets to understand
the religious context of a tweet.
Our next module in the pipeline is sentiment analysis, for which VADER
sentiment analyzer is used. VADER [12] stands for Valence Aware Dictionary
for sentiment Reasoning and was developed as a rule-based model for sentiment
analysis. Detailed information about how this model was developed and its features can be found on original paper[12]. It takes into consideration punctuation,
capitalization, degree modifiers, conjunctions, Tri-gram preceding when assigning sentiment values: negative, positive, neutral. These features make VADER
sentiment analyzer [12] achieve remarkable results when classifying social media
texts like tweets and make it a suitable tool to conduct our analysis.
Using this, the subset of tweets annotated as having a religious context, are
analysed and classified as ’Positive’, ’Negative’ or ’Neutral’ as shown in Table 1.
Now, the subset of religion - themed tweets that had a negative sentiment are
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Table 1: Sentiment Classification
S.No. Sample Tweet Text
1
Rev. Graham Bluntly States the Truth: Islam is Not a Peaceful Religion. . . They Butcher, They Behead People
2
the catholic church is full of paedophiles, your religion is based on child abuse,!
seriously tho, use are all sick bastards
3
Religion is not a valid justification for anything.
4
Someone asked me, what is my religion! I said - All the paths that lead me to
the light.
5
Islam is a religion full of blessings and good deeds, which also respected lives
as well as blood.
6
I acknowledge and respect other peoples religions but to me Jesus is Lord! He
reigns and He rules! Kwaphela!

Sentiment
Negative
Negative
Neutral
Neutral
Positive
Positive

obtained. This is done so that while detecting offensiveness only those tweets
are considered whose tweets have an underlying negative emotion. This helps us
to improve the training accuracy of our offensive text classifier which otherwise
gave quite dispersed results if trained on the entire subset of religion-themed
tweets.

Table 2: Nature of Tweets
S.No.Sample Tweet Text
1
I mean, besides Scientology, Mormonism is the most obviously bullshit
religion. It was started by a convicted conman for fuck’s sake.
2
what a fucking stupid thing to say, religion truly is fucked if you’re the
example of ’defender of Christianity’ lol, u mug
3
Islam to me is the religion of the anti Christ. Satanic, judge it by its fruit
4
I did not say everything in religion is bad but are you willing to face up
to the harm of religion?
5
Religion is the cause of all evil in the world! So many injustices under the
cover of religion. Don’t confuse it with faith.
6
Religion and pity are antonyms. One is disaster, other is humanity. We can
live without religion but not pity. Yet we hug religion not pity.

Nature
Offensive
Offensive
Offensive
Non-offensive
Non-Offensive
Non-Offensive

Here, the aim of our tool is just to flag tweets that might use offensive language to propagate negativity for a religion/ religions, and hence, this pipeline
worked out the best for us. The next and the final step in our pipeline is to detect offensiveness in the tweets that have a negative tone. All the classification
models above, namely, Naive Bayes, Logistic Regression, Decision Tree, Random
Forest and XGBoost are used for this classification as well. The classification of
some sample tweets is shown in Table 2.
The results are then compared considering parameters like accuracy, precision, recall and area under ROC obtained by these classification models. The
test dataset is labelled on the basis of the label obtained from the majority of
the models. Figure 5 gives a diagrammatic representation of the entire approach.

190

Fig. 5: Data Flow of the modules

5

Results

The current approach is able to detect religious context and offensive text in
real-time. These results can be used by social media sites to filter unwanted
messages. The following subsections discuss the results obtained by each module
in detail.
5.1

Religious Context Detection

For the detection of religious context in a tweet, the best performing models
have been multinomial naive bayes classifier and logistic regression classifier
which record accuracies, precisions and recalls in 80-90% range. Figure 6 is the
confusion matrix of Naive Bayes Classifier.

Fig. 6: Naive Bayes Classifier

Fig. 7: Random Forest Classifier

However, the most precise model has been a random forest classifier with a
staggering precision of 99%. Figure 7 is the confusion matrix for the Random
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Forest Classifier. It can be seen that the random forest model is biased towards
classifying tweets as having a religious context.
The complete set of models deployed for detection of religious context of a
tweet and their results are mentioned in Table 3. The results are a clear indication
that a machine can be trained very well to detect whether or not a piece of text
has any religious context or not.

Table 3: Religious Classification Results
Model Name
Naive Bayes
Decision Trees
Logistic Regression
Random Forest
XGBoost

5.2

Accuracy Precision
84.55
85.40
76.09
76.17
83.32
88.67
57.98
55.42
78.19
87.23

Recall
85.07
77.62
81.14
97.42
63.46

Sentiment Analysis

The next step is to determine the sentiment of the tweets.
In a database that has been shuffled and tailored and processed at several
steps in order to reduce the bias, a good result of 39% negative, 41% positive
and the remaining 21% as neutral tweets is obtained as depicted in Figure 3,

Fig. 8: Positive Tweets

Fig. 9: Negative Tweets

Word clouds are generated (Figure 8 and Figure 9) for the positive and
negative tweets to illustrate the dominant words for each category. The generated
word clouds provide evidence for the prominence of Islam in religious discussions
on social media platforms as claimed in [3]. It can be seen that words like ‘Islam’
and ‘Muslim’ are quite prominent in the negative tweets. Most frequent words
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are as expected domain-related words such as Islam, Muslim, Christian, whereas
some of the sentiment-related words are: love, peace, right, true, good, etc., which
naturally hint a positive sentiment score of the tweet. In case of negative tweets,
beside domain-related words, some of the words carrying negative sentiment are:
evil, wrong, war, politics, terrorist, atheist, kill, etc.
5.3

Detection of Offensive Content

This final section deals with detection of offensive and non-offensive tweets in
the data.
The complete set of models deployed for detection of offensive and nonoffensive text and their results are mentioned in Table 4.

Table 4: Offensive text detection Results
Model Name
Naive Bayes
Decision Trees
Logistic Regression
Random Forest
XGBoost

Accuracy Precision
71.32
31.69
89.99
86.70
88.64
83.23
59.29
51.02
92.85
94.14

Recall
95.67
88.70
88.47
100.0
92.29

The accuracies, precisions and recalls have been calculated using the formulae
(1), (2), (3) respectively.
Accuracy=

TP+TN
TP+TN+FP+FN

(1)

TP
TP+FP

(2)

Precision=

Recall=

TP
TP+FN

(3)

The model performances have not been consistent across different classification needs. The best performing model for classification of offensive and non
offensive texts has been XGBoost. Figure 10 is the ROC curve of the XGBoost
classifier. The trade-off between sensitivity and specificity or the true positive
and the false positive rates can be seen in the image. The curve is very sharply
inclined towards the upper left corner (optimal performance) which shows that
the classifier has produced good results. While some of the other models have
decent accuracies, the random forest classifier’s results are abysmal.
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Fig. 10: OC Curve XG boost classifier
5.4

Comparison with similar work

As mentioned in section 2, there is a significant amount of work done on the topic
of hate-speech detection. In [1] Albadi et. al. worked on detecting hate speech
in the Arabic Twitter Space. They have adopted a lexicon-based approach
to classify Arabic tweets as hate-speech or non-hate-speech. They have recorded
an accuracy of 75% using the SVM classifier. However, our approach recorded
an accuracy of 92% using XGBoost classifier.
There are some significant differences in our proposed method when compared to [1].
– The authors in [1] tackled hate speech in the Arabic twitter space exclusively. To the best of our knowledge, our work is the first-of-its-kind in handling offensive content in the English twitter space.
– In [1], the authors used a lexicon list based approach in which they generate
positive, negative and neutral lexicons from their corpus and used the number of positive and negative words to classify a tweet as hate-speech. This is
especially different from the work done in this paper which adopts a tf-idf
similarity based classification.
A comparison of our results is mentioned in Table 5. The results, showcase,
the current models deployed out-perform the ones deployed by Albadi et. al. [1]
by a margin of 28% on average across all metrics.

Table 5: Comparison of the two different approaches
Approach
TF-IDF similarity
Lexicon List

Accuracy Precision Recall
92.85
94.14
92.29
75.0
72.0
72.0
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6

Conclusion and Future Work

The need to battle against religious offensive content propagation on social media
platforms is increasing everyday especially with the emergence of smart technologies in almost every sphere of life. This pressing issue is now beginning to affect
the lives of more and more individuals. Our study about online religious offensive
content provides an overview of how this very important problem of the modern
society currently manifests.
The proposed methodology can help in monitoring systems and detection
algorithms to prevent spread of malicious content capable of hurting religious
sentiments or provoking people.
In future, the work can be extended to identify whether an offensive tweet
targets an individual or a community as a whole. In case of the latter, the
community that has been targeted also could be identified. There could also be
efforts to identify the regions of the world which produce the most number of
hate speech related tweets so the data can be better regulated in those regions.
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Abstract. In recent years, the neural collaborative filtering (NCF) approach has been increasingly successful in improving recommendation
system (RS) tasks. However, data sparsity limits the use of the NCF approach, and it becomes challenging to further improve the accuracy of RS
models for a particular target domain. The cross-domain recommendation is an attractive approach to tackle this issue, as it allows the transfer
of knowledge from other related domains (called source domains). In this
paper, we propose a model that extends the neural collaborative filtering to a cross-domain recommendation setting, and enables the transfer
of information between the source and target domains. After training
NCF models in both domains, we utilize the learned latent vectors of a
user, a target item, and the weighted sum of the latent vectors of the
user’s source items (i.e., items that the current user associated with in
the source domain) to transfer knowledge across domains. More specifically, we concatenate all these latent vectors and feed them into a neural
network. We conduct extensive experiments on two real-world datasets,
and our model achieves the best performance compared to the state-ofthe-art methods in both one-domain and cross-domain CF approaches
with implicit feedback.
Keywords: Cross Domain Recommender System · Neural Collaborative
Filtering · Transfer Knowledge · Implicit Feedback.

1

Introduction

With the fast-growing amount of information available in virtually every domain,
the role of recommender systems (RS) has become crucial for many organizations and businesses. Specifically, personalized recommender systems are highly
beneficial and more desirable than non-personalized ones because their outcomes
are significantly more relevant to the interests of the end users [3, 6]. Collaborative Filtering approaches, which exploit existent user-item interactions, can be
seen as the backbone of personalized recommender systems. Matrix Factorization (MF), a well-known CF approaches, applies inner products on user’s and
item’s latent vectors to restore the missing ratings [20].
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Recently, employing Neural Networks in recommendation systems, a type of
approach known as Neural Collaborative Filtering (NCF), has shown promising
results. This line of work was inspired by the massive success of Deep Learning
(DL) in Computer Vision [24], Speech recognition, and Neural Language Processing [23]. The key idea of NCF is to replace the inner products of the MF
approach by Multi-Layer Perceptron (MLP) networks [5, 9].
A main limitation of the above methods, MF and NCF, is that they both
suffer from data sparsity and cold start problems when applied only on a single
domain [11, 18]. Usually, a small part of the interaction matrix is available while
many other entries are missing, resulting in a sparse matrix. This can hinder the
model’s performance especially when the matrix is highly sparse [10, 18].
One effective alternative to tackle these problems is by transferring knowledge
from other related domains, an approach generally referred to as cross-domain
recommender systems. The cross-domain approach becomes a promising solution
for improving recommendation accuracy in the target domain. People, in reality,
interact with different items from different domains in daily life. This motivates
us to build a model that can learn a better representation of a user based on
multiple domains. Another motivation is that transferring knowledge from one
or more related source domains to a target domain can alleviate the sparsity
problem and improve the performance of the prediction model [23]. Thus, we
aim to build a cross-domain model that exploit information in these domains
and transfer knowledge across domain to improve the performance of RS tasks.
Two types of feedback can be used as input for recommender systems: explicit feedback obtained directly from the user (e.g., ratings or like/dislike), and
implicit feedback that is obtained by observing the interactions of the users with
items (e.g., the number of clicks). In recent years, literature has been shifting
from explicit feedback towards using implicit feedback as this is easier to obtain
[12, 9].
Any two domains can overlap in terms of either users, items, both, or none
[2]. This paper focuses on transferring knowledge between domains that share
users, in other words, we assume (almost) the same users in both domains but
different items in each domain.
The major contributions of this paper are as follows:
– We present a novel approach that extends the Neural Collaborative Filtering
approach to a cross-domain recommendation setting.
– We develop a transfer learning approach to transfer knowledge from the
source domain to the target domain to improve the prediction accuracy in
target recommendation models.
– We perform extensive experiments on two real-world cross-domain datasets
to investigate the effectiveness of applying NCF for cross-domain recommender systems. Furthermore, we compare our model with the state-of-theart recommender system models.
The rest of the paper is organized as follows: Section 2 describes state-of-the-art
recommender systems. Section 3 describes the problem as well as the one-domain
NCF network. In section 4, we introduce our proposed model. In section 5, we
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conduct a thorough experimental investigation of our model and compare it with
several baseline models.

2

Related Work

Most traditional RS models are build based on One-Domain CF (OD-CF) approaches, although Cross-Domain CF (CD-CF) approaches have become popular
in recent years. In this section, we discuss the related work of both approaches.
2.1

One-Domain CF

As mentioned above, Matrix Factorization (MF) is one of the most effective techniques of CF for predicting the missing user-item values. However, MF is unable
to perform a recommendation for a user or an item with very few historical interaction records [5, 3, 11]. To address this sparsity issue, MF was integrated with
different models. For example, [13] suggested incorporating user/item information within the MF model to learn about both user/item similarity. Furthermore,
[15] suggested including user profile information in such MF models to address
the sparsity problem. However, these attempts usually do not succeed because
user profiles are often incomplete and highly sparse. Moreover, user profiles have
some noise given that users give inaccurate information about their age, gender,
and other metadata details. Thus, user profiles can provide inaccurate representations of the users, which leads to irrelevant recommendations [4].
Recently, DL have become a viable alternative and reported a better recommendation results. An early major approach has been proposed by [21], called
Restricted Boltzmann Machines (RBMs). RBMs consists of two layers (a visible
layer and a hidden layer) that model the explicit rating of a user on an item. This
work was a ground base for many other works on missing rating approximation
tasks.
More recent models combine a Neural Network model with another linear CF
model, e.g., MF [9], item similarity [8], Neighborhood model [1]. This enables the
model to be more powerful and expressive in learning user/item features by using
linear and non-linear functions. Similarly, In [3], the proposed model was a combination of two models, a linear model (Wide) and a non-linear model (Deep),
which were jointly trained. This work concludes that the combined model shows
relatively better results when compared to Wide-only and Deep-only models [3].
Another relevant work was done by [9], called Neural Collaborative Filtering
(NCF). Under NCF approach, MF was extended into a non-linear setting called
Generalized Matrix Factorization (GMF). This was achieved by using unfixed
weights and a non-linear activation function for the prediction layer. The same
paper [9] proposes an MLP model that feeds a concatenated user’s and item’s
latent vector into multiple hidden layers. These two models can be trained separately or simultaneously. At the last stage, the combined model fuses the two
individual models by concatenating their last hidden layer into one layer, called
NeuMF.
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Although DL empowers RS models, applying it only on one domain limits the
performance of these models significantly. The sparsity problems still degrade
the performance of OD-CF models. In consequence, the need for cross-domain
models is crucial and has been recently widely recognized.
2.2

Cross-Domain CF

Cross-domain CF approach aims at exploiting knowledge from different source
domains to improve the accuracy performance in the target domain. An early
work based-MF approach to transfer knowledge between domains is called Collective Matrix Factorization (CMF) [22]. CMF simultaneously factorizes two
matrices and utilizes the shared user latent features to transfer knowledge between source and target domains. [19] extends CMF to consider different latent
factors of users. However, this approach has difficulty in learning complex useritem interactions due to the linear factorization of MF.
In another related work, [14] construct a codebook transfer that gathers
similar users and similar items into clusters. In this case, users/items in a cluster have a similar representation and can be utilized to transfer knowledge. [7]
extends the codebook transfer to automatically choose the codebook scale to
transfer knowledge, that can be adaptive with the size and features of the source
domain. Another recent model based on NCF is called cross collaborative network based cross domains (CoNet) [11]. CoNet allows transferring knowledge
between domains using two MLP models. It applies the cross-stitch network [17]
to transfer knowledge from the source to the target domain and vice versa. It is
worth mentioning that this model transfers knowledge while training. Also, [25]
propose a deep framework for CD-CF based on MF and applies neural network
to map latent vectors across domain.
In the following subsection, we emphasize some of the challenges of transfer
knowledge across domains.
Knowledge Transfer. Knowledge transfer, the base of any CD-CF model, is
capable of alleviating the sparsity of one domain by leveraging knowledge from
other domains [14, 11]. However, some of the challenges these algorithms face
are considered to be related to what, when, and how to transfer. Indeed, each
one of these questions is significantly important in increasing the effectiveness
of transferring knowledge across domains. For instance, the information being
transferred from the source domain should be consistent with the target domain
[16]. Otherwise, this transferring may degrade the performance of the recommendation task. One key idea of transferring knowledge is by learning the latent
factors of users and items in both domains and then using these learned user
(item) latent vectors to transfer knowledge. This approach is beneficial especially
under these conditions: a) if domains share users. Under the hypothesis that a
user behaves similarly with different items from different domains, transferring
learning between these domains is consistent and provides valuable information
to the target domain. b) if the domains are related (e.g., Books and Movies).
Furthermore, it has been proven that it is more beneficial to transfer knowledge
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at the early layers of the model where the information is general compared to
the middle layers in deep stages where information is more specific [24].

3

Preliminaries

We first formalize the problem of cross-domain RS. Then, the one-domain neural
CF network is described.
3.1

Problem Description

This research focuses on decreasing the sparsity problem of one-domain recommendation by extending NCF model into a cross-domain recommendation
setting. The high-level description of the problem is as follows:
Let T and S denote the target domain and the source domain, respectively. The
goal is to improve the prediction accuracy in the target model by transferring
knowledge from the source model. Both T and S share some users denoted by
U of size m. The items in the two domains are different, and we denote the
target items by I (of size n) and the source items by J (of size l ). Each domain
consists of implicit feedback of user-item interactions. For the target domain, we
construct a binary matrix DT = Rm×n where each entry dui = {0, 1}. Likewise,
we construct a binary matrix for the source domain DS = Rm×l where each entry
dui = {0, 1}. Entry dui set to 1 if user u has interacted with item i (observed
interaction) and 0 otherwise (unobserved):
(
1, if user u has interacted with item i
dui =
0, otherwise
A user-item matrix is very sparse because a user usually interacts with a small
subset of items. The task of a recommender system is to predict the score of unobserved entries. Then, based on the predicted scores, the recommender system
ranks all items for each specific user. To predict the score for dui in one-domain
CF:
dui = f (u, i|θ)
(1)
where f denotes the interaction function and θ denotes model parameters.
For cross-domain CF, we intend to transfer knowledge from the source domain to the target domain. This is possible because the two domains share some
users. Since every user u ∈ U has interacted with some items i ∈ I in the target domain and some items j ∈ J in the source domain, we can exploit the
source items to transfer knowledge across domain. Let J u = {j1 , j2 , ..., jx } be
the source items for a given user u ∈ U . Then, Equation 1 can be extended to
include transferred information from the source domain by:
dui = f (u, i, J u |θ)

(2)
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Fig. 1: Cross Domain Based on Neural Collaborative Filtering

3.2

A One-Domain Neural CF Network

The general structure of NCF network we apply is similar to the structure of
the Deep model in [3] and MLP in [9]. The general network takes a pair of user
u and item i as the input, and feeds them through multiple layers to output the
predicted score of dui . In the input side, the model applies the one-hot encoding
method to map the user and item IDs into sparse vectors of all 0’s except the
ID’s index position to be set to 1. Thus, the input feature representation of a
user and an item will be ru ∈ {0, 1}m and ri ∈ {0, 1}n . In the embedding
layer, the model takes each user’s (item’s) sparse vector and projects it into a
continuous representation. Thus, the user’s (item’s) embeddings are in the form
of Eu = [P T , ru ] and Ei = [QT , ri ] where P ∈ Rm×d and Q ∈ Rn×d . Then,
both user’s and item’s embeddings are concatenated as Eui = [P T , ru , QT , ri ]
and fed into the hidden layers (in this case, multi-layer perceprtons). In the
hidden layers, the model feeds the concatenated embedding layer Eui into
multiple hidden layers of length L, where each hidden layer is utilized to uncover
(different) features of user-item interactions. In the output layer, also called
the prediction layer, the model takes the representation of the last hidden layer
and predicts the score dui for each user-item pair. The output dui is constrained
to the range of [0,1] by using a probabilistic function. The following function
formulates the whole process:
f (Eui |P, Q, θf ) = φo (φL (...φ2 (φ1 (Eui ))...))

(3)

where φo and φL are the functions to compute the output layer and the hidden
layers, respectively. Using the above equation the score dui can be seen as:
dui = f (Eui |P, Q, θf )

(4)

In the next section, we introduce our model for cross-domain recommender system using the Neural CF network.
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The CD-NCF Model

In this section, we first introduce the architecture of our model CD-NCF. Then,
we discuss the model learning.
4.1

Model Architecture

Our model focuses on leveraging information from the source domain to alleviate sparsity and increase accuracy in the target domain model. Because a user
interacts with different items from different domains, we can utilize the learned
item’s embedding vectors to transfer knowledge across-domain as follows:
First, we train both domains (source domain and target domain) using
NeuMF model as shown in the left side of Figure 1 (orange represents source
and blue represents target). NeuMF combines GMF (perfrom an element-wise
product) and MLP (a multi-layer feed-forward neural network) by concatenating their last layer to boost user-item interaction model by learning both models
togather. It then outputs the prediction score dui . To provide more flexibility
and expressiveness, the model learns distinct (independent) item embeddings
as in [9] instead of sharing the embedding. For target item i, GMF and MLP
learns separate embedding as EiM F and EiM LP (similarly for a source item j as
EjM F and EjM LP ). We denote Eu as user embedding. NeuMF is defined by the
following equation:
lGM F = (EuT

(5)


EuT
+ b2 )...)) + bL )
EiM LP
 GM F 
l
= σ(hT M LP )
l

lM LP = aL (WLT (aL−1 (...a2 (W2T
dui

EiM F )


(6)
(7)

where W , b, a are the weight matrix, the bias, and the widely used rectified
activation function (ReLU), respectively. h is the weight parameter learned from
data.
After training finished, we save the learned latent vectors (embeddings) of
users, target items, and source items and utilize them to transfer knowledge
across domain.
Second, we train the target domain using MLP as shown on the right side
of Figure 1. We initialize the model with the learned latent vectors from the
previously trained model (NeuMF). Thus, the inputs include a user u, a target
item i, and the source items associated with user u from the source domain.
Specifically, we have the learned user’s embedding, the learned target item’s
embeddings, and the learned source items’ embeddings (items associated with
a given user). Note, this step answers the questions about what information to
transfer where the model transfers information from the user’s source items into
the target model. Also, the transfer happens at the early stage (at embedding
layer) indicating when to transfer phase.
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As mention above, each item has two learned embeddings, one from GMF
and the other from MLP. For a target item, EiM F and EiM LP , we take the
average of these embeddings as Avg Ei to be the average weight embedding for
target item i. Likewise, Avg Ej is the average weight embedding for a source
item j. In term of source items, we take the weighted sum of all these average
embeddings of associated source items to transfer knowledge for a given user.
Then, we concatenate all these learned embedding layers and feed them into the
hidden layers. This step points out how to transfer phase happens.
We can formulate the input into the first (hidden) layer of MLP by z1 =
Pk
φ1 (EuT , Avg Ei , j=1 Avg Ej ) where EuT indicates user’s learned embedding layer
from the target domain. The second (hidden) layer of MLP is computed as
φ2 (z1 ) = a2 (W2T z1 + b2 ) and so on. The last layer outputs the predicted score of
dui that indicates how likely user u is to interact with item i. In terms of item
recommendation, the prediction scores are used to rank all unseen items for each
user.
4.2

Model Learning

Applying the squared loss function (dˆui - dui )2 to learn model parameters is not
sufficient especially in collaborative filtering with implicit feedback. Indeed, the
squared loss is applicable for rating prediction. To adequately address the nature
of implicit feedback, where the prediction score is in the range of [0, 1], we apply
the following objective function called a binary cross-entropy loss:
Lf = −

X

dui log dˆui + (1 − dui ) log(1 − dˆui )

(8)

(u,i)∈D + ∪D −

where D+ denotes the positive user-item interaction matrix and D− denotes the
sampled negative user-item interactions. This objective function can be seen as
the negative logarithm of this likelihood function:
L(θ) =

Y

dˆui

(u,i)∈D +

Y

(1 − dˆui )

(9)

(u,i)∈D −

The optimization of the objective function is done by using stochastic gradient
descent (SGD) with the adaptive moment method (Adam).

Table 1: Datasets and Domains’ Statistics
Target
Dataset

#user

#item

CiteULike

2177

15,699

Amazon

69,121 242,155

Source

#interaction sparsity #item #interaction sparsity
58,469

99.83%

9,405

41,622

99.79%

1,205,612

99.99%

42,751

730,915

99.97%
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Experiments

We conduct extensive experiments to evaluate effectiveness of our model (CDNCF) against the state-of-the-art recommendation models in terms of OD-CF
and CD-CF with implicit feedback. In this section, we present the experimental
setup and further analyze our results.
5.1

Experimental Setup

Datasets. We utilize two real-world cross-domain datasets to evaluate our proposed model. The domains and statistics of both datasets are summarized in
Table 1.
– CiteULike dataset3 . This has been widely used by researchers since it is
mostly based on research papers. Also, it is a very useful dataset in academia
in various fields. We choose two domains. The target domain is Paper-tag
that associates each paper with a number of tags to describe that paper.
The source domain is Paper-Citation that specifies each paper and its citations. Our goal is to transfer information from the paper-citation domain to
improve recommendation accuracy in the paper-tag domain (recommending
new tags for each paper). We consider that paper cites another paper or paper is associated with a tag as positive interaction. Also, we filter out paper
with less than ten interactions.
– Amazon dataset4 . This has been utilized largely to evaluate collaborative
filtering methods. We choose the two largest domains. The target domain
is Books that consists of user-book ratings. The source domain is Movies &
TV that consists of user-movie ratings. We consider 4-5 ratings as positive
interactions. We aim to transfer information from the Movies domain to
improve recommendation accuracy in the Books domain.
Evaluation Protocol. In terms of item recommendation, we adopt the leaveone-out (LOO) method to evaluate the performance of our model. The LOO
method is applied widely in evaluating collaborative filtering models. We follow
the protocol applied in [9] and [11], that reserves the last interaction of each user
for testing while training the model on the remaining. We follow the common
approach that randomly samples a list of 99 negative items for each user and
adds the test item to be the 100th item. We then evaluate how good our model is
to rank the test item at the top of the list. We further cut off the list at (N=10)
to see if our model can rank the test item in the top-10 items. The evaluation
matrices used to judge our model are Hit Ratio (HR) and Normalized Discounted
Cumulative Gains (NDCG). HR intuitively measures whether the test item is
present at the top-N items of the list. NDCG also considers the hit position of
the top-N items by assigning higher scores if it is ranked higher in the top-N
items.
3
4

http://www.citeulike.org
http://jmcauley.ucsd.edu/data/amazon/
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Table 2: Performance Results Comparison of Different models on Two Public
Datasets
CiteULike dataset
GMF
Factors
8
16
32
64

HR
0.639
0.650
0.664
0.671

NDCG
0.452
0.481
0.498
0.504

BPR-MF
HR
0.631
0.636
0.643
0.647

NDCG
0.454
0.474
0.485
0.491

MLP
HR
0.637
0.637
0.644
0.653

NDCG
0.431
0.448
0.450
0.477

NeuMF
HR
0.651
0.665
0.668
0.678

NDCG
0.474
0.499
0.504
0.510

CoNet
HR
0.632
0.657
0.678
0.670

NDCG
0.447
0.454
0.475
0.489

MLP-Pretrain
HR
0.667
0.681
0.684
0.692

NDCG
0.480
0.502
0.514
0.523

CD-NCF
HR
0.687
0.702
0.709
0.712

NDCG
0.503
0.523
0.538
0.546

Amazon dataset
GMF
Factors
8
16
32
64

HR
0.278
0.295
0.302
0.309

NDCG
0.161
0.177
0.180
0.181

BPR-MF
HR
0.289
0.300
0.308
0.312

NDCG
0.165
0.178
0.183
0.185

MLP
HR
0.277
0.283
0.290
0.296

NDCG
0.159
0.167
0.172
0.176

NeuMF
HR
0.293
0.301
0.312
0.318

NDCG
0.181
0.181
0.191
0.187

CoNet
HR
0.281
0.293
0.304
0.303

NCDG
0.164
0.172
0.181
0.185

MLP-Pretrain
HR
0.311
0.318
0.326
0.337

NDCG
0.192
0.197
0.208
0.215

CD-NCF
HR
0.329
0.330
0.340
0.355

NDCG
0.201
0.216
0.225
0.233

Baseline. We compared our model with the baselines of one-domain and crossdomain CF models.
− GMF: Generalized Matrix Factorization is a one-domain collaborative filtering model that extends MF to a non-linear setting [9].
− BPR-MF: Bayesian Personalized Ranking based on Matrix Factorization
is a personalized ranking method for implicit feedback [20].
− MLP: Multi-layer perceptron is a state-of-the-art one-domain CF model. It
is a deep model and considered as the base model of NCF [9].
− NeuMF: Neural Matrix Factorization is a combined model that combines
MLP and GMF model by fusing the last layer of each model into a concatenated layer for prediction [9].
− MLP-Pretrain: it is an MLP model initialized with target user’s and item’s
learned embedding. We define this model to be similar to our model but
without transferring knowledge from the source domain. This would judge
the effectiveness of transferring knowledge of our model.
− CoNet: cross collaborative network based cross domains is a Cross Domain
CF model. It combines two MLP models and applies cross connection unit
to transfer knowledge from the source domain to target domain and vice
versa [11]. Since CoNet shows superior performance over CMF model, we do
not report the results of CMF.
Implementation. For NeuMF and CoNet models, we use the code provided by
their authors. We implement BPR-MF model using TensorFlow. Our methods
are implemented using Keras with TensorFlow as a backend. The parameters of
the model are initialized randomly with Gaussian N (0, 0.01). To optimize the
model, we use Adam with learning rate as 0.001. The size of mini batch is set
to 256. Also, for each positive interaction, we sample four negative interactions
because it has been proven that the best negative sampling ratio is from 3 to
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5 [9]. In term of embedding size (no. of factors), we evaluate our model with
the following sizes [8, 16, 32, 64]. Note, applying large factors may overfit the
model. Also, to prevent the MLP model from overfitting, we apply the dropout
regularization method (dropout=0.5). For the deep neural architecture in our
model, we apply the common strategy of halving the layer size of the next
higher layer, known as a tower pattern. This is a common configuration of MLP
network (the base model). In our case, we initialize the MLP with the learned
user’s and item’s latent vectors that have been learned from training NeuMF.
For determining hyper-parameters, one interaction for each user was randomly
sampled as the validation set.
5.2

Performance Analysis

In this section, we compare our model with other baseline models in terms of
performance accuracy. The results of all models w.r.t. different numbers of factors are shown in Table 2. Our model shows better results when compared to
one-domain CF models (GMF, BPR-MF, MLP, NeuMF) and cross-domain CF
(CoNet) on both datasets. To make it short and consistent, we discuss the results
of the models with (number of factors = 32) although all results are reported on
the table.
On CiteULike dataset, our model outperforms the base model (MLP) by 10%
and 19% on HR and NDCG, respectively. Also, our model shows an improvement by at least 6% in term of HR and NDCG compared to GMF, BPR-MF,
and NeuMF. Since these are one-domain models, this illustrates the benefits of
transferring knowledge across domains. In terms of CoNet, our model surpasses
it by 5% on HR and 13% on NDCG.
On Amazon dataset, where the Book dataset is extremely sparse, our model
achieves better results than MLP and increases the performance by 17% and
30% on HR and NDCG. Also, our model surpasses GMF by 13% and 25%.
Furthermore, the proposed model outperforms BPR-MF, NeuMF, and CoNet
models by at least 10% and 15% regarding HR and NDCG. Figure 2 indicates
that our model consistently shows better results (w.r.t. different factors) over all
these recent existing models.
5.3

Transfer versus No-Transfer

We further investigate the effectiveness of transfer knowledge by comparing our
model with MLP-pretrain. MLP-pretrain is exactly like our model but without
the transferring layers that transfer information from the source domain to the
target domain. In CiteULike dataset, our model achieves an improvement by
5% on both HR and NDCG over MLP-pretrian. In Amazon dataset, also, the
performance increase by 4% and 8% in HR and NDCG. Indeed, our model provides consistent improvement over MLP-pretrain with all different factors. This
strongly indicates that transferring knowledge from a source domain is more
beneficial than relying solely on one domain in recommendation tasks.
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(a) CiteULike (HR@10)

(b) CiteULike (NDCG@10)

(c) Amazon (HR@10)

(d) Amazon (NDCG@10)

Fig. 2: Performance Results of HR@10 and NDCG@10 on different factors on
both datasets

5.4

Loss Training Analysis

Transferring knowledge using the learned latent vectors (embeddings) gives the
model a good start at a low loss point. The training loss starts at a low point in
the deep model because these users (items) embeddings have been trained using
NeuMF and each user (item) has a better vector representation that describe
a user (an item). On the other hand, transferring while training approach (e.g.
CoNet) starts transferring information early where users (items) vectors do not
have an accurate representation yet (before convergence). This may transfer
inaccurate information at the beginning of the training that may degrade the
model performance. Our model provides consistent improvement over the CoNet
model.
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Conclusions and Future Work

In this paper, we proposed the (CD-NCF) model that extends the neural collaborative filtering approach to a cross-domain recommendation setting, and
achieves effective knowledge transfer between the source and target domains. By
transferring knowledge across domain, our model alleviates the impact of the
data sparsity problem and improves the performance of the recommendation
model in the target domain. We evaluated the proposed model on two realworld datasets and showed an improvement over the baseline models in both
one-domain and cross-domain CF. Also, experiments showed the effectiveness
of knowledge transfer over no knowledge transfer between the source and the
target domains. Extensions of the CD-NCF model to include item’s content and
additional information about user-item interactions (e.g., user’s reviews) will be
investigated in future work.
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Abstract. As the need for more accurate and powerful Convolutional
Neural Networks (CNNs) increases, so too does the size, execution time,
memory footprint, and power consumption. To overcome this, solutions
such as pruning [11] have been proposed with their own metrics and
methodologies, or criteria, for how weights should be removed. These solutions do not share a common implementation and are difficult to implement and compare. In this work, we introduce Bonsai, a criterion-based
pruning solution and demonstrate that it is fast and effective framework
for iterative pruning, demonstrate that criterion have differing effects
on different models, create a standard language for comparing criterion
functions, and propose a few novel criterion functions. We show the capacity of these criterion functions and the framework on VGG inspired
models [15], pruning up to 79% of filters while retaining or improving
accuracy, and reducing the computations needed by the network by up
to 68%.
Keywords: Convolutional Neural Networks · Pruning · Framework.

1

Introduction

1.1

Background

Convolutional Neural Networks (CNNs) [13] are a form of neural network that
utilize convolutional filters, or sliding windows, to gain a deeper understanding
about the data it is training over. By giving more importance to information
based on the locality of the data, these models are incredibly powerful when
applied to computer vision and image processing tasks [12]. Because of their
strength within this crucial application, many research projects have focused on
improving their accuracy [7], ability to be trained [5], robustness [1] and other
useful qualities. As such, over the past few years, there has been a trend for these
networks to grow larger and deeper, greatly increasing the number of parameters
?
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and operations [11]. This has presented a challenge for integrating state-of-theart CNNs onto embedded systems, whose main constraints are memory, time and
power consumption. Another system with these constraints are multi-threaded
systems, such as web-based services which service multiple requests with large,
but finite, resources. In these, and other applications, there arises the need for a
way to reduce the size of a CNN without sacrificing its capacities and capabilities.
There has been work in the area of selecting the correct size and architecture
for a CNN [10], but the fact still remains that deciding the correct hyperparameters for a model is still an open problem. Work in the field of knowledge
distillation [2] has shown promise, but they make the initial training before distillation and retraining difficult as these operations still require a large amount
compute power; thus they reduce the capacity to retrain models efficiently, especially on small embedded systems. These two methods constitute techniques
for how to start with a sufficiently small model, and thus in order to resize of
the model, pruning, or removing nodes [11], is required.
1.2

Terminology

In this paper, the term pruning is used to refer to any method that removes
filters or nodes from a neural network. However, there are methods that used the
nomenclature pruning, such as soft pruning [8] soft pruning comprises techniques
for better utilizing weights that do not contribute to the accuracy of a model.
Another set of methods that take on the name pruning is dynamic pruning [6].
These methods seek not to remove weights, but rather iteratively load only the
portions of the full model that are needed for evaluating a particular input.
Although these methods certainly optimize the use of memory, as they are
described, neither of these methods actually remove any nodes, and therefore
do not remediate the issues within the scope of this paper. Therefore in this
paper pruning will refer to what is often referred to in the literature as hard
pruning [11], or any destructive method that accelerates the execution of a CNN.
Even restricting the scope to using only this definition of pruning, there still
exists variation within the literature as how to implement such methods. The
main differences within the proposed solutions manifest in two key ways. The first
difference is how these methods determine which filters to prune. Any method
used to make this decision is what is referred to as the pruning criterion. These
differences will be explored in the related works section, and their exploration is
the impetus for this work.
The second difference is when and in what order this criterion is applied
in the pruning process. The prevailing techniques in previous works break into
two categories. The first of these methods is a static application, which is hallmarked by the criterion being applied to all filters and then pruning occurs after.
These methods are often faster as information is able to be memoized. This is in
contrast to progressive methods, which will apply the criterion while it prunes,
allowing for the evolution of information to be taken into account for the criterion. Note that although it may be less efficient to do so, any static method
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may be replicated by a progressive method, and is the first abstraction that our
solution leverages.
1.3

Contributions

The goal of this work is to create a framework which will unify all appropriate
approaches with further abstractions. This is done through Bonsai, a criterionbased pruning framework for the acceleration of Convolutional Neural Networks.
This solution will have the following attributes:
– General: Allow for any pruning technique to be approximated and use an
existing machine learning library
– Effective: Faithfully prune nodes based on the given criterion for any CNN
architecture
– Efficient: Prune nodes with minimal computation dedicated to pruning,
avoiding full model evaluation when possible
The first two attributes of this solution will allow users to recreate previous
pruning paradigms. This helps with not only the comparison of techniques for
the correct selection of methods for a given architecture and domain, but also
will help with reproducing results from previous work. Further, this framework
will facilitate more development in the space of pruning.
All implementation of this framework were done with Keras [3] to allow for
an easy integration with existing solutions3 Moreover, frameworks such as Keras
aim to abstract away the more tedious and difficult aspects of their domain and
allow for more plug-and-play interaction. This aspect is also adopted in Bonsai.
The final attribute comes from the use case. It is assumed that the user is
computationally and time limited in their ability to execute the CNN. As such,
it is unlikely that the users will have a large computational base to perform
pruning. Although this restriction is not entirely necessary, it can be shown
that Bonsai achieves this goal and outperforms more computationally expensive
methods.
The contributions of this work are as follows:
– We propose Bonsai, which is a novel testing framework that fulfills the above
requirements
– We utilize its generality to recreate different pruning methods and criteria
from the literature, as well as our own new pruning criteria
– And demonstrate that there is no ’one above all’ criterion, rather each model
and use case has its own best criterion, further demonstrating the need for
a modular, light weight framework, like Bonsai.
In the next section of the paper, section 2, we introduce the previous works
in the field of CNN pruning. Next, in section 3, we discuss how we created
Bonsai, including the mathematical derivation and implementation. Using these
3

Keras was selected as apposed to PyTorch, which is a standard for research, because
the original aim of this work is to be for industrial models rather than academia.
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methods, we show our results in the next section 4. These results are analyzed
in our discussion, section 5. This work is then culminated in our conclusion,
section 6.

2

Related works

Existing solutions in the space of pruning take the form of a domain specific
model with a proposed method for determining which of the filters need to be
pruned [14, 9]. These methods, although they often have promising results, lack
any clear hierarchy as far as which would be best for a model that does not fit
within their own domain or architecture. This is further complicated by the lack
of uniformity in the language used by authors within this space.
Work such as [11] have proposed ways to prune CNNs using different criterion. However, instead of the functions mapping from the filter space to a
value, Li et al. prunes based on feature maps. This requires that data be ran
through the model and metadata be collected at each step of pruning. This is a
costly operation, as the assumption is that running the model alone (i.e. without
collection metadata) is an expensive operation.
Further, their implementation necessitates a hybrid approach between static
and progressive, where they will establish their criterion values at the beginning
of pruning a given layer, without updating any values in the process. Li et al.
also establishes a good survey of the state of the art in pruning. While this work
does outline the concepts of criteria well, it provides no analysis as to how one
would apply them to any model to compare which would be best for a given
architecture.
Similarly, the solution proposed by [4] also utilizes batch running images
during an iterative pruning process, giving it an unforgiving complexity to be
able to run on a limited architecture.

3
3.1

Methods
Prunable Layers

CNNs are made up of diverse layer types, but for the purposes of the Bonsai
procedure, the layers are divided into two types - prunable and not prunable.
Our primary work treats only dense and convolution layers as prunable, and
other layers, such as pooling, normalization, or dropout layers are considered
as non-prunable, but are important to the pruning process. Despite convolution
and dense layers performing their functions in fundamentally different capacities,
Bonsai relies on treating their weights in similar manners. The tensor describing
the weights for the convolution layer is (k1 × k2 × I × H), where k1 , k2 are the
height and width of the convolution kernel, I the number of input channels,
and H is the number of output channels, which corresponds to the number of
convolution filters in the layer. For dense layers, the weights are represented by a
(I, H) tensor, where I is the number of inputs and H is the number of outputs,
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which corresponds to the number of hidden nodes in the layer. To Bonsai, a
hidden node is equivalent to a convolution filter, and the term filter is used to
describe them interchangeably within layers during the procedure. Even though
these types of layers can be considered simultaneously, it is demonstrated in
Section 4 that there are cases where pruning only one type of layer may be
beneficial.
3.2

Criterion Functions

A criterion function is a measure of the relative contribution to the model of
a filter in a particular layer. A criterion function can be any map of the form
f : IRD×H → IRH , with the hth value corresponding to the criterion value of the
hth filter. In the case of evaluating filters in a dense layer D = I, and in the case
that the filter is in a convolution layer D = k1 × k2 × I. Higher output values
of the criterion function should indicate that the filter is more valuable to the
model, and each filter’s criterion value will be used to discriminate when choosing
which filters to delete and which to keep. For simplicity, many criterion functions
are specified as f : IRD → IR and repeated on each filter. The criterion functions
hosen here are reflective of that implementation: standard deviation, range, mean
absolute value, and maximum absolute value. However, it is possible to specify
criterion functions that then become layer-specific, such as a rank-ordering of
criterion functions applied to individual layers.
Criterion functions can be applied in either a progressive or static fashion.
In the static approach, the criterion function is applied to each layer before any
pruning occurs, and in the progressive approach, the criterion function is applied
after the previous layers were pruned. Static pruning is a faster approach, but
the progressive approach aligns more closely with the idea that the criterion
function is measuring the relative value to the model of the individual filter,
since the contribution to the model necessarily changes as previous layers are
pruned.
3.3

Thresholds

Once a criterion function has been selected, the final preparation is the selection of the threshold for pruning. Since higher criterion function values should
indicate more usefulness to the network, any filter with a criterion value below the selected threshold will be discarded. Since it is possible to construct a
criterion function to account for large differences in number and magnitude of
weights (such as a rank-ordering or a percentile function), there only needs to
be a single threshold defined for the entire pruning procedure.
3.4

Bonsai

To execute the algorithm, as shown in Algorithm 1, one must determine
what types of layers to consider as prunable (either convolution, dense, or both),
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Input: Model M , Criterion f , Threshold t
for layer li in M do
if li is prunable and not the last layer then
Initialize pruned filter index as empty
for filter mj in li do
if f (mj ) < t then
Remove mj
Append j to pruned filter index
end if
end for
if length(pruned filter index) > 0 then
k=1
while li+k is not prunable do
collect transformation metadata from li+k
k+ = 1
end while
Remove input channels at pruned filter indexes from li+k accounting for
collected transformations
end if
end if
end for

Algorithm 1: Bonsai

choose a criterion function, decide whether to apply the criteiron function in a
progressive or static manner, and choose a threshold. Then, proceeding through
the model, the criterion values for filters are precalculated and memoised (in the
static case) or calculated (in the progressive case), and any filters with criterion
values below the selected threshold are fully removed from the model. The only
exception is when a threshold is sufficiently large that would indicate that all
filters should be removed. In this case, the filter with the largest criterion value
is preserved as the only filter in the layer.
The Bonsai procedure is then a careful orchestration to ensure that the subsequent layers are not expecting information from output channels that no longer
exist. While following layers may not be prunable, they may still need weights
removed. In this respect, there are two type of layers - pass through layers that
preserve the number of input channels (such as normalization or pooling layers),
and layers that modify the fundamental shape of the feature map (such as convolution, dense, or flattening layers). Pass through layers can be easily modified
by stripping out the portions of the feature map that correspond to the filters
that were pruned in the previously pruned layer. In convolution and dense layers,
the input channels that correspond to removed filter layers from the previously
pruned layer need to be fully removed from the weight tensors for that layer.
Flatten layers condense the feature map passing through to a single vector, and
by tracking which elements post-flattening came from the removed filters in the
previously pruned layers allows for the removal of those inputs to the next layer.
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Input: Model M , Criterion Function F , Threshold Values T , Loss Function
L(M, F, t)
Let t1 = min(T )
Prune M with F and threshold t1
`1 = L(M, F, t1 )
t2 = max(T )
Prune M with F and threshold t2
`2 = L(M, F, t2 )
Let `∗ be the sorted ` values and t∗ be the threshold values sorted by their
corresponding loss
i=2
while max(`∗i − `∗i+1 ) < largest desirable gap do
i=i+1
Find j | `∗j − `∗j+1 = max(`∗i − `∗i+1 )∀i
Prune M with F and threshold ti =
`i = L(M, F, ti )
end while

∗
t∗
j −tj+1

2

Algorithm 2: Iterative Pruning Threshold Function

3.5

Choosing a Threshold

Choosing a threshold is a critical consideration in this procedure. Given a
particular threshold, the pruning itself is very quick, and this can be leveraged to
evaluate choices for the threshold value. In order to evaluate how well the pruning
performed, a small representative version of a validation dataset is needed to
evaluate the performance of the pruned model. As described in Algorithm 2,
iterative pruning using different thresholds can be used to build out an estimation
of the relationship between the percentage of the model pruned by a particular
threshold and the resulting model accuracy (or other desirable loss function),
called the threshold function.
In many cases, such as seen in Figure 1, there is a notable plateau in the
threshold function, with different criterion having different plateau heights and
lengths. It is advisable to choose the threshold that corresponds to a value near
the plateau dropoff. If this doesn’t achieve the required reduction in model size,
the model can be retrained and then pruned again using the same procedure, or
a lower threshold value can be chosen. It is important to recognize how much
error is tolerated in the model, and should be taken into consideration when
choosing a threshold.
3.6

Choosing a Criterion Function

The threshold function can be utilized to choose the best criterion function.
The area under the curve of the threshold function can be used as a metric for
comparison for criterion functions applied on the same model. This metric should
not be used to compare criterion function across models, as the area under the
curve will be dependent on the accuracy of the initial model, and therefore the
range of values will be model dependent.
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Fig. 1. Criterion performance in Bonsai procedure on the Balanced network trained
on MNIST Data

4

Results

Since the Bonsai method works for both dense and convolution layers, performance was assessed on three types of models: a model that has many more
convolution weights than dense weights (Model A), a model with balanced convolutional and dense weights (Model B), and a model that has more dense
weights than convolutional (Model C). The model architectures chosen are VGGinspired, as seen in Figure 3.

Table 1. Model performance on CIFAR-10 and MNIST

Model

Top-1 Accuracy
MNIST CIFAR-10

Convolution Heavy (A) 99.04% 77.14%
Balanced (B)
99.07% 73.26%
Dense Heavy (C)
98.00% 49.72%
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Fig. 2. Criterion performance in Bonsai procedure on the Balanced network trained
on CIFAR-10 Data

Each of the 3 models were trained on both MNIST and CIFAR-10 datasets,
with the pre-pruned model top-1 accuracy documented in Table 1.
4.1

Accuracy

The size and style of these architectures is larger than needed to acheive excellent
performance on MNIST, and smaller than needed to acheive top performance
on the CIFAR-10 data, but this was an intentional choice. This should lead to
pruning most of the MNIST trained models, and pruning a much smaller amount
of the CIFAR-10 trained models.
There are two major factors under consideration - which layers should be considered as prunable (dense, convolutional, or both), and which criterion function
should be applied to the model (standard deviation, maximum absolute value,
mean absolute value, or range). For each combination of layer selection and
model, all four criteron functions were applied to get each of the threshold functions. The threshold functions for Model B (Balanced) trained on MNIST data
pruning both layer types can be found in Figure 1 and the threshold functions
for the same model trained on CIFAR data pruning both layer types can be
found in Figure 2. For each of the threshold functions, the area under the curve
was calculated and used to determine the best criterion function. In Figure 1, all

220

Bingham and Helmich

Fig. 3. VGG inspired model architectures

four criterion functions are plotted with the longest plateau (standard devation
of filter weights) has an area under the curve of 0.824, while the worst (maximum absolute value) has an area under the curve of 0.224. This procedure was
repeated for all combinations of model and layer selection, with the results for
the models trained on MNIST recorded in Table 2 and the CIFAR-10 trained
model’s performance recorded in Table 3.
In general, it was found that applying the Bonsai procedure while treating
both dense and convolution layers as prunable provides for the largest area under
the curve (and therefore the best performacne) for most critieron functions, with
the exception being the dense weight heavy model trained on the CIFAR-10
data. This is largely due to the small number of convolution layers, and each one
having a critcal contribution to the model.
After identifying the best criterion function and selection of prunable layers,
each model was pruned and retrained on the same training data it was originally
trained on. As seen in Table 4 there are two cases where the post-pruning accuracy was minimally smaller than the original model, at most a loss of 0.34%,
and the other case the post-pruning accuracy increased by 0.29% reflecting that
the pruning was able to identify filters that were either under-contributing or
contributing noise and allowed retraining to further enhance the remining useful
filters. As expected, Bansai was able to prune most of the MNIST trained models - in one case (Model A - Convolution Heavy on MNIST), Bansai was able
to prune 79% of the model while improving overall accuracy, as found Table 5.
On the CIFAR-10 models, the Bonsai procedure was able to prune large chunks
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Table 2. Bonsai Performance across criterion frunction on MNIST trained models. *
denotes best criterion function for the model and layer selection, and bold denotes the
best criterion function and layer selection for the model.
Pruned Model SD

Max Abs Mean Abs Range

Both

A
B
C

0.860* 0.245
0.824* 0.244
0.806* 0.781

0.855
0.805
0.776

0.219
0.324
0.778

Conv

A
B
C

0.879* 0.232
0.801* 0.230
0.045 0.036

0.870
0.789
0.061*

0.230
0.182
0.042

A
Dense B
C

0.174 0.169
0.280 0.242
0.804* 0.780

0.179*
0.283*
0.777

0.175
0.235
0.779

Table 3. Bonsai Performance across criterion function on CIFAR-10 trained models.
* denotes best criterion function for the model and layer selection, and bold denotes
the best criterion function and layer selection for the model.
Pruned Model SD

Max Abs Mean Abs Range

Both

A
B
C

0.293 0.192
0.431 0.239
0.166 0.155

0.343*
0.474*
0.167*

0.177
0.242
0.150

Conv

A
B
C

0.225 0.156
0.363 0.185
0.044 0.031*

0.275*
0.425*
0.043

0.158
0.225
0.038

0.191 0.085
0.280 0.131
0.297 0.333*

0.202*
0.311*
0.321

0.081
0.135
0.313

A
Dense B
C

Table 4. Bonsai performance across models trained on MNIST after selecting a criterion function, pruning, and retraining the pruned model
Top-1 Accuracy
Model Pre-Prune Post-Prune & Retrain % Pruned
A
B
C

99.04%
99.07%
98.00%

99.33%
98.73%
97.90%

79.00%
76.52%
70.83%
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Table 5. Bonsai performance across models trained on CIFAR-10 after selecting a
criterion function, pruning, and retraining the pruned model
Top-1 Accuracy
Model Pre-Prune Post-Prune & Retrain % Pruned
A
B
C

77.14%
73.26%
49.72%

78.36%
79.11%
50.32%

16.55%
38.76%
35.72%

of the model, 16%-38%, while increasing accuracy, demonstrating that models
can be improved and accelerated by the Bonsai procedure, even if they were
relatively small to begin with.

4.2

Performance

Pruning convolution and dense layers have different effects on overall model
compute requirements, due to how the filters are applied to the feature vectors.
In a dense layer there is a single weight for each of the I input vectors and H
output filters. The Floating Point Operations (FLOPs) needed for each dense
layer is given by 2IH. Since a convolution layer has to be convolved over the
whole feature map (with height rh and width rw ) then the FLOPs needed for each
convolution layer is 2k1 k2 rh rw IH. Then removing a single dense filter results in
a FLOPs decrease of 2I where removing a single convolution filter results in a
FLOPs decrease of 2k1 k2 rh rw I, meaning the performance improvement is also
affected by the size of the convolution filter (k1 and k2 ) as well as the image size.
In the Bonsai procedure, choosing which layers to be considered as prunable
has a profound impact on final model compute costs. By ensuring that convoluton layers can be successfully considered for pruning, the computational cost
for the model is considerably larger than by only considering dense layers, as
demonstrated in Figure 4. When it is feasable to consider pruning both convolution and dense layers, the maximum acceleration can be acheived, but in cases
such as Model C on the CIFAR-10 data, there may not be sufficient convolution
layers to effectively consider them prunable.
After following the procedure as laid out in Section 4.1 of choosing a criterion
function and effective threshold and then re-training the model, a considerable
model speedup can be demonstrated. For the MNIST tranied models the accuracy (Table 4) drop was at most 0.66% or less and the FLOPs speedup (Table 6)
was between 56.12% and 68.77%, and on the CIFAR trained models the accuracy (Table 5) went up in every model while the FLOPs speedup (Table 7) was
between 19.05% and 41.05%. If a larger accuracy drop is acceptable, there is still
opportunity left on the table to further decrease the compute requirements for
the models by either increasing the chosen threshold or repeating the pruning
and retraining process.
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Fig. 4. Computation requirement improvements on Model B (Balanced) on MNIST
data with pruning only dense layers, convolution layers, or both.

5

Discussion

The Bonsai framework is valuable as it begets a tool implementation that is
approachable to any model architect. By having useful abstractions for criterion
functions, thresholds, prunable layers, and how the criterion function is applied,
these items can become interchangable and be easily applied to any model building effort.
Pruning should be a part of the model building process with criterion function
selection being parallel to choosing an optimizer or an activation function, and
the selection of which layers are prunable should be a conscious effort after
choosing the number of filters or hidden nodes to have in each layer. Having this
Table 6. Bonsai Performance across models trained on MNIST after selecting a criterion function, pruning, and retraining the pruned model
Model Pre FLOP Post FLOP % Reduction
A
B
C

105,595,549 32,973,437
107,757,094 37,178,977
752,919
330,418

68.77%
65.50%
56.12%
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Table 7. Bonsai Performance across models trained on CIFAR-10 after selecting a
criterion function, pruning, and retraining the pruned model
Model Pre FLOP Post FLOP % Reduction
A
B
C

158,335,901 120,584,938
166,591,782 98,209,450
953,727
772,011

23.84%
41.05%
19.05%

framework implemented in common tools will also allow existing models to be
easily pruned and placed back in production.
In a world where computer vision tasks are becoming a fundamental backbone of automation, it is important to recognize that there are many use cases
where there will not be sufficient connectivity or bandwidth to enable computer
vision tasks to be executed on the cloud, and areas where putting large amounts
of compute on edge systems is not economically feasible. Additionally, having
the ability to take existing models and compress the model size and compute
necessary to execute will allow speedups and improvements without replacing
existing systems and software.
The amount of compute needed to execute models will also be a limiting
factor in many applications where framerate is a critical consideration for the
entire automation system. If models have compute requirements that are too
high, edge compute may not be able to keep up with operational requirements
of the model, acting as a restriction on the system. In these situations, pruning
the existing model can speed up the entire system without changing the hardware
or creating a new model.

6

Conclusion

There have been a variety of implementations of pruning for CNNs which can be
united with a single framework. The Bonsai framework provides an approachable mechanism for pruning new and existing neural networks by creating useful abstractions for criterion functions, thresholds, and how they are applied
to the network. The framework demonstrated up a 68% speedup on MNIST
trained models and up to a 41% speedup on CIFAR-10 based models with either
negligible loss in accuracy or accuracy improvement, upon retraining. This has
been demonstrated to provide considerable reductions in Floating Point Operations (FLOP) while largely preserving the accuracy of the model at hand. These
techniques paired with the Bonsai framework make pruning approachable to an
extent that it can be considered a core element of the model building process.
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Abstract. Recently, there has been a natural interest in studies and tools dealing
with the global covid19 pandemic. In the early stages of a disease with pulmonary
involvement, there is difficulty making a differential diagnosis between patients
with viral pneumonia and patients with Covid-19. It is crucial for medical staff,
who treat such patients, to wear and use protective clothing for the case that they
will be exposed to a patient infected with Covid-19. This paper utilizes the usage
of a recently developed methodology called ACKEM, in order to effectively diagnose early staged Covid-19 infected patients according to their Chest X-Ray
images. The ACKEM methodology is based on an ensemble of multiple DL models and KNN input-based architecture selection, it was proved to achieve efficient
and high accuracy classification. We harness this methodology for the purpose
of effective diagnosis and differentiation between Covid-19 patients and viral
pneumonia patients. We present a simple WYSIWYG application, with a classification engine that is based on the ACKEM methodology, that could help the
clinical staff with initial diagnostics of the disease, based on a patient Chest XRay image. This application does not require any special resources beyond a
basic computer, nor does it require a GPU. The value and potential of such an
application to medical departments, whose staff members work and risk their
lives on a daily basis, is immense, as AI-based classification can be achieved in
real time and without any special effort.
Keywords: Covid-19, Corona Virus, Pneumonia, Viral Pneumonia, Data Mining, Deep Learning, Ensemble Classifier, KNN.

1

Introduction

According to the Centers for Disease Control and Prevention(aka CDC) in the US, the
total mortality from Influenza/Pneumonia during 2018 was about 59,000 while the total
mortality from covid-19 as of August 2020 is about 175,000. There is an urgent need
for effective treatment and early detection of the dise0ase in infected patients. Although
the diagnosis has become a relatively fast process, the financial issues arising from the
cost of diagnostic tests, concern both states and patients all over the world [22]. Since
the Covid-19 disease outbreak, there has been an increase in publicly available X-Rays
from healthy cases, as well as from patients suffering from Covid-19. Prior to the
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Covid-19 disease outbreak, a lot of X-Rays of Pneumonia patients were collected, and
a lot of research was performed on top of those datasets [23][24][25]. One of the publicly available datasets that includes both Covid-19 patients X-Ray images and Pneumonia patients X-Ray images, is Kaggle's CoronaHack Chest X-Ray-Dataset [1]. We
utilized Kaggle's dataset to study the medical images and identify possible patterns that
may lead to an automatic diagnosis of the disease.
Imaging has an important role in diagnosis of the Covid-19 virus, as CT is considered
an efficient clinical diagnostic tool for people suspected with Covid-19 [13]. CT scans
have the potential to identify people who are highly suspected of COVID-19. [14] [15].
As Covid-19 pneumonia is the most common clinical presentation of the Corona virus,
it is believed that the findings on CT images can reflect the disease's severity.
When an early-stage patient arrives to a clinic, it is hard to tell whether he is suffering
from NCP (Novel Coronavirus Pneumonia) or from a viral pneumonia. For the medical
staff treating the patient, it is crucial to wear and use protective measurements in case
the patient is diagnosed with NCP. When using Chest X-Ray Imaging for such patients,
during the early stages of the disease, imaging shows multiple small patchy shadows
and interstitial changes, apparent in the outer lateral zone of lungs. As the disease progresses, imaging shows multiple ground glass opacities and infiltration in both lungs
[26].
This paper offers a supportive utility based on proven deep learning methods, to
assist clinical staff by adding further information during the early stages of the disease,
where there is currently a difficulty to distinguish between viral Pneumonia and the
Novel Corona virus Pneumonia. Such utility could help to reduce the amount of noninfected patients within the Corona virus departments in hospitals.
As shown in the paper "Deep learning with non-medical training used for chest pathology identification" [12], it is highly feasible to use deep learning methods for detecting pathology in chest X-Ray, using deep learning approaches based on non-medical learning. This was a pioneered experiment that showed how deep learning with
ImageNet training may be sufficient for general medical image recognition tasks.
The ACKEM [2] method was designed for highly accurate and automatic classification of data. This paper utilizes the ACKEM method, which offers a new mechanism
for DL architectures ensemble. Correct architecture selection for a deep learning model
is crucial, as emphasized in the article “Selecting the Best Architecture for Artificial
Neural Networks” [3]. Selecting a good architecture can improve the classification in
terms of both accuracy and time. The work "Deep Neural Network Ensembles for Time
Series Classification" [4] demonstrates how ensembles of deep neural networks, can
achieve state-of-the-art performance for time series classification. The ACKEM
method emphasizes that an ensemble of deep learning architectures could generate results with higher accuracy than single architecture deep learning models can achieve.
The ACKEM solution is based on DL models ensembles that involves searching the
training input, for the nearest neighbors of the given input to be classified. This solution
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proved that models with architectures that best classify the neighbors of a given input,
were also proven to best classify the given input itself.

2

Literature Review

Since the Kaggle's Covid-19 Radiography Database was published, many studies that
harness and use deep learning methodologies on top of this database were presented,
some of the studies are described in following papers: [17] [18] [19] [20] [21].
In the paper "Automated detection of COVID-19 cases using deep neural networks
with X-ray images" [18] the authors developed a system that was able to perform binary
and multi-class tasks with an accuracy of 98.08% and 87.02%, respectively. In the paper "Automated Detection of Covid-19 Coronavirus Cases Using Deep Neural Networks with X-ray Images" [19], the authors showed performance results, using ResNet50 pre-trained model, with a high accuracy of 98%. The paper "Deep Convolutional
Neural Network for COVID-19 Detection Using Chest X-Rays" [20] presented a stateof-the-art DNN for classifying COVID-19 using chest X-Ray images, that achieved a
99.4% accuracy. Another paper that presented promising results, when using this database, was the "Sample-Efficient Deep Learning for COVID-19 Diagnosis Based on CT
Scans" [21] paper. This paper shows that using the DenseNet-169 DNN architecture,
an accuracy result of 94% can be achieved, when using this database. Another great
paper that used DNN on top of this database is "Classification of COVID-19 from Chest
X-ray images using Deep Convolutional Neural Networks" [22], this paper presented a
classification model for the detection of COVID-19 that achieved more than 98% accuracy.
All of those studies presented a very promising method for covid-19 detection using
DNN trained on top of Kaggle's Covid-19 Radiography Database. One of the bestknown approaches for chest X-Ray images classification using deep learning is
CheXNet[16]. CheXNet was developed as an algorithm that has the ability to detect
pneumonia from chest X-rays at a level that surpasses practicing radiologists. It is based
on a 121-layer convolutional neural network that was originally trained on ChestXray14, which is a huge public dataset of chest X-Ray images, containing over 100,000
front-view X-Ray images with 14 diseases. Its test set was annotated by four practicing
academic radiologists. The CheXNet was able to detect all 14 diseases in Chest-Xray14 and achieved state of the art results on all 14 diseases. The main advantage that
this paper and the ACKEM system presents over the above studies is its accuracy measurement method. While some of the above studies have generated their accuracy results,
following the DNN training phase from a set of validation data that was also used during the training phase. In contrast, the system presented in this paper performs its accuracy calculation, using validation data that was never presented or used during the training phase. Therefore, the data that is being used to test and measure the system is completely new and unfamiliar to it. This validation methodology ensures a clean and
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realistic measure for the system's ability to classify chest X-Ray images in the real
world, as this system is intended to assist medical staff in physical clinics, while they
are making the critical decision of whether a given chest X-Ray indicates corona or
pneumonia.

3

The ACKEM Methodology

The ACKEM system is divided into two main phases – the Offline batch processing
phase and the Online classification phase. This separation enables the system to run on
different machines at different times.
3.1

The Offline Batch Processing Phase

The offline batch process is responsible for training the Deep Learning models and
generating training data coordinates in the space. The generated models will be used
during the online process. The Offline process contains the following 4 phases:
Models Training. Training models of different architectures to be used for future classification of inputs. In order to generate such models, labeled data should be loaded into
the system and different deep learning architectures should be selected for each of the
generated models.
Coordinates Generation. For each of the training data inputs, coordinates in the KNN
Space will be generated(aka x,y). the generated coordinates will be used in the online
phase for finding nearest neighbors of new inputs in the KNN space. Neighbors will be
found according to the distances in the KNN space, between the training data locations
and the location of the new input. In order to generate the location of a specific input
data in the KNN space, The T-SNE technique for reducing the dimensionality of large,
high dimension datasets - is used. The purpose of the T-SNE technique is to reduce an
input's dimensionality by reorienting it along its principal axes. This method tends to
preserve point-wise distances, which makes it suitable for visualization of high-dimensional data [27].
Best Model Finder. Generate the training data's best models dictionary, to be used during the online phase in order to decide on the best model for a specific input. In order
to generate this data, there is a need to loop over all the labeled training data, then a
classification is made using all the models generated during the model training phase.
The model that "best classifies" a specific training input is the one that classifies the
input correctly and has the best classification accuracy, out of all models generated
during the model training phase.
K Selector. Finding the parameter K that best classifies the testing data, is done using
a brute force method. The parameter K, found during this phase will be used as the
amount of neighbors selected during the Online phase.
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3.2

The Online Classification Phase

The Online process is based on the 3 types of outputs that were generated during the
offline phase – the trained models, the training data mapping in the KNN space and the
number of optimum neighbors for the system. The Online process is based on a new
input data along with the outputs from the offline process phase. For each different
input for classification, the selection of a specific model (and architecture) will be performed by applying the K Nearest Neighbors algorithm, to find out which model best
classifies the input's neighbors. This paper assumes that a model that correctly classifies
the input's neighbors will also be able to correctly classify the input itself. The Online
process contains the following 3 phases:
Find K Nearest Neighbors. Find the K Nearest neighbors of the new input data for
classification, from the training dataset in the KNN Space.
Find best model for classification. Find the model that bests classifies the K neighbors
found in the previous phase.
Classification. Classify the new input data for classification, using the best fitting
model, found in the previous phase.
Further explanation for the offline and online phases and functionalities can be found
in the original ACKEM paper.

4

Implementation

4.1

Overview

Our chest X-Ray images classifier relies on several modules. There was a need to separate between the offline and the online processes, so they can run on different machines
in different times. Most of our code was written in python, as it has multiple free and
easy to use deep learning neural networks frameworks for training models. We chose
to use Tensorflow [28] with the Keras API[29] as our deep learning framework.
Inputs & Environment. In order to generate a system based on the ACKEM methodology for our clinical utility, the system was initialized with two datasets – one dataset
for training and another dataset for testing. Each dataset contained two classes – one
class of chest X-Ray images of viral pneumonia patients and another class of chest XRay images of Covid-19 patients. Both datasets were taken from Kaggle's Covid-19
Radiography Database.
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Selected Deep Learning Architectures. In order to test and validate the ACKEM system on the Covid-19 chest X-Ray dataset, 8 of the most commonly used architectures
for deep learning models were used. It is believed the variety of architectures will increase the accuracy retrieved when using the ACKEM system. The more architectures
the system has, the more edge cases it can cover. All 8 commonly used architectures
selected for the experiment, were of different sizes and contained different layers. It is
believed that high coverage of multiple edge cases is achieved when working with a
broad variety of different architectures. The system described in this paper contains an
ensemble of DL models, each of which is based on a different architecture. The amount
of selected architectures is finite, therefore we needed to set strict criteria for their selection. Some of the criteria for selecting the system's architectures were that they were
up-to-date, commonly used, easy to train, efficient and have a large online community,
to support with issues that may arise during the training and prediction phases. In our
choice of architectures for our system, we selected some of the most commonly used
and well proven architectures. Finally, the following architectures were selected:
DenseNet [5], ResNet [6], MobileNet [7], Inception [8], VGGNet [9], Xception [10]
and Inception-ResNet-V2 [11].
4.2

Architecture Components

The Offline phase Architecture. During the Offline phase, datasets are loaded into the
system as inputs, using those datasets, the following outputs should be generated:
Trained Models. 8 DL models are generated during the "Training" service, using the
training dataset. Each of the generated models is based on a different architecture from
the above-mentioned architectures.
Mapped Training Data. Mapped coordinates of the training images and testing images
are generated using the TSNE based "Mapping" service.
Best Models per Training Data Dictionary. A Dictionary that maps between each of
the training images to the deep learning model that best classifies it, is generated using
the "Best Model Finder" service.
The Optimal Number of neighbors. The value of the parameter "K" should is generated
using the "K Selector" Service, according to the testing dataset, best models dictionary
and training data mapping.
Figure 1 demonstrate the way those outputs are generated in a high-level component
view. The 4 output types from this phase will serve the online phase's classification
method.
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Fig. 1. ACKEM's Offline phase flow based on the input datasets.

The Online phase Architecture. During the Online classification phase, the outputs
from the Offline batch phase are loaded as inputs, along with a new image for classification. Figure 2 demonstrates the way the new input image classification is generated
in a high-level component view.

Fig. 2. ACKEM's Online phase flow for Chest X-Ray Image classification.

4.3

UI Classification Tool

A simple WYSIWYG application for classification was created in order to allow external users, either patients or doctors, to classify their own chest X-Ray images using the
ACKEM methodology, in a friendly and easy to use environment.
This application allows the user to load an image for classification and returns the
system's classification for the loaded image as shown in figure 3.
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Fig. 3. The Classification UI Tool look & feel.

Figure 3 demonstrates a successful identification made by the ACKEM system of a
chest X-Ray image, loaded using the Classification UI Tool, as belonging to a covid19 patient. an image was uploaded to the classification UI tool, following the upload
the CT X-Ray image was classified and diagnosed as having 84% chances of being
Infected with Covid19.
Behind the scenes, the UI classification tool is preloaded with the 4 outputs of the
offline phase – the 8 DL models that have the ability to detect whether a chest X-Ray
image belongs to a patient with Covid19 or toa patient with just viral pneumonia, a
dictionary with the best fitting models for each of the training data images, a mapping
of the training data in coordinates for each one of the training images and the K that
gives the best results for this system. Whenever the user loads an image, the application's engine runs the entire Online phase on top of the input image, in order to generate
a classification result for this input.
The UI Classification Tool can be installed on a personal computer. It does not require a powerful machine or even a GPU. It is simple to use with only one button and
with clear output. It can serve physicians in an easy and accessible way, assisting them
by providing an AI based diagnosis for early stages patients in an execution time that
is less than 30 seconds.

5

Experiments & Results

5.1

Environment setup

We have implemented the proposed system for COVID-19 classification from chest XRay Images, using the Python programming language with a processor of Intel R Core
i7-8700 CPU @ 3.20GHZ and RAM of 16 GB running on Ubuntu 18 with NVIDIA
GeForce GTX 1060 with 3GB Graphics (the GPU is not mandatory for the training
phase, but it can speed it up).
5.2

Training Configurations & Hyperparameters

As the training was performed on a personal computer with a single GPU, and not on a
supercomputer with multiple GPUs, it was important to be able to train deep learning
models in a quick and efficient way. Therefore, the amount of training epochs was set
to a minimum of 25 epochs per DL model. Although this way the classification accuracy of a single model may not be as good as it could potentially be with a higher
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number of epochs, the ACKEM's models ensemble methodology, was expected to overcome this obstacle and achieve high accuracy results. Table 1 contains the hyperparameters used.
Table 1. The hyperparameters used during the Training phase of the DL models.
Number of Epochs

Weights Based Dataset

Input Shape

Learning Rate

Batch Size

25

ImageNet

224x224

1e-3

8

5.3

Classification Evaluation

In order to efficiently evaluate our system, a classification grade was generated, based
on the number of correct classifications our system has performed, out of the entire
testing dataset size. This method of grading calculation is shown in equation 1.
(𝑇𝑒𝑠𝑡𝑖𝑛𝑔 𝑑𝑎𝑡𝑎 𝑓𝑖𝑙𝑒𝑠 𝑎𝑚𝑜𝑢𝑛𝑡) 𝑆𝑦𝑠𝑡𝑒𝑚𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛[𝑖]==𝐶𝑜𝑟𝑟𝑒𝑐𝑡𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛[𝑖]∶1

𝐺𝑟𝑎𝑑𝑒 =
5.4

∑𝑖=0

{
𝑒𝑙𝑠𝑒:0
(𝑇𝑒𝑠𝑡𝑖𝑛𝑔 𝐷𝑎𝑡𝑎 𝑓𝑖𝑙𝑒𝑠 𝑎𝑚𝑜𝑢𝑛𝑡)

(1)

Training Times

The time it took for a personal computer to train a model, using the hyperparameters
mentioned above, was approximately 10 minutes per model (multiplied by 8 models of
this experiment). This paper proves that using a configuration for "light training" of
models is enough to retrieve some classification using a single DL model. Moreover,
using the ACKEM methodology achieved high accuracy results on top of those "lightly
trained" models. It proves that when using the correct methodology, an adjustment of
the hyperparameters is the key for performing the training and classification processes
on a merely personal computer, without using a supercomputer.

5.5

Using Kaggle's Covid-19 Radiography Database

The image dataset used for this paper's system was taken from Kaggle's Covid-19 Radiography Database [1]. A team of researchers from Qatar University, Doha, Qatar and
the University of Dhaka, Bangladesh along with their collaborators from Pakistan and
Malaysia in collaboration with medical doctors - have created a database of chest XRay images for COVID-19 positive cases, along with Normal and Viral Pneumonia
images. In order to use this database, it had to be separated into two types of datasets:
one dataset for training and one for testing the system. The Training Dataset containing
320 labeled training images. The labeled training data is divided into two groups - 103
Images in the Corona Infected class and 217 Images in the Pneumonia infected class.
The Testing Dataset was set to the 418 labeled testing images. The labeled testing data
is divided into two groups - 116 Images in the Corona Infected class and 302 Images in
the Pneumonia infected class.
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5.6

Single Models Classification Results

The first phase of the case study over the chest X-Ray images Dataset, consists of retrieving a set of basic accuracy scores for each of the models, separately. Table 2 presents the accuracy scores obtained when a classification based on one model only was
performed, for the entire chest X-Ray testing dataset.
Table 2. The hyperparameters used during the Training phase of the DL models.

5.7

Model based Architecture

Achieved Accuracy

DenseNet 121

87%

Inception V2

75%

ModileNet

91%

Inception V3

73%

ResNet 50

72%

VGG 16

94%

VGG19

95%

Xception

91%

Classification using CheXNet

CheXNet [17] is described as a Radiologist-Level Pneumonia Detection on Chest X-Rays
with Deep Learning. Its creators claim it can detect pneumonia from frontal-view chest Xray images, with accuracy exceeding practicing radiologists. during this study, a new
CheXNet DNN was trained based on the same data that we used to train the ACKEM system.
In order to compare CheXNet to the ACKEM system results, CheXNet was trained
on top of the same training dataset that was used to train the ACKEM system. It was
also tested and validated against the same testing dataset that was used for testing and
validation of the ACKEM system (including all of its inner single DL models). When
validated using the testing dataset, the CheXNet was able to achieve a high accuracy
score of 88%.
5.8

ACKEM vs VGG19 vs CheXNet

Using the ACKEM method of models’ ensemble with KNN, we were able to achieve a
classification result that is significantly higher than the highest result achieved when
using a single model (which was of 95% correctness achieved by the model that was
based on the VGG19 architecture). In order to do so, we ran a brute force method in
which both the best K and its result, were found. Figure 4 demonstrates the brute force
experiment results by showing the different classification accuracy results achieved
when selecting different values for K. We see that the best result, of 98% accuracy,
was achieved when K of 104 was selected.
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Fig. 4. The effect of the different values of K on the system's classification accuracy.

Table 3 presents all the collected stats from this experiment together with the results achieved using the VGG19 classification model and the results achieved by the
ACKEM system when selecting K of 104.
Table 3. Comparison between the results achieved using CheXNet, VGG19 and ACKEM over
the covid19 vs pneumonia testing dataset.
CheXNet

VGG19

True Positive

102

110

ACKEM
109

True Negative

293

289

301

False Positive

14

13

1

False Negative

9

6

7

Precision

0.8793

0.8943

0.9909

Recall

0.9189

0.9482

0.9396

F1

0.8986

0.9205

0.9646

Accuracy

0.88

0.95

0.98

5.9

Classification of training data

Multiple studies, that used the Kaggle's Covid-19 Radiography Database, presented
high accuracy scores, generated during the deep learning neural networks validation
phase. But – these validations were performed on top of an already trained data. Such
studies are not really relevant for classification of real-time x-ray images.
The study presented in this paper for using the ACKEM methodology, on top of
Kaggle's Covid-19 Radiography Database, was performed using a testing dataset, on
top of which the system never had a chance to learn, since the dataset had never been
introduced to the system before. In order to compare the ACKEM classification quality
to that of the "bribed" studies, we performed an experiment in which the classification
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of the system was tested on top of its own training data. The accuracy achieved during
this experiment was as high as 99.375% when selecting the value 30 as the system's
number of neighbors for classification.
In order to find the optimal value for the K parameter, this experiment used a brute
force method similar to the one that was used on top of the testing dataset. Figure 5
demonstrates the brute force experiment results by showing the different classification
accuracy results achieved when selecting different values for K.

Fig. 5. The effect of the different values of K on the system's classification accuracy for

its training data.

6

Conclusions & Future Work

This paper utilizes the novel ACKEM methodology for automatic classification using
KNN ensembled models, for an efficient classification of Corona Virus Infection in
humans from their Chest X-Ray Images. The ACKEM methodology implementation
for this purpose was wrapped in a WYSIWYG application that is free and easy to use
by either doctors or potential patients.
Unlike other researches that tried to achieve this goal using supercomputers of multiple GPUs, we showed that when using the ACKEM methodology, we were able to
train and predict whether or not a person was infected by the Covid-19 virus, using a
single personal computer. In order to offer external users an easy way to use an
ACKEM based classification system for covid-19 and pneumonia classification, an
easy-to-use WYSIWYG Chest X-Ray classification tool was created. Using the Chest
X-Ray classification tool, any user, either doctor or patient, could load a Chest X-Ray
image and retrieve an AI based medical opinion.
CheXNet [17] is a novel deep learning neural network method for chest X-Ray classification. When compared to the ACKEM system over the same testing dataset, the
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ACKEM system was able to retrieve a classification accuracy which is significantly
higher than CheXNet's classification accuracy. Other studies that used the Kaggle's
Covid-19 Radiography Database presented high accuracy scores that were generated
during the deep learning neural networks validation phase on top of an already trained
data. Unlike those studies, the results presented in this paper were generated on top of
data that our system had never encountered before the actual testing phase. This way
ensures a clean and realistic measure for the system's ability to classify chest X-Ray
images in the real world, outside the research comfort zone. This measuring methodology avoids the bias that might have happened if the testing data, that was used to measure the system's quality, would have been considered during in the system training.
To conclude, the ACKEM approach for selecting deep neural network architecture,
according to the type of the system's input, is applicable and effective for classifying
Corona virus infected people, using their chest X-Ray images. It has been clearly shown
that using the ACKEM method of deep learning models ensemble, one could obtain a
classiﬁcation result that ﬁts trivial and non-trivial problems in forms that a single architecture cannot obtain.
This paper can serve as a basis for future research on the corona virus and its identification vs. other viruses, that may mislead medical staff. The utility developed as part
of this paper could serve as a basis for a more robust and self-improving system in
which users(either patients or doctors) could upload chest X-Ray images of patients
with Covid19 or viral pneumonia in order to help the system learn and improve on the
fly. Other future usage for this study could be in the field of personalized medicine –
generating such chest X-Ray images differentiation utilities with DL models for specific crowds based on either the age or the gender of the patient.
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